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ABSTRACT

Subset Selection and Feature Identification in the Electrocardiogram

by

Emily Hendryx

Each feature in the electrocardiogram (ECG) corresponds to a di↵erent part of

the cardiac cycle. Tracking changes in these features over long periods of time can

o↵er insight regarding changes in a patient’s clinical status. However, the automated

identification of features in some patient populations, such as the pediatric congeni-

tal heart disease population, remains a nontrivial task that has yet to be mastered.

Working toward a solution to this problem, this thesis outlines an overall frame-

work for the identification of individual features in the ECGs of di↵erent populations.

With a goal of applying part of this framework retrospectively to large sets of patient

data, we focus primarily on the selection of relevant subsets of ECG beats for subse-

quent interpretation by clinical experts. We demonstrate the viability of the discrete

empirical interpolation method (DEIM) in identifying representative subsets of beat

morphologies relevant for future classification models. The success of DEIM applied

to data sets from a variety of contexts is compared to results from related approaches

in numerical linear algebra, as well as some more common clustering algorithms. We

also present a novel extension of DEIM, called E-DEIM, in which additional represen-

tative data points can be identified as important without being limited by the rank

of the corresponding data matrix. This new algorithm is evaluated on two di↵erent

data sets to demonstrate its use in multiple settings, even beyond medicine. With



DEIM and its related methods identifying beat-class representatives, we then pro-

pose an approach to automatically extend physician expertise on the selected beat

morphologies to new and unlabeled beats. Using a fuzzy classification scheme with

dynamic time warping, we are able to provide preliminary results suggesting further

pursuit of this framework in application to patient data.
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Chapter 1

Introduction

1.1 Setting the Scene: The Clinical Problem

Throughout a patient’s stay in the hospital, physicians, nurses, technicians, and

machines are frequently collecting and recording data. The full analysis of all of this

data in real time is impossible for humans and there are still many clinical events that

are di�cult to predict. While physicians may have developed intuition as to some

warning signs of patient decline, the quantification of such signs and identification of

others may better serve the clinical community as a whole, allowing for the automation

of some aspects of patient data analyses and potentially improving patient outcome.

Of the many types of data presented to clinicians, this thesis pays particular atten-

tion to the analysis of the electrocardiogram (ECG). Though more broadly applica-

ble, this work was originally motivated by the need for the development of improved

methods for the processing of electrocardiogram data collected from pediatric pa-

tients with congenital heart disease. Since each part of an ECG beat corresponds to

a particular part of the cardiac cycle, paying close attention to how these individual

beat features change over time may provide insight to physicians regarding changes

in a patient’s clinical status. An impractical (and infeasible) task for humans, the
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automated tracking of these features over long periods of time is of interest here.

While automated ECG analysis is certainly not new, most existing models are

dependent on particular thresholds and are not designed for the pediatric population.

Because pediatric patients can exhibit di↵erent ECG waveforms than those typically

seen in adults [77], there is a need for pediatric-focused ECG analysis–specifically for

those patients with congenital heart disease.

Therefore, the overarching goal of this work is to develop an automated system to

analyze pediatric (and other) ECGs on a beat-by-beat basis for eventual use in the

development of predictive models for clinical decision support.

1.2 Feature Identification Framework

In e↵ort to incorporate expert knowledge in this automated system, the approach

discussed in the chapters that follow is designed to retrospectively use data collected

from bedside monitors at Texas Children’s Hospital (TCH) in Houston, Texas, in

conjunction with input from clinicians. With data collection beginning prior to the

start of this work, there are now hundreds of millions, if not billions, of individual

ECG beats coming from multiple leads and thousands of patients that are available

for analysis. Hence, in order to get clinical input from experts regarding the types

of morphologies present in the stored data, some form of data reduction is necessary.

To maintain clinical interpretability, the data reduction takes the form of subset

selection in this thesis. With subset selection as a prominent topic of interest in the
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Figure 1.1 : Overview of feature identification approach presented in this thesis.

chapters that follow, an overview of the proposed approach to the subsequent beat

classification and feature identification is also presented. This overall framework for

designing a physician-informed automated system for ECG feature identification is

shown in Figure 1.1.

Starting with some form of ECG data–here taken to be synthetic data, pre-existing

physician-labeled data sets available online, or data collected at TCH–we then carry

out a form of dimension reduction via subset selection. While several di↵erent forms

of subset identification are discussed throughout this work, the primary method of

interest herein is the discrete empirical interpolation method (DEIM) and variants

thereof. Once a representative subset of beats has been identified, the process relies

• ..,.,,.w_, 

' 

' 
. o" ~...,.. ,ro 1~ 
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on input from clinicians to form an expertly labeled library of ECG morphologies.

With this library, we can classify new, unlabeled beats accordingly based on whole-

beat morphology. The expertly-defined labels associated with the relevant library

classes can then be used to identify individual feature labels within each unlabeled

beat. Finally, the feature information from these beats can be incorporated into

predictive models regarding a patient’s clincal outcome, for instance, the likelihood

that a patient will experience cardiac arrest within a given time window.

1.3 Thesis Overview

With this overarching framework in mind, the rest of this thesis is organized as

follows. Chapter 2 contains detailed background information with a literature review

of some of the key topics presented throughout this work. Chapter 3 demonstrates the

utility of the DEIM-induced CUR matrix factorization in selecting a representative

subset of ECG beats; the content of this chapter is adapted from [38]. The viability

of this approach for future use in classification is supported through the comparison

of results generated via DEIM-CUR coupled with 1-nearest neighbor classification

to results generated via other state-of-the-art approaches found in the literature.

To further compare DEIM to other subset-selection schemes, Chapter 4 presents a

broad overview of di↵erent subset selection methods related to CUR row and column

selection, as well as some standard clustering techniques. Included in this chapter is

a discussion of the performance of these methods in detecting classes in di↵erent data
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sets, even outside of the ECG context.

Chapter 5 presents a novel extension of DEIM (E-DEIM) that allows for the

selection of more representative data points when there are more beat classes expected

to be found than there are stored samples per beat. This method also allows for

the selection of additional indices for the setting in which it is too computationally

expensive to a compute a higher-rank singular value decomposition. After a discussion

of the extended algorithm and some of the resulting theoretical implications, the

method is demonstrated to perform well in detecting additional class representatives

on two di↵erent data sets.

Having established several viable subset selection schemes, Chapter 6 shifts to the

proposed approach for individual beat classification and subsequent feature identifi-

cation. Though a final representative beat subset with physician-labeled beats has

not yet been obtained from the TCH data set, we present results on synthetic data

that point to the potential of the overall framework in going from an unlabeled data

set to a feature identification algorithm.

Early ideas regarding the evaluation of DEIM-CUR selected subsets are presented

in Chapter 7 to demonstrate the wide variety of approaches tried in initially ap-

proaching this problem. Chapter 8 proceeds with some concluding remarks and a

description of future work related to the ideas presented herein.

With applicability to data in other domains, the results presented in this work

focus on the utility of DEIM and related algorithms in identifying broadly represen-
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tative subsets of electrocardiogram beats. These results in turn support the viability

of the proposed framework for individual feature identification. Though motivated

by the feature identification problem in the pediatric congenital heart disease pop-

ulation, the methods presented here readily generalize to a wide variety of patient

populations, providing an in infrastructure for feature identification in relation to a

number of di↵erent clinical questions.
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Chapter 2

Background and Literature Review

While additional background information is provided in the chapters to come,

we take a moment to discuss the clinical motivation, the electrocardiogram, and the

feature identification problem. We also provide some of the context for the subset

selections of interest through a brief review of the CUR matrix factorization, clus-

tering algorithms, and dynamic time warping (a tool used in both clustering and

classification).

2.1 Motivation

The motivation of this project stems from a collaboration with physicians at Texas

Children’s Hospital in Houston, Texas. Their medical expertise, experiences, and

observations have exposed a need for improved monitoring of patients with congenital

heart disease. As opposed to mining patient data, their expertise has informed the

project to make it more focused on particular aspects of patient monitoring.

2.1.1 Congenital Heart Disease

Congenital heart disease (CHD) simply refers to heart disease present at birth.

According to a meta-analysis of CHD papers by van der Linde et al., the prevalence



8

of reported congenital heart disease between 1995 and 2010 was roughly 9 out of

every 1000 live births worldwide [102]. Examples of the more common forms of

congenital heart disease include ventricular septal defect (VSD), atrial septal defect

(ASD), patent ductus arteriosis (PDA), and pulmonary stenosis (PS) [102].

Although not as common, among the more fatal congenital heart diseases is hy-

poplastic left heart syndrome (HLHS), occurring in only 2-3% of CHD cases [5],[62].

In this disease, the heart is unable to properly pump oxygenated blood to the rest of

the body, and without treatment, the disease is fatal. The main interventions used

to improve HLHS patient survival rates are heart transplantation and a three-stage

palliation that re-routes the circulatory system to function using only the right ven-

tricle of the heart to pump blood. Unfortunately, between the first two surgeries (or

palliations) in the latter treatment method, there is still a mortality rate of up to

15% [5], [62]. While this project now extends to the larger congenital heart disease

population and beyond, it began in conversation with physicians at Texas Children’s

Hospital with a goal of lowering this inter-stage statistic.

The approach of this thesis is to leverage the clinical data available on the bedside

monitors in order to more closely monitor patients with CHD in an automated fashion.

Although there are many di↵erent signals to utilize in patient monitoring, this project

focuses on the information that is presented through the electrocardiogram for its

eventual use this data in conjunction with other physiological signals in developing

predictive models of patient decline.
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Figure 2.1 : The labeling of features in a synthetically constructed ECG beat. This figure
is also used in [37].

2.1.2 Electrocardiogram

The electrocardiogram, or ECG, has been a means of observing the electrical

activity of the heart since the beginning of the 1900s and the work of Einthoven [24].

Physicians are well aware that each part of the cardiac cycle is represented by features

in the ECG. The main features of the ECG are labeled as the P, Q, R, S, and T waves,

as demonstrated on the synthetically generated beat in Figure 2.1.

The ECG waveform is found by looking at the potential di↵erence between two

electrodes placed on the skin. Typically, several waveforms are recorded simultane-

ously, each one referred to as a “lead” with naming conventions dependent upon where

the electrodes are placed. The use of multiple leads allows physicians to see di↵erent

perspectives on how potential varies through the heart. My previous work focused

on the analysis of the magnitude of the heart dipole moment, or vectorcardiogram,
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computed using multiple leads [37], but because information is lost by focusing on

only the magnitude, the work presented here considers the individual lead waveforms.

Pediatric ECGs behave di↵erently than those of adults [77], and congenital heart

disease can lead to even more di↵erences [87], [27]. Because of this, known ECG

indicators of patient decline in the adult population may not hold true in the pedi-

atric population [27] and more work needs to be done to more carefully di↵erentiate

between adult and pediatric predictors.

In an e↵ort to address this issue, Rusin et al. construct a predictive model to

develop a risk index for patients with HLHS between the stage I and II palliations at

Texas Children’s Hospital [87]. Although other physiologic data, such as respiratory

rate and oxygen saturation (SpO
2

), are found to hold predictive value, the ST segment

was also found to hold predictive value for this population. The authors look at the

ST segment (or ST-segment vector – similar in idea to the vectorcardiogram) in thirty

second intervals in search of lower frequency changes to include in their predictive

model. However, because the short-term ST segments displayed on the monitors are

sometimes non-physical [87], the beat-by-beat ST segment monitoring has room for

improvement.

The need for additional predictive modeling in pediatrics drives the remainder of

this work. This thesis takes on the task of identifying individual ECG features to

serve as input to future models. The fact that pediatric and adult electrocardiograms

can di↵er so much indicates that more careful analysis of ECGs may in turn pro-
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vide improved predictive variables for model construction, as well as improvement to

existing models.

2.2 ECG Feature Identification

The problem of ECG feature identification has been approached in a number of

ways throughout the years. Though there is a plethora of papers regarding R-peak

detection and QRS delineation alone (see, for example, the review by Kohler, Hennig,

and Orglmeister [48]), the task of di↵erentiating one beat from the next remains a

problem without a definitive solution; see Chapter 6 for a discussion of the role of

R-peak detection in our framework. In this thesis, we look to develop an algorithm

that is able to identify features that are possibly even more di�cult to detect, such

as the P and T waves–or even additional features of interest to particular physicians

that are not as commonly studied.

In a seminal work by Pan and Tompkins from 1985, an algorithm for QRS de-

tection is presented using threshold-based rules in evaluating waveform slopes, am-

plitudes, and widths [80]. A later work by Laguna, Jané, and Caminal proposes a

method for detecting additional feature locations also using decision rules, applying

rules and thresholds to the filtered and di↵erentiated ECG waveform [52]. While these

threshold and decision-rule based methods certainly have their merits–in fact we use

an implementation of the Pan-Tompkins algorithm for R-peak detection in Chap-

ter 6–these types of algorithms do not necessarily generalize well across populations,
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especially in trying to identify ECGs with physiological perturbations.

In a 1989 paper by Gritzali, Frangakis, and Papakonstantinou, the authors also

propose a threshold-based approach for detecting the QRS complex as well as the

P and T waves, but in doing so, they applying a transformation to the data and

essentially break the signal into feature layers, removing information about the more

prominent features in the process of identifying the T wave and then the P wave [34].

This notion of approaching the ECG as a combination of di↵erent components defined

over the same time interval is also used in identifying ECG features through the

empirical mode decomposition [4] and is also similar in nature to the more popularly

used tool in feature identification: the wavelet transform.

Li, Zheng, and Tai present a QRS, P wave, and T wave detection algorithm based

on the wavelet transform with quadratic and higher order spline wavelets [56]. Treat-

ing the ECG as a multiscale signal, the wavelet transform performs a time-frequency

analysis to break the signal down according to di↵erent frequency bandwidths, or

scales. With several other works using related wavelet-based feature identification,

for example [28], [63], [76], and [8], we note that these methods still typically rely

on some form of thresholding, requiring previous knowledge about the population at

hand. (Once again, as we have incorporated ideas from [8] in our R-peak detection

described in Chapter 6, we recognize the value of wavelet-based methods, but we have

also seen the need to adjust these methods for the pediatric population.)

Allowing for fewer restrictions in regards to the expected timing and frequencies
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of di↵erent ECG features, works by Vullings, Verhaegen, Verbruggen [106] as well as

Zifan, Saberi, Moradi, and Towhidkhah [111] use variants of dynamic time warping

(DTW–described further below) to segment ECGs by mapping individual feature

templates to unlabeled beats. Shorten and Burke also use dynamic time warping to

determine time duration of the di↵erent features and intervals of ECGs in healthy

adults between 13 and 65 years old [92]. The authors apply DTW to these ECGs in

comparison to labeled beats from the PhysioNet database to identify the beginning

and end of each feature. Though on healthy adult data, this use of DTW to identify

particular timing of ECG features is in line with our use of DTW in identifying ECG

features in pediatric patients with congenital heart disease. To use a related approach,

we seek a reasonably-sized collection of beats to serve as a library for labeling the

wide variety of beats found in the data at TCH.

2.3 CUR Factorization

One of the many challenges in analyzing the data available from Texas Children’s

Hospital (TCH) is its sheer volume. There are several ways to reduce the size of the

problem, such as principal components analysis (PCA), the non-negative matrix fac-

torization (NMF), independent components analysis (ICA), multidemensional scaling

(MDS), and many more (see textbooks by Hastie, Tibshirani, and Friedman [36] and

by Izenman [42], among other resources such as [25]). Each of these methods rep-

resent the data in terms of derived features. For example, PCA uses the singular
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value decomposition (SVD) to identify orthogonal directions along which the data

exhibits the most variance, while NMF represents the data as a linear combination

of (non-negative) archetypes. In contrast, ICA tries to identify individual sources

within the data (such as in the famous “cocktail party problem” in which individual

voices are sought after from several recordings made in di↵erent locations throughout

a crowded room), and MDS represents the data with reduced dimensionality using

only the distances between the data points [42], [36]. The approach of choice in this

work, however, is subset selection via methods used in deriving a CUR matrix fac-

torization, a factorization that retains entire columns and rows of the original matrix

and preserves matrix properties such as nonnegativity and sparsity. This is a use-

ful factorization quality in this research because the data is reduced to a subset of

the original heart beats as opposed to being represented as a linear combination of

singular vectors or other basis vectors that lose their clinical interpretability and are

more di�cult to understand in the context of medical practice and physician expert

knowledge.

More specifically, in the CUR matrix factorization, the matrix A 2 Rm⇥n is

represented by the matrix product CUR, where C 2 Rm⇥k and R 2 Rk⇥n contain

columns and rows of A, respectively, and U 2 Rk⇥k is computed such that the low-

rank approximation to A holds. Of note is that this factorization is not unique;

there are a number of ways to arrive at this form of an approximation to A with

di↵erent means of choosing the representative columns and rows. In addition, some



15

sources construct the CUR decomposition such that C 2 Rm⇥, R 2 Rk⇥n, where

it is possible for k 6=  and U is, in turn, not necessarily square [22],[108]. We will

present a factorization of this form with our novel extension in Chapter 5.

Throughout the literature, the CUR factorization is also referred to as the matrix

pseudoskeleton [32] and sometimes the matrix skeleton [12]. Some of the earlier

works developing CUR algorithms appear in the late 1990s. In a paper published

in 1997, Goreinov, Tyrtyshnikov, and Zamarashkin select C and R by searching

for submatrices of maximal volume in the singular value decomposition (SVD) [32].

Stewart uses a quasi-Gram-Schmidt method applied to A twice to get a low-rank

factorization that preserves sparsity and, though not yet coined as such, arrives at a

CUR factorization in a 1999 paper [97].

Since then, several factorization schemes have been proposed. For example, Drineas,

Mahoney, and Muthukrishnan [22] develop a means of subspace sampling using lever-

age, or “importance”, scores. These normalized scores are calculated from the leading

singular vectors of A and form a probability distribution for selecting the “highly in-

fluential” rows and columns for constructing the factorization [22], [61]. Similar ideas

are discussed by Wang and Zhang, who present a CUR factorization via adaptive

sampling [108]; this type of sampling (proposed by Deshpande, Rademacher, Vem-

pala, and Wang [19]) essentially uses leverage scores based on residuals computed

after each sampling step in the process of forming the decomposition.

Leverage-score-type schemes, however, typically involve some oversampling of rows
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and columns beyond the expected/given rank k. While Mahoney and Drineas use

this oversampling to obtain particular approximation guarantees [61], works using the

Discrete Empirical Interpolation Method (DEIM) [94] or interpolative decompositions

[105] have since been proposed with deterministic column and row selection schemes

that require no oversampling and produce comparable, if not better, results than

leverage score schemes.

In some of the approaches presented in the literature, the CUR factorization is

computed using some form of column (row) selection on the SVD or a column-pivoted

QR factorization (or both in some cases, such as in the DEIM and incremental QR

method used herein [94]). In e↵ort to make these algorithms faster by reducing the

data to only a portion of its original size, several authors have also found ways to

include randomized methods presented by Halko, Martinsson and Tropp [35]. For

instance, Voronin and Martinsson propose the use of randomized interpolative de-

compositions, pre-multiplying A by a Gaussian random matrix prior to performing

the pivoted QR factorizations [105], and Wang and Zhang use the randomized SVD

of A as an initial step to their presented algorithm [108].

2.4 Dynamic Time Warping

Though physicians expect to find particular features in ECGs, it is possible that

these features may not occur with the exact same timing within each beat and from

patient to patient. To address this, we use dynamic time warping (DTW), a tech-
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nique that was originally developed for identifying speech patterns in the 1970s [104],

[88], [41], [89]. Discussed in more detail in Chapter 6, DTW finds a mapping be-

tween signal indices that minimizes the distance between them and allows for similar

features/words to be mapped to each other despite shifts in timing. The extension

of DTW to other applications, such as finding patterns in populations dynamics and

the stock market, does not seem to have been suggested until a paper by Berndt and

Cli↵ord was published in 1994 [7]. Since then, dynamic time warping and variants

thereof have been used in applications such as facial recognition [6], signature [74]

and fingerprint [49] validation, and even ECG pattern recognition, described further

in the next section below.

As mentioned above, in identifying individual ECG features, we use DTW largely

for the mapping of a known label to a predicted label location in a new time series, or

beat. This means of comparing two sequences, however, also appears in our discussion

of clustering algorithms for subset selection and further dimension reduction.

2.5 Clustering

Put simply, clustering divides the data into di↵erent groups, or “clusters.” A

number of di↵erent clustering algorithms exist, though Ratanamahatana et al. lump

the algorithms used in analyzing time series into one of two methods: partitional and

hierarchical [86]. Because hierarchical clustering methods build clusters in a pair-

wise fashion, they can be more computationally complex [86] and are considered only
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for the purposes of comparison in Chapter 4 where we briefly discuss agglomerative

clustering.

The most common form of partitional clustering is perhaps the k-means clustering

algorithm, which iteratively defines cluster centers by averaging over cluster members.

One drawback of k-means in this context, however, is that the averaging of ECG beats

is likely to confound the morphological information that is sought [75], [82]. While

Petitjean et al. develop a way of averaging time series via DTW to preserve some

information for classification, because the morphologies in our final modeling must

be physiological, the averaging of beats is avoided in this work.

An alternative that can be used to cluster with DTW as the distance measure is k-

medoids. In this algorithm, rather than averaging beats to determine cluster centers,

actual beats from the data set are selected as centroids [71]. Having seen the success

of k-medoids with DTW in the 2006 paper by Niennattrakul and Ratanamahatana

[75], this approach was used previous work with somewhat inconclusive results due

to a need for di↵erent/better measures of clustering success [37], an issue addressed

here through the use of labeled data sets.

With the possibility of being used as an additional step after preliminary dimen-

sion reduction is performed by a linear-algebraic technique, we also briefly demon-

strate the use of Max-Min clustering proposed by Gonzalez [30]. This method maxi-

mizes the minimum distance between cluster centroids and is selected here in following

the lead of Syed, Guttag, and Stultz who implemented this clustering scheme in ECG
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analysis [99]. In Chapters 3 and 4, we show the comparison between existing and

newly-generated results generated using Max-Min clustering with the those gener-

ated by DEIM and other methods.

This use of clustering and DTW in analyzing ECGs is not new. A more detailed

literature review on the role of DTW and/or clustering in ECG analysis can be found

in my previous work [37] with some references discussed in Section 3.2.

In their 2007 paper, Syed, Guttag, and Stultz use DTW as the distance measure

to cluster heart beats in the MIT-BIH Arrhythmia Database as well as the MGF/MF

waveform database using Max-Min clustering. In their approach, they choose not to

scale the DTW distance by the length of the warping path, considering the warping

path indicative of mapping quality. In addition, they use a version of DTW that

smooths in each step instead of smoothing a priori. The methods presented in [99] are

closely in line those used in part of this thesis; where the authors focus on identifying

full beat morphologies for symbolic representation of ECG recordings over longer

time intervals, we not only prioritize another subset selection scheme but also go

further to identify individual features within each beat. In a later paper published

in 2011, Syed and Guttag apply their symbolic representation to develop a measure

of risk by identifying patient outliers in longer ECG strings [98]. While this is the

direction we would like to take our methods in the future, the fact that congenital

heart disease patients may have “normal” ECG rhythms that would be indicative

of trouble in patients with healthy hearts suggests that perhaps other avenues of
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identifying patient decline should also be considered.

Although the ideas in this thesis surrounding ECG analysis via DTW and clus-

tering are not necessarily new in themselves, the combination of these techniques (or

variants thereof) with CUR in the application of feature identification in congenital

heart disease appears to be a novel contribution of this work.
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Chapter 3

DEIM-CUR ECG Subset Selection

The contents of this chapter are largely adapted from the following paper:

• E. P. Hendryx, B. M. Rivière, D. C. Sorensen, and C. G. Rusin. Finding repre-

sentative electrocardiogram beat morphologies with CUR. Journal of Biomedi-

cal Informatics, 77:97-110, 2018.

https://doi.org/10.1016/j.jbi.2017.12.003.

Those added statements not contained in the paper are set apart with square

brackets. We also note that all internal references to “this paper” have been changed

to “this chapter” for inclusion in this thesis, and references to other portions of the

document and external sources have been adapted to fit in the context of the larger

thesis.

3.1 Introduction

The identification of patterns in temporal biomedical data has been a popular

topic for a number of years. Pattern identification plays a role in analyzing a wide

variety of temporal data: from detecting patterns in hepatitis lab results regarding the

e↵ectiveness of treatment [39], to recognizing temporal patterns in electromyogram

https://doi.org/10.1016/j.jbi.2017.12.003
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signals for controlling the movement of prostheses and orthoses [33], to identifying

subsequences of event codes over time in electronic medical record data that may hold

clinical relevance [81]. In this work we focus on the simultaneous recognition of both

common and unusual subsequences in quasiperiodic physiological waveforms. While

the methods presented here can be extended to other signals, we are particularly

interested in the electrocardiogram, or ECG.

[As mentioned in the introduction,] the ECG has provided clinical information

about the heart since the beginning of the twentieth century [24]. Because the poten-

tial di↵erence in each of the di↵erent ECG leads provides insight into cardiac function,

physicians can use this data to monitor patient status over time and form diagnoses.

However, performing a detailed analysis of all ECG signals continuously over longer

periods of time for each patient is a nontrivial task. Therefore, there is a role for

automated ECG analyses in supporting physicians in clinical decision-making. The

goal of this work is to demonstrate an e↵ective means of identifying a subset of heart

beats that summarizes the di↵erent types of beats seen throughout a longer ECG

recording.

In the clinical setting, the ECG is often described by looking at trends in smaller

features contained within individual beats. Common features within each beat are

the P, Q, R, S, and T waves; in the case that the left and right ventricles do not

depolarize at the same time – as is observed in the presence of a bundle-branch block

– an R0 peak may also be present. Though other features may be present in the data,



23

Figure 3.1 : Labeled features within synthetic ECG waveforms. Left: Some standard ECG
features; this figure is taken from [37]. Right: Some standard ECG features with the
addition of the R0 peak.

these six waves, depicted in Figure 3.1, are among those most commonly seen in the

ECG and are the primary features of interest in this work. For a more extensive

overview regarding the ECG, see, for example, Dale Dubin’s Rapid Interpretation of

EKG’s [24].

Despite the fact that automated ECG analysis has been an area of interest for

a while, a 2013 literature review by Velic, Padavic, and Car suggests that there is

still much to be done in strengthening algorithms for clinical use [103]. This claim

is supported, for example, by the need for monitoring systems that are designed for

specific populations, such as pediatric patients with parallel circulation [87].

Our contribution in this work is to describe a framework for automatically identi-

fying a representative subset of beats that appear in the ECG over extended periods

of time. We provide a foundation for future algorithms by demonstrating the e↵ec-

tiveness of the CUR matrix factorization in identifying not only common, but also
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rare ECG beat morphologies within unlabeled data sets. These morphologies can

then be used to train new classifiers for populations exhibiting a wide variety of beat

shapes. This ability to identify a representative subset of beats is particularly rele-

vant as it is now possible to store large amounts of physiological waveform data for

retrospective studies, such as that carried out by Rusin et al. (2016) in the develop-

ment of predictive models for specific patient classes [87]. For retrospective studies

including millions, if not billions, of beats, this ability to reduce the data set to a rep-

resentative subset can greatly decrease the computational cost of additional analyses

and, if necessary, make the expert-labeling of di↵erent classes feasible. In addition to

aiding in retrospective data analysis, the approach presented here can quickly provide

physicians with a representative summary of beat morphologies seen over a given time

frame to inform their clinical decision-making at the bedside.

As noted above, extensions of this work go beyond the ECG to other physiological

waveforms that are periodic in nature to include data summarization as well as the

development of template libraries to be used in waveform classification and predictive

modeling incorporating other time series. In fact, though discussed only briefly herein

(see the end of Section 3.4), the methods presented here are also applicable to other

data types beyond time series. This chapter is organized as follows. Section 3.2

provides further context regarding ECG data analysis and the CUR factorization. A

more detailed description of the methods used in this work is provided in Section 3.3,

followed by a discussion of our results in Section 3.4. In this latter section, we test
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the ability of our method to detect the presence of classes under a few di↵erent beat

labeling systems, use selected beat morphologies to classify the remaining unlabeled

beats, and evaluate the sensitivity of the algorithm’s subset selection to automated

beat delineation and noise. We conclude with a brief summary of our work and future

directions of interest in Section 3.5.

3.2 Background and Related Work

3.2.1 Electrocardiogram Analysis

With the capability of collecting and/or storing ECG data digitally, the automated

analysis of this data has been a topic of interest over the last several decades. In

particular, there has been a growing interest in the classification of ECG beats for di-

agnostic and predictive purposes. Authors have classified ECG data using approaches

involving di↵erent data representations such as wavelets [47], distance measures such

as dynamic time warping [40], [101], [91], [83], and classifiers such as neural networks

[96], [44], [10], among others.

To form a classifier in a supervised manner, one typically needs to know what

classes to expect within the data. In the absence of a large annotated training set,

this requires the identification of representative ECG signals within and across a

variety of populations. Ceylan, Özbay, and Karlik (2009) use fuzzy clustering to

identify class representatives for training a neural network classifier [10]. Similarly,

Yeh, Wang, and Chiou (2010) use fuzzy clustering to identify representative ECG
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feature vectors for classifying unlabeled beats [110], and Annam, Mittapalli, and Bapi

(2011) use dynamic time warping with k-medoid clustering to identify the classes of

QRS complexes based on distances to cluster centers [3].

Cuesta-Frau, Pérez-Cortés, and Andreu-Garćı (2003) also use clustering to identify

representative morphologies in ECG data; the authors use preclustering with dynamic

time warping to reduce the data set, and then evaluate two di↵erent types of clustering

(k-medians, or k-medoids, and Max-Min) with di↵erent types of data representations

and temporal alignments. The authors point out the need to ensure that less common

beats are detected separately and not clustered with more common beats in order for

these less common beats to be of better diagnostic use [14].

Stemming from this work, Syed, Guttag, and Stultz (2007), also use dynamic time

warping with Max-Min clustering to identify ECG beat classes and define a symbolic

representation of longer time series [99]. While it is expected that clusters should

contain beats from the same known ECG class, Syed et al. also allow for further

divisions within a class and define their own class labels; where other works often

confine the number of classes to those already known in the literature, this work

seeks to refine class definitions to identify more subtle changes within the ECG [99].

Our work presented here has a similar goal in that we seek to implement an

algorithm that will identify representative beat morphologies within large data sets

with little to no prior knowledge about what classes should be expected in the data set.

However, as opposed to clustering algorithms, or even motif and anomaly detection
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algorithms in the time series literature [86], we utilize the underlying structure of

the data through the CUR matrix factorization to identify a broad representation

of the beats present. Where other matrix factorization schemes (such as principal

component analysis, or PCA) can also provide dimension reduction within large data

sets, the CUR factorization provides a reduced data set consisting of original ECG

beats. In this way, the reduced set maintains its clinical interpretability in contrast

to the derived features from other dimension-reducing matrix factorizations.

3.2.2 CUR Factorization

[With a brief review of CUR provided in Section 2.3, we revisit this topic and

provide additional information regarding this factorization and its application.]

The CUR factorization provides a means of identifying key rows and columns of

the data matrix, A, approximating A as the product CUR, where C is a matrix

consisting of a subset of k columns from A and the matrix R consists of a subset

of k rows from A. Also sometimes called the matrix pseudoskeleton, the CUR fac-

torization can be formed in a variety of ways. For instance, Goreinov, Tyrtyshnikov,

and Zamarashkin (1997) propose defining the factorization by finding submatrices

with maximal volume in the matrices of left and right singular vectors from the sin-

gular value decomposition [32]. Though not yet called the “CUR” factorization, the

decomposition can also be derived using a quasi-Gram-Schmidt algorithm as was

demonstrated in a 1999 work by Stewart [97]. A more commonly used method is
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to again consider the singular value decomposition, computing “leverage scores” to

determine which rows/columns are used in forming C and R [22], [61]. For our im-

plementation, we use the recently proposed discrete empirical interpolation method

(DEIM) induced CUR with incremental QR because of its demonstrated improved

performance over the use of leverage scores and its extendability to larger data sets

[95]. As opposed to determining the set of reduced indices via leverage scores, which

are computed using information from all singular vectors at once, DEIM-CUR deter-

mines the row and column indices of interest by considering each singular vector in

turn, taking advantage of the fact that each individual singular vector holds di↵erent

information about the space in which the data lives.

CUR acts simultaneously as a common motif detector and an anomaly detector,

requiring previous knowledge about the data or further analysis in order to tell the

two cases apart. While the detection of both standard and rare beat morphologies is

an advantage of CUR, one limitation of this approach is that noisy perturbations of

previously detected beats may be identified as independent events or anomalies. This

is a consequence of using a framework that identifies the beats that are most di↵erent

from those already considered. Making CUR more robust to noise is something we

would like to consider in the future.

The CUR factorization has been applied to a number of topics, including tra�c

networks [70], music transcription [2], and toxicogenomics [112]. In addition, CUR has

been applied to EEG (electroencephalogram) data for the purposes of compression.
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For instance, Dauwels, Srinivasan, Ramasubba, and Cichocki (2011) compare the

approximation error of the CUR factorization via leverage scores to other EEG data

compression schemes, concluding that CUR may not be optimal if the goal is solely

to accurately approximate the original data set under a certain measure of error [16]

(which is not the goal here). Lee and Choi (2008) demonstrate the use of CUR as a

precursor to applying the nonnegative matrix factorization to EEG data [55]. To our

knowledge, however, CUR–much less DEIM-CUR–has not been applied to the ECG

or similar quasiperiodic physiological signals for simultaneous motif and anomaly

identification.

3.3 Methods

To test our approach in identifying representative morphologies, we use several

di↵erent data sets: a synthetic data set with di↵erent levels and types of added vari-

ability, the well-studied MIT-BIH Arrhythmia Database, the Massachusetts General

Hospital-Marquette Foundation (MGH-MF) Waveform Database, and the St. Pe-

tersburg Institute of Cardiological Technics (Incart) 12-lead Arrhythmia Database.

Our treatment of these data sets for subset selection, our choice in CUR implemen-

tation, and an overview of the additional tests discussed in Section 3.4 are described

throughout the remainder of this section.
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3.3.1 Synthetic Data Construction

Though there are synthetic waveform generators like ECGSYN [69] that produce

more accurate synthetic ECG waveforms, for proof of concept and for more control

over specific waveform characteristics, we take a simplified approach to synthetic

signal generation. Where ECGSYN uses a dynamical model for signal formation

that takes advantage of the Gaussian appearance of the individual beat features [69],

here, each synthetic beat is constructed by simply summing the six di↵erent Gaussian

curves in Equations (3.1) through (3.6) representing the P, Q, R, S, T, and R0 waves in

the ECG. Since the primary purpose of the synthetic data set is to test the sensitivity

of our approach to very specific types of variability, the simple model described here

allows for direct manipulation of each feature according to the variations of interest

in a manner suitable to our purposes.

R(t) = Ramp ⇥ exp
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The P, Q, S, T, and R0 waves are all defined relative to the location of the R

peak as indicated by parameters with a subscript of “shift.” Note that the presence

of the R0 peak can also a↵ect the location of the other features in time. Parame-

ters with a subscript of “amp” are indicative of the corresponding wave amplitude,

and a subscript of “width” corresponds to a feature’s width, defining the standard

deviation of the a�liated normal curve. The inclusion of these parameters not only

allows for the construction of di↵erent beat morphology classes, but each class can

also be constructed to have a certain level of within-class variability with respect to

individual feature location, feature magnitude, feature width, as well as heart rate

variability given by R-peak placement. The control cases for the twelve classes con-

structed for this work are shown in Figure 3.2. The parameters to construct these

control morphologies using Equations 3.1 through 3.6 are presented in Table A.1 in

the Appendix.⇤ The control heart rate for each class is 120 beats per minute to

simulate an ECG that might be found in pediatrics.

Feature variability is included by allowing each of the above parameters to vary

within a certain percentage of the given “control” parameter used in class definition.

For instance, to add 10% variability from the T wave control width, T
widthc , a uni-

formly distributed random number on [�0.1, 0.1], r, is generated, and the perturbed

width parameter is given as (1� r)T
widthc . Heart rate variability is added such that

⇤The synthetic data sets, waveform generation codes, and other codes relating to the results
presented throughout this chapter can be found at https://github.com/ehendryx/deim-cur-ecg.

https://github.com/ehendryx/deim-cur-ecg
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Figure 3.2 : Control morphologies from each of the twelve synthetic beat classes constructed.

the heart rate is increased from the control rate within a desired range.

For each of the twelve constructed classes, heart rate, feature magnitude, and

feature width variability are added separately for levels of 1%, 2%, 5%, 10%, 20%, 30%

and 50%. These percentages are halved for adding variability in feature placement.

Separate synthetic sets are constructed for each of the seven levels of variability for

a given variability type. A total of 6000 beats are included in each synthetic test

set, with 500 beats coming from each of the twelve morphology classes. [Note that

by constructing the beats as a summation of Gaussians, adding variability in one

feature may have some e↵ect on another; for instance, varying feature placement and

or width may also look like varying the feature magnitude (and vice versa) since a

change in one feature may a↵ect the way the neighboring features look in the beat

Class 1 Class 2 Class 3 Class 4 

ULJU~ 
Class 5 Class 6 Class 7 Class 8 

W I\ 17 LJ 
Class 9 Class 1 O Class 11 Class 1 2 

LJrirl~ 
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summation. While this idea is not very di↵erent from the superposition of electrical

impulses in the physiological setting, we recognize that adding variability in a single

feature may not be an isolated event.]

To construct the data matrices for analysis, each synthetic time series is divided

into individual beats through R-peak detection. A basic peak detector based on find-

ing local maxima of the signal magnitude was used for automated beat delineation in

this chapter. Similar to the control beats shown in Figure 3.2, the beats in the matrix

are defined from R peak to R peak since the R peak is a more clearly identifiable

feature within the ECG (as opposed to trying to delineate beats by defining a cut-o↵

point between T and P waves). If the R peak is less prevalent in some ECGs, then

the larger downward peaks can be used to delineate beats; see for example classes 6,

7, 10, and 11 in Figure 3.2. Of note is that in the case of 50% amplitude variability,

the coded R-peak finder for beat separation is unable to accurately detect all 6000

beats due to the large amplitude fluctuations, and this case is removed from analysis.

In the remaining sets, the individual beats are interpolated to have a length of 125

samples and then concatenated to form a matrix in which each column contains an

individual beat.

In addition to variability in the typical ECG waves/peaks, we also test the perfor-

mance of DEIM-CUR with incremental QR in the presence of random noise. While

there are several sources of noise in ECG data, for initial experiments incorporating

noise in the synthetic data, we add normally distributed random noise to the control
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Figure 3.3 : Examples of the Class 1 synthetic beat morphology with the addition of di↵erent
levels of random noise.

data set. (More realistic types of noise are studied on the other data sets as described

more below.) After forming the data matrix A to contain 500 identical control beats

from each of the 12 classes, we add a randomly generated matrix, E, to A where

the entries of E are normally distributed and kEk
2

is a fraction of kAk
2

. As in the

variability experiments constructed above, we generate noise matrices such that E

has a norm that is 1%, 2%, 5%, 10%, 20%, 30% or 50% of the spectral norm of A.

Examples of the Class 1 morphology under the varying levels of corruption are shown

in Figure 3.3.

[To gain some sense of where we might expect an algorithm to have di�culty

in distinguishing data sets, we measure a sense of distance between the di↵erent

classes in the presence of added variability. For the distance between classes i and

j, we consider the maximal allowed variation from the control within each class with

respect to dynamic time warping, or DTW, (described in more detail in Chapter 6).

In doing so, we think of these maximal distances as the class “diameters,” d
i

, d
j

, and

also track the DTW distance between class i and j controls, c
i

and c
j

, respectively.

1 % Noise 2 % Noise 5 % Noise 1 o % Noise 20 % Noise 30 % Noise 50 % Noise 
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More specifically, in this chapter we define the “diameter” as

d
i

= d
DTW

(c
i

+max

, c
i�max

),

where c
i

+max

and c
i�max

are the maximal positive and negative changes allowed from

the control, respectively, and d
DTW

(c
i

+max

, c
i�max

) is the dynamic time warping dis-

tance between these two extremes. Then the control-based distance between classes

i and j is

r
i,j

=
max(d

i

, d
j

)

d
DTW

(c
i

, c
j

)
.

For a particular type and percentage of variability, we can define

R = max
i,j

i 6=j

r
i,j

(3.7)

as a means of understanding just how close classes might be. We expect clearly

defined classes to have an R-value less than 1, with R > 1 indicating that is possible

for a class to overlap with or even envelope another class.]

[Table 3.2 shows the R values and closest synthetic classes for the di↵erent vari-

ability types and levels. As might be expected, in most cases, as the variability grows,

R also grows, indicating that classes become less distinctive. Of note is that R tends

to be 0 in the amplitude cases. This is possibly due to normalization; since all of the



36

features are scaled simultaneously in adding variability, this scaling may be lost in

normalization.]

[The closest-classes results are not extremely surprising given that Class 12 has

the same structure as Class 4 except that the T and P waves are closer together in

Class 12; Classes 11 and 10 also di↵er in T- and P- wave placement, Classes 3 and 1

di↵er only in the presence of the P wave, and Classes 4 and 2 di↵er only the presence

of the S wave.]

Figure 3.4 : The twelve di↵erent beat morphologies used in experimentation. Each beat
shown is the class control to be perturbed in the variability experiments.

Class 1 Class 2 Class 3 Class4 

LJ 
Class 5 Class 6 Class 7 Class 8 

Class 9 Class 1 O Class 11 Class 12 
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Change Heart Rate Placement Magnitude Width Noise
R Closest R Closest R Closest R Closest R Closest

Classes Classes Classes Classes Classes

1 % 0.30 (12, 4) 0.18 (12, 4) 0 ( 4, 2) 0.12 (11,10) 0.13 (11,10)

2 % 0.60 (12, 4) 0.28 (12, 4) 0 ( 3, 1) 0.25 (11,10) 0.24 (11,10)

5 % 1.02 (12, 4) 0.71 (12, 4) 0 (12, 4) 0.61 (11,10) 0.54 (11,10)

10 % 1.38 (11,10) 1.08 (12, 4) 0 ( 3, 1) 1.17 (12, 4) 0.90 (11,10)

20 % 1.68 (12, 4) 1.40 (11,10) 0 (12, 4) 2.15 (12, 4) 1.84 (11,10)

30 % 2.13 (11,10) 2.17 (12, 4) 0 ( 4, 2) 2.90 (12, 4) 2.44 (11,10)

50 % 3.55 (11,10) 3.02 (12, 4) – – 3.51 (12, 4) 3.32 (11,10)

Table 3.1 : [Synthetic data class-comparison for di↵erent types and levels of variability.
(These results are not included in [38].)]

3.3.2 Real Patient Data

To test our methods on real data, we first use data downloaded from the MIT-

BIH Arrhythmia Database [72] available on PhysioNet [29]. This data contains 48

files from 47 adult patients. These files each contain approximately 30 min of data

recorded at 360 Hz for two ECG leads. For the purpose of this work, however, we

analyze only the data from one of the leads. When provided, we used the MLII

lead; otherwise, for the two files without MLII information, we use the V5 lead.

Of note is that this use of di↵erent leads does not inhibit the use of CUR in our

application; our proposed approach should identify representative ECG morphologies

regardless of the lead from which individual beats come. The records are labeled

with the following whole-beat annotations: normal beat (N ), left bundle branch block

beat (L), right bundle branch block beat (R), atrial premature beat (A), aberrated

atrial premature beat (a), nodal (junctional) premature beat (J ), supraventricular

premature or ectopic beat (S ), premature ventricular contraction (V ), ventricular
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flutter wave (! )†, fusion of ventricular and normal (F ), atrial escape beat (e), nodal

(junctional) escape beat (j ), ventricular escape beat (E ), paced beat (/ ), fusion of

paced and normal (f ), and unclassifiable beat (Q) [29].

With the MIT-BIH Arrhythmia Database used to identify an appropriate toler-

ance to be used in CUR, we test the performance of the algorithm with the selected

parameter on the MGH-MF and Incart Databases, which are also both available on

PhysioNet [29]. The MGH-MF Database [109] contains 250 records, though we dis-

regard files mgh061, mgh127, mgh230, and mgh235 due to lack of annotations or

unavailability of .mat files for ready analysis in MATLAB [64]. For comparison with

results generated by Syed et al. [99], we focus primarily on the first 40 files. The

data in this set also has sampling frequency of 360 Hz but has a wider range of record

lengths with the typical record being about an hour long [29]. With some of the

same PhysioNet labels that are present in the MIT-BIH Arrhythmia data set, the

MGH-MF data set also contains labels for (atrial or nodal) supraventricular escape

beats (n), R-on-T premature ventricular contractions (r), and beats that remain un-

classified (? ) [29]. Due to the larger size of this data, we used the WFDB Toolbox

for Matlab and Octave [93] available on PhysioNet [29] to download the waveforms.

The Incart Database consists of 75 files each containing 30 min of 12-lead Holter-

monitor data sampled at 257 Hz. In addition to some of the before mentioned Phys-

ioNet labels, this data set also has beats with one additional annotation: (unspecified)

†This is referred to as a “non-beat annotation” on PhysioNet.
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bundle branch block beat (B) [29]. For both MGH-MF and Incart data sets, Lead II

data was preferred for analysis via CUR when available.

Prior to constructing the corresponding data matrices for the di↵erent data sets,

each lead is filtered using a zero-phase first order high pass Butterworth filter with

a normalized cuto↵ frequency of 5 ⇥ 10�3⇡ radians per second to reduce baseline

wandering. To eliminate edge e↵ects, 5% of the full signal is trimmed o↵ of each end

of the record prior to dividing the signal into individual beats from R peak to R peak

using the annotation data provided in the corresponding database. A median of 2010,

5974.5, and 2088 beats per patient remain after filtering the MIT-BIH, MGH-MF,

and Incart data sets, respectively. Each beat is interpolated to contain 150 samples

when constructing the data matrix.

As pointed out by Keogh and Kasetty [45] and Rakthanmanon et al. [84], the

time series data should be normalized prior to further analysis. With the synthetic

and real patient data, each beat is Z-normalized to have zero mean and a standard

deviation of one before the CUR factorization is formed.

Despite the fact that we only study one lead from each of the records in these

databases, we note that extension of our algorithm to multiple leads is possible. How

the method is extended will depend on the application and purpose of the identified

beat subset; in some cases it may be desirable to identify more beats from each lead,

suggesting the need to form separate matrices for each lead. However, it is also

possible to apply CUR to matrices consisting of data from multiple leads, tracking
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which matrix column corresponds to which lead. Another option is to construct A

such that each column contains beats simultaneously recorded from multiple leads

stacked on one another. For example, to identify representative R-R intervals based

on both leads I and II, we can construct A
I

2 RmI⇥n and A
II

2 RmII⇥n to contain

beats from leads I and II, respectively, and then define A 2 R(mI+mII)⇥n such that

A =

2

664
A

I

A
II

3

775 .

(Notice that each lead can have a di↵erent number of samples per beat if so desired.)

With this construction, the column-selection algorithm will then have to consider

both leads simultaneously to form C in the CUR factorization.

Classification and Sensitivity Tests

As discussed in more detail in Section 3.4, we also evaluate the performance of

CUR in detecting morphologies under the AAMI and AAMI2 labeling schemes. This

allows us to then compare our subset-selection method paired with the well-known

one-nearest-neighbor classification algorithm to existing results in the literature.

After testing the performance of our approach on relatively clean data sets, we

also test our method on a subset of the MIT-BIH Arrhythmia data set with added

physiological noise. Where the synthetic data is evaluated under the addition of

random noise, for a more realistic scenario, we add the noise signals available in the
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MIT-BIH Noise Stress Test Database (NSTDB) [73] available on PhysioNet [29]. This

data set contains three separate records with baseline wandering (bw), muscle artifact

(ma), and electrode motion artifact (em); each record contains two noisy signals which

we add to the two leads in the MIT-BIH Arrhythmia database in the order presented.

As described by Cli↵ord, Behar, Li, and Rezek [13], we add the noise, N , to a clean

MIT-BIH signal SC such that

SN = SC + ↵⇥N ,

where SN is the resultant noisy signal and ↵ is given by

↵ =

s

exp

✓
� ln(10)s

10

P
SC

P
SN

◆

for signal-to-noise ratio (SNR) s and respective signal powers given by P
x

. For our

experiments, we add noise with SNR equal to �6, 0, 6, 12, 18, and 24 decibels.

Because the original noise waveforms in the NSTDB are typically shorter than those

in the MIT-BIH Arrhythmia Database, N is formed by padding the end of the original

noisy signal with a partial mirror image of itself such that the noisy and clean signals

are the same length.

In addition to the prior assumption of having relatively clean data, for almost

all of the analyses, we assume that beat delineation in matrix construction is largely

accurate for the sake of demonstrating the e↵ectiveness of CUR. However, in practice,
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R-R intervals may have slightly di↵erent delineations depending on the peak-detection

algorithm used and the quality of the data. Hence, in addition to including di↵erent

types of realistic noise, we also compare CUR results generated using the beat de-

lineations provided in PhysioNet with results generated using the simple automated

peak detector originally implemented for use on the synthetic data. Under automatic

delineation, each beat is labeled according to the nearest known annotation given in

PhysioNet [29]. The automatic beat separation is carried out both on the “clean”

and noisy versions of MIT-BIH Arrhythmia data.

3.3.3 CUR Factorization

To identify representative beat morphologies within the data, we use the CUR

factorization of the data matrices. In the CUR factorization, the data matrix A 2

Rm⇥n is approximated as

A ⇡ CUR,

where C = A(:,q) 2 Rm⇥k and R = A(p, :) 2 Rk⇥n for column index vector q

and row index vector p selected via a variety of methods. The matrix U 2 Rk⇥k is

constructed such that the approximation of A via this matrix product holds; note

that the CUR factorization is non-unique and U can be constructed to meet a number

of approximation requirements. For example, Sorensen and Embree demonstrate that

setting U = A(p,q)�1 yields a CUR factorization that exactly matches the p rows

and q columns of A [95]. Like these authors (and others–see [97] and [61]), we
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ultimately choose to construct U such that U = C†AR†, where C† = (CTC)�1CT

and R† = RT (RRT )�1 are the left and right inverses of C and R, respectively. This

particular construction of U is chosen because, as demonstrated by Stewart [97], it

minimizes kA�CURk
2

for a given p and q.

As discussed in Section 3.2, there are also a number of ways to select the indices

held in p and q in forming the CUR decomposition. To construct p and q, we use

the DEIM and incremental QR implementation of the CUR factorization. A brief

description of this approach is presented below. Because the DEIM approach used

here relies on the singular value decomposition (SVD) of A and can be used indepen-

dently to determine the CUR factorization, we first present the DEIM algorithm and

then describe how incremental QR can be used to approximate the SVD for DEIM

in larger data sets. For a more detailed description of DEIM-CUR with incremental

QR, the interested reader is referred to the 2016 work of Sorensen and Embree [95].

DEIM

Originally described by Chaturantabut and Sorensen in 2010 [11], DEIM provides

a deterministic means of identifying the most important rows and columns of A 2

Rm⇥n. First, the singular value decomposition of A is formed such that A = VSWT

where V 2 Rm⇥k and W 2 Rn⇥k are unitary matrices and S is a diagonal matrix

containing the k nonzero singular values of A. DEIM is then applied to the left and

right singular vectors of A contained in V and W, respectively, to construct the index
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vectors p and q.

In forming p, let v
j

denote the jth column of V and V
j

denote the matrix con-

taining the first j columns of V. Similarly, let p
j

contain the first j elements of p

and P
j

= I(:,p
j

), where I is the identity matrix in Rm⇥m. Then, with p
1

defined

such that |v
1

(p
1

)| = max(|v
1

|), we take the jth interpolatory projector P
j

as

P
j

= V
j

(PT

j

V
j

)�1PT

j

.

For

r = v
j

� P
j�1

v
j

,

the jth element of p is defined to be the positive integer, p
j

, such that

|r(p
j

)| = max(|r|).

Notice that the interpolatory nature of P
j

comes from the fact that for any vector

x 2 Rm,

P
j

x(pj) = PT

j

P
j

x = x(pj).

Adapted from [95], Algorithm 7 uses MATLAB notation to demonstrate how one can

implement DEIM. This same approach is used to construct q using the columns of

W.
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Algorithm 1 DEIM Point Selection (Adapted from [95])

Input: V, a matrix in Rm⇥n with m � n

Output: p, a vector in Rn containing distinct integral values from {1, ..,m}

1: v = V(:, 1)
2: [ , p

1

] = max(|v|)
3: p = p

1

4: for j = 2 : n do
5: v = V(:, j)
6: c = V(p, 1 : j � 1)�1v(p)
7: r = v �V(:, 1 : j � 1)c
8: [ , p

j

] = max(|r|)
9: p = [p; p

j

]
10: end for

Incremental QR

Because there are cases in which the entirety of the matrix A cannot fit into

memory at the same time, Sorensen and Embree have introduced the incremental

QR algorithm [95]. While memory is not an issue for the data studied here, we apply

this approach in the next section to test its general e↵ectiveness.

The incremental formation of the QR factorization can be implemented prior to

computing the SVD of A. Typically, the QR factorization of A is formed via a

method such as Gram-Schmidt orthogonalization so that A = QT, where Q 2 Rm⇥n

is a unitary matrix and T 2 Rn⇥n is an upper triangular matrix. (Here T is used

instead of R to avoid confusion with the use of R in the CUR factorization.) In

the incremental case, however, the factorization is approximated by eliminating any

rows of T and corresponding columns of Q that do not contribute significantly to the
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cumulatively computed Frobenius norm of T after each orthogonalization step. In

this way, if a column of A does not contribute much to the factorization formed from

the columns considered up to that point, that column and its corresponding row of T

and column of Q do not need to be stored in memory; this results in the formation of

a rank-k approximation to A with an m⇥ k orthogonal matrix Q and a k⇥n matrix

T for k  min(m,n).

Depending on the size of k relative to m and n, the SVD of T = V̂SWT may be

more easily computed to approximate the SVD of A such that

A ⇡ QT = QV̂SWT = VSWT ,

where V = QV̂. With that, DEIM is then used to select the rows and columns of

A for the CUR factorization. (Note that when k is close in size to min(m,n), as is

sometimes the case in this chapter, forming the SVD of T to approximate A may not

actually be much cheaper than computing the full SVD of A itself.)

A general outline of our implementation of the incremental QR algorithm is shown

in Algorithm 2 for brevity. Note, however, that in line 6 of the algorithm below, we

follow the suggestion of Sorensen and Embree and include the reorthogonalization

step proposed by Daniel, Gragg, Kaufman, and Stewart [15] as presented in [95]. For

more details on the implementation of incremental QR, see [95]. [We also note that

here, because the number of morphologies to expect is unknown and some experiments

have only a few classes (particularly in the synthetic data), k is chosen to be 1 in the
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first line of Algorithm 2; this essentially ignores the initial computation of the QR

factorization without deflation proposed in [95]. While not computationally optimal

in practice when the rank of A is expected to be larger, it still demonstrates the proof

of concept for our application.]

Algorithm 2 Incremental QR (Adapted from [95])

1: k = 1
2: Q = A(:, 1)/kA(:, 1)k; T = kA(:, 1)k; rownorms(1) = kT(1, 1)k2
3: j = k + 1
4: while j  n do

5: a = A(:, j); r = Q

T
a; f = a�Qr

6: c = Q

T
f; f = f�Qc; r = r+ c (reorthogonalization step)

7: ⇢ = kfk; q = f/⇢

8: Q = [Q,q]; T =


T r

0 ⇢

�

9: rownorms(i) = rownorms(i) +r(i)2 for i = 1, ..., k
10: rownorms(k + 1)= ⇢

2

11: FnormT = sum(rownorms)
12: [�, imin] = min(rownorms(1 : k + 1))
13: if � <= (tol)2(FnormT� rownorms(imin)) then
14: Eliminate least-contributing row of T and corresponding column of Q (corresponding to

imin).
15: Update rownorms appropriately.
16: else

17: k = k + 1
18: end if

19: j = j + 1
20: end while

Once the vectors p and q have been determined through DEIM, R is simply

defined to be those rows of A given by the indices in p, and C is defined to be the

columns of A given by the indices in q. In our application then, R contains key

sampling points across all interpolated beats and C contains a subset of beats, with

each column of C containing a single beat. While the rows of R may prove useful in

the future, here we focus on the beat subset selection given through the columns of C.
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The performance of this approach in the ECG setting is described in the next section,

with some results compared to those presented by others in both unsupervised and

supervised (or semisupervised) settings.

One positive aspect of the presented method is that the only parameter to be

selected in the formation the CUR factorization is the tolerance used in determining

which rows of T and columns of Q are kept within the incremental QR algorithm

(line 13 of Algorithm 2). This threshold then a↵ects the rank of the approximate QR

factorization of A, which in turn determines the rank of the approximate SVD of A.

As implemented here, this rank-k SVD then determines the number of indices selected

by DEIM, that is, the number of rows and columns selected from A. Hence, with the

incremental QR threshold the only parameter in this approach, we limit the amount

of user input and prior knowledge needed for selecting representative waveforms.

In terms of computational cost for row and column index selection, the cost is

dominated by the formation of the approximate rank-k SVD of A [95]. In approxi-

mating the SVD of A, incremental QR has complexity O(mnk) and forming the SVD

of the k ⇥ n matrix T has complexity O(nk2). As noted by Sorensen and Embree,

once the approximate SVD is computed, the selection of indices for both p and q is

then O(mk + nk) [95].

The computational cost for the Max-Min clustering algorithm with dynamic time

warping used by Syed et al. is reported to be O(mnc) +O(m2ck) with a worst-case-

scenario cost of O(m2nk), where c is the number of clusters found in a pre-clustering
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step [99]. We see, then, that the O(mnk) cost of index selection in the algorithm

presented here is perhaps comparable with the cost of the approach presented in [99]

for cases in which m << n and c is relatively small. In general, however, our approach

is the less expensive approach.

3.4 Results and Discussion

To test our approach, the DEIM-CUR factorization with incremental QR is ap-

plied to both the synthetic and the real patient data. Since the selection of the

representative beats is of primary interest in this chapter, only those CUR results

contained in the matrix C are discussed here. The factorization is considered to be

e↵ective in the unsupervised sense if at least one representative beat from each class

is contained within the columns of C.

While we are able to compare CUR beat selection to another existing work [99],

we have had di�culty finding other results in the literature based solely on the per-

formance of similar unsupervised, class-detection algorithms applied to the patient

data studied here. To further demonstrate the value of data summarization via CUR,

then, we also compare the results of a 1-nearest neighbor (1NN) classifier based on the

labels of the CUR-selected beats with other state-of-the-art classification methods.

The MIT-BIH Arrhythmia and Incart data sets are used in generating these results.
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3.4.1 CUR with Synthetic Data

In each of the synthetic experiments, A is a 125 by 6000 data matrix containing

12 classes of beats with a given type and level of variability. The results for each of

the four variability types–heart rate, feature placement in time, feature magnitude,

and feature width–as well as added random noise are shown in Table 3.2 for the seven

variability levels tested. Recall that placement variability is actually added at half

of the percent change shown in the first column. The stopping tolerance within the

QR factorization is taken to be 1⇥10�5. For each experiment, the percent dimension

reduction and the total number of missed classes are presented.

These results in Table 3.2 demonstrate that, for this particular stopping tolerance,

we are able to achieve greater than 97% dimension reduction with CUR for all of the

tested variation types and levels. There are a few cases with higher feature variability

levels in which classes are missed, but in most cases, each of the twelve classes are

represented in the reduced data set. [Class 3 appears to be the class missed the most,

absent in all missed-class cases in feature shift and feature width. Class 9 is the

other class missed with 50% variability in shift. While it might be expected to lose

accuracy as variability increases, as of now, it is unclear as to why these particular

classes are missed. Overall, however,] we see that we are able to maintain synthetic

class detection while greatly reducing the size of the data set under consideration in

the cases of heart rate and feature variability.

The added noise results are somewhat di↵erent in that the amount of dimension
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reduction is constant for all tested noise levels and there are fewer missed classes

in the presence of more noise. [(Classes 1, 4, and 3 are the classes missed in these

experiments.)] The underlying reason for these results is not exactly clear. However,

the constant level of dimension reduction is likely due to the fact that the addition of

normally-distributed random noise results in a full rank (or nearly full rank) matrix

with singular values that exhibit little decay. Also, the detection of more classes in

the cases with higher noise levels may be related to the fact that, as seen in Figure 3.3,

with enough noise, the original beat morphologies are lost; since the classes are evenly

distributed, it is perhaps not surprising that CUR would select one beat from each

class under such corruption of the data. While the noise present in real ECG data is

not expected to be random, we gain a sense of the behavior of the CUR algorithm in

the presence of such noise in varying amounts. There are, however, a variety of other

noise sources in real patient data, and the e↵ects of the di↵erent types of noise on

CUR class identification are studied further on the real patient data below.

The results for the magnitude case, on the other hand, seem particularly good,

with no classes missed and greater than 99% dimension reduction for all levels of

added variability. On top of the e↵ects of normalization, this is likely due to the fact

that, by constructing the amplitude-varying beats as a sum of scaled Gaussians, all

discretized beats in a class will lie in the same vector subspace spanned by the set

of discretized Gaussians (which have fixed width and placement in time). Because

each class is constructed to lie in a low-dimensional space, it is no surprise that we
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see greater dimension reduction for this variability type.

Change Heart Rate Placement Magnitude Width Noise

Dimension Missed Dimension Missed Dimension Missed Dimension Missed Dimension Missed

Reduction Classes Reduction Classes Reduction Classes Reduction Classes Reduction Classes

1% 99.25 0 99.42 0 99.58 0 99.40 0 97.93 1

2% 99.05 0 99.35 0 99.55 0 99.33 0 97.93 2

5% 98.73 0 99.25 0 99.53 0 99.27 0 97.93 3

10% 98.47 0 99.15 0 99.50 0 99.20 0 97.93 3

20% 98.13 0 99.07 1 99.40 0 99.07 0 97.93 0

30% 98.02 0 99.07 0 99.22 0 99.02 0 97.93 0

50% 97.93 0 99.03 2 – – 98.77 1 97.93 0

Table 3.2 : Results from the CUR factorization applied to the synthetic data sets with
di↵erent types and levels of feature variability. (Recall that placement variability is added
at one half of the percentages in the first column.) Dimension reduction is given as a
percentage of trial size. This table shows that most classes are detected even with > 97%
dimension reduction.

As noted in Section 3.3, we have traded realism in our synthetic data for more

direct control over parameters in order to understand the sensitivity of our chosen

dimension reduction technique to very specific perturbations in the data. However, to

better understand the performance of DEIM-CUR with incremental QR in practice,

it is critical that the method be applied to more realistic data such as data simulated

using ECGSYN, which still a↵ords some control over generated features [69], or data

recorded from real patients. Hence, we turn now to the application of our method to

real patient data.
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3.4.2 CUR with Patient Data

Unsupervised Subset Selection

To evaluate the performance of our proposed approach on patient data, DEIM-

CUR with incremental QR is first applied to the data matrices constructed from

each patient file in the MIT-BIH Arrhythmia Database. We again consider our im-

plementation to be successful if the resulting subset selection from CUR contains

representatives from each annotation class. Table 3.3 provides a summary of these

results for each of the 16 annotations delineated in Section 3.3. For the eight di↵erent

tested incremental QR stopping tolerances, each column of the table presents the

percentage of patients in which an annotation was detected among all patients with

that particular beat type.

Table 3.4 compares our results for annotations N, A, V, /, f, F, j, L, R, and a with

stopping tolerance 5 ⇥ 10�5 to those presented in the 2007 work by Syed, Guttag,

and Stultz [99]. (Note that / is referred to as P in the paper of interest.) Syed et

al. also report that, though annotations E and e are reported in only one patient

each, their algorithm was indeed able to detect these classes; this is also reflected in

Table 3.4. As is done in [99], the CUR results presented in Table 3.4 consider only

those patients with a given annotation present in three or more beats. We see that

our results for annotations N, A, V, /, f, F, L, R, a, E, and e are all the same as

those presented by Syed et al., with the exception being that our percent detection

for annotation j (junctional escape beats) is 66.67% where the percent detection by
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Syed et al. is 100% [99]. In looking closer at our results for annotation j (detailed

more below), we see that only three patient files contained greater than two beats

with said annotation, and CUR failed to detect a j beat in one of those files.

tol N A V Q / f F j L a J R ! E S e

0.05 100 34.615 80.556 33.333 100 100 13.333 0 100 28.571 20 100 100 100 0 0

0.01 100 88.462 97.222 66.667 100 100 46.667 40 100 71.429 60 83.333 100 100 0 0

5⇥ 10�3 100 69.231 100 83.333 100 100 60 40 100 85.714 60 100 100 100 0 0

1⇥ 10�3 100 84.615 100 83.333 100 100 73.333 40 100 71.429 60 100 100 100 0 100

5⇥ 10�4 100 84.615 100 83.333 100 100 53.333 40 100 71.429 60 100 100 100 0 100

1⇥ 10�4 100 88.462 100 100 100 100 60 20 100 71.429 60 100 100 100 0 100

5⇥ 10�5 100 84.615 100 100 100 100 60 40 100 71.429 60 100 100 100 0 100

1⇥ 10�5 100 84.615 100 100 100 100 60 40 100 71.429 60 100 100 100 0 100

Table 3.3 : The original DEIM-CUR representation for each annotation present in the MIT-
BIH Arrhythmia Database and for the eight di↵erent CUR stopping tolerances tested. The
values in each column represent the percentage of patients correctly identified as having a
given annotation through CUR beat selection.

Again considering even those annotations with fewer than three beats present in

a file, Table A.2 in Appendix A.2 provides a closer look at some of the results from

Table 3.3. This more detailed table shows the results of analyzing each individual

patient file via CUR with a stopping tolerance of 5 ⇥ 10�5 within incremental QR.

Each row corresponds to a di↵erent file number and each column corresponds to

Method N A V / f F j L a R E e

Syed, et al. (2007) 100 84.21 100 100 100 75 100 100 100 100 100 100

Inc. QR, DEIM-CUR 100 84.21 100 100 100 75 66.67 100 100 100 100 100

Table 3.4 : Comparison of the annotation representation results from Syed et al. [99]
and DEIM-CUR with incremental QR. The CUR results presented here are for stopping
tolerance 5⇥10�5 and consider only patients with three or more beats present for a particular
annotation.

I I I I I I I I I I I I I 
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one of the 16 annotations included in the data set. In each table entry, the number

of CUR-selected beats for a given annotation is presented with respect to the total

number of beats with that annotation in the filtered data from that file. An entry

containing “ – ” indicates that there were no beats with that particular annotation for

that patient file. Notice that some annotations (including E and e) are only present

in one file. The bottom row of the table contains the CUR annotation representation

with respect to the total number of files containing that annotation. (These fractions

in the bottom row are used to generate the entries in Table 3.3 for the given stopping

tolerance.)

In looking at the entries in Table A.2, we see a similar level of dimension reduction

as that seen in the synthetic data. Because our implementation of the DEIM-CUR

factorization selects the same number of rows and columns from the data matrix,

A, the dimensionality of the reduced set is limited by the minimum dimension of A;

hence, it is not surprising that the original beat set is reduced to no more than 150

beats in each experiment. With this reduction, however, we see that the di↵erent

beat types are still typically retained in the selected subset. In particular, there are

several cases in which annotations are detected even though there are only a few

beats in the file with that annotation. For example, though there are few beats with

annotation Q, CUR still selects at least one Q beat per patient file. This indicates

that the algorithm is indeed able to identify both common and rare morphologies in

selecting representatives from within the data set.
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Based on the tolerance experiments on the MIT-BIH Arrhythmia results, we then

apply CUR with an incremental QR tolerance of 5⇥10�5 to the other two real-patient

data sets.

For the MGH-MF set, we first present the results on the first 40 files of the data

set in Table 3.5. If we look at all 40 of these files and include results for annotations

in files with only one or two beats present, we get the results presented on the first

row of Table 3.5. For the interest of comparison with previously presented results

by Syed et al. [99], we also exclude cases with fewer than three representative beats

and exclude files mgh002 and mgh026. Note that Syed et al. state their use of three

beats as the representation cut-o↵ threshold because it is 1% of the length of the

records in the MIT-BIH database; it is unclear what the cut-o↵ threshold was in the

presentation of the MGH-MF database results, especially given the larger variability

in file size for this database. Also note that Syed et al. do not report results for

supraventricular premature or ectopic beat (S ) detection on the MGH-MF database,

so this table entry is left blank.

With a representation cut-o↵ of three or more beats, we see that we are again

able to obtain similar results as those reported in a previous work using a clustering

approach, the di↵erence being that CUR misses premature ventricular contractions

in two files: mgh025 and mgh028.

For completeness, we also test our approach on the full MGH-MF database (ex-

cluding files mgh061, mgh127, mgh230, and mgh235). The results on this full data
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Experiment N S V F J / e

MGH-MF (first 40 files) 100 91.304 87.097 20 100 100 100

MGH-MF (� 3 beats, subset) 100 100 90 100 100 100 100

MGH-MF (Syed et al.) 100 – 100 100 100 100 100

Table 3.5 : The DEIM-CUR representation for each annotation present in the MGH-MF
Database and for an incremental QR stopping tolerance of 5 ⇥ 10�5. The values in each
column represent the percentage of patients correctly identified as having a given annotation
through CUR beat selection. The first row considers all patient annotations. The second
row shows results only for those cases in which � 3 beats with a given annotation are
present and excluding files mgh002 and mgh026 for comparison with the results presented
by Syed et al. [99] (shown in the last row).

set are shown in Table 3.6. Even with the addition of over 200 more files, we see

results that are similar to those generated on only a fraction of the data set for the

annotations present in the first 40 files.

Experiment N S V F J / e Q n f a r ?

MGH-MF (all files) 100 83.553 86.857 43.548 100 100 100 66.667 0 0 100 14.286 50

MGH-MF (� 3 beats, all) 100 91.379 91.912 54.545 100 100 100 62.5 – – 100 20 –

Table 3.6 : The DEIM-CUR representation for each annotation present in the full MGH-
MF Database (excluding files mgh061, mgh127, mgh230, and mgh235) and for incremental
QR stopping tolerance 5 ⇥ 10�5. Each column shows the percentage of patients correctly
identified as having a given annotation through CUR beat selection. The first row considers
all patient files and annotations. The second row shows results only for those cases in which
� 3 beats with a given annotation are present.

Though we have not found in the literature any comparable results with this

type of unsupervised class detection (relying on no a priori knowledge) for the Incart

database, we present the Incart CUR performance results in Table 3.7. We again show

the patient annotation representation for all files as well as for those cases in which

I I I I I I I I I I I I I I 
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only three or more beats are present with a given annotation. Note that annotations n

and j are only present in two files, and in both cases, these annotations were detected

in only one of the two files; similarly, S is only present for � 3 beats in three records

and was detected in only one such record, resulting in the poorer class detection.

In general, the class-detection results for the Incart data set are comparable to the

class-detection results generated on the MIT-BIH database.

Experiment N V A F Q n R B j S

Incart (all files) 100 100 71.875 50 20 50 100 0 50 25

Incart (� 3 beats) 100 100 89.474 64.286 – 50 100 – 50 33.333

Table 3.7 : The DEIM-CUR representation for each annotation present in the Incart
Database and for an incremental QR tolerance of 5⇥ 10�5. The values in each column rep-
resent the percentage of patients correctly identified as having a given annotation through
CUR beat selection. The first row considers all patient annotations, and the second row
shows results only for those cases in which � 3 beats with a given annotation are present.

While it is unclear why some annotations are missed in CUR dimension reduction,

one possibility is that timing information used in annotating is lost when converting

the data to matrix form. Relative feature timing should be maintained within indi-

vidual beats, but if overall beat length is a major factor in defining a beat class, then

it seems natural that CUR should miss this class.

AAMI and AAMI2 Class Representation

In testing on both synthetic and real data, we have also tested CUR on data

sets that are di↵erent in regard to the distribution of classes within the data set.

I I I I I I I I I I I 
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Where the synthetic data is designed such that each class is equally represented,

the patient databases clearly do not have this structure among classes. Though we

see that CUR is able to detect some of the more poorly represented classes in the

patient data (a desirable quality for some tasks), such granularity may not always be

necessary. In some works, such as those by de Chazal, O’Dwyer, and Reilly [18] and

Llamedo and Mart́ınez [57], the MIT-BIH class labels presented on PhysioNet [29] are

summarized by a smaller number of classes as recommended by the Association for the

Advancement of Medical Instrumentation (AAMI) [1]. With this labeling, beats with

annotations N, L, R, e, and j are all considered members of the “normal” class (N̂),

beats with annotations A, a, J, and S are considered members of the “supraventricular

ectopic beat” class (Ŝ), beats with annotations V and E are placed in the “ventricular

ectopic beat” class (V̂ ), the fusion of ventricular and normal beats (F ) still retains its

own “fusion beat” class, (F̂ ), and beats with annotations /, f, and Q are all included

in the “Unknown beat” class (Q̂) [18].

Ignoring MIT-BIH Arrhythmia Database patient files with paced beats in accor-

dance with the AAMI recommendations [1], Llamedo and Mart́ınez discard the Q̂

class due to poor representation. Similarly, because the F̂ class has a somewhat low

representation relative to the other classes and consists only of beats that are a fusion

of ventricular and normal beats, the authors combine F̂ and V̂ into one class, which

we will call V̂ 0. Llamedo and Mart́ınez refer to this even further summarization of

the MIT-BIH Arrhythmia annotations as the AAMI2 labeling [57].
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Though neither the AAMI nor AAMI2 labeling system results in a truly even

distribution of classes, the presence of “rare” classes is greatly decreased for the MIT-

BIH Arrhythmia data set. The class detection results for the AAMI and AAMI2

labeling of this database are shown in Table 3.8 for an incremental QR tolerance of

5 ⇥ 10�5. Note that for these labeling systems, “� 3 beats” corresponds to at least

three beats present with a given annotation under the original PhysioNet labeling

system; these cases were removed from consideration prior to translating the Phy-

sioNet [29] labels to AAMI/AAMI2 classes. As in [18] and [57], these results are

generated without the inclusion of ventricular flutter waves in file 207m and without

records containing paced beats (though the inclusion of these records has no e↵ect on

the percentages shown). We also leave out the representation results for the unknown

beats Q̂ in the AAMI2 labeling results as in [57], though the AAMI results show that

unclassified beats (Q) are still detected despite their small class representation. It

should be noted that in all of the reported AAMI2 results, beats belonging to the Q̂

class remain in the data set and can be detected as representative beats by CUR. Be-

cause all records with fusion of ventricular and normal beats also have CUR-detected

premature ventricular contractions (as can be noted in Table A.2), the AAMI2 class

of V̂ 0 sees 100% detection despite the fact that the fusion beats are not detected

in some cases. From these results we see that CUR performs well in detecting the

more broadly defined and generally well-represented classes given by the AAMI and

AAMI2 labeling systems.
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Experiment N̂ Ŝ V̂ F̂ Q̂ Experiment N̂ Ŝ V̂0

AAMI (all files) 100 83.871 100 60 100 AAMI2 (all files) 100 83.871 100

AAMI (� 3 beats) 100 86.957 100 75 100 AAMI2 (� 3 beats) 100 86.957 100

Table 3.8 : The DEIM-CUR representation for the AAMI and AAMI2 class labelings of
the MIT-BIH Arrhythmia data for an incremental QR tolerance of 5 ⇥ 10�5. The values
in each column represent the percentage of patients correctly identified as having a given
annotation through CUR beat selection. The first row considers all patient annotations,
and the second row shows results only for those cases in which � 3 beats with a given
annotation are present. These results ignore records with paced beats.

Overall, our implementation of DEIM-CUR with incremental QR seems to suc-

cessfully summarize the types of morphologies present in the ECG time series data.

The fact that we are able to achieve similar results to those presented by Syed et

al. [99] using a matrix factorization technique for dimension reduction as opposed to

clustering on the entire data set is encouraging. Not only do we see that applying

CUR reduces the problem size, but in doing so, rare beat events are preserved along-

side more commonly seen patterns. In this way, CUR provides a broad representation

of the ECG data, a desirable result for understanding the types of morphologies that

occur within the data over longer periods of time. The value of this broad repre-

sentation is demonstrated through the use of the CUR-selected subset in classifying

unlabeled data, as discussed further below.

Using CUR-Selected Beats in Classification

For comparison with state-of-the-art methods in the literature, we perform 1NN

classification with the Euclidean distance using the annotations from the CUR-selected

i i i i i ii i i i 
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beats to label the remaining beats in each file of the MIT-BIH Arrhythmia and Incart

data sets. We compare this semi-supervised classification approach with the results

produced by methods presented in four other works. de Chazal, O’Dwyer, and Reilly

(2004) present a method that uses linear discriminants to classify beats based on

features derived from the data [18], and Llamedo and Mart́ınez (2011) present a

compensated linear discriminant classifier (with unequal weights), also based on fea-

tures derived from the ECG [57]. In a separate work, Llamedo and Mart́ınez (2012)

also present a method that pairs a linear discriminant classifier with an expectation-

maximization clustering approach that can be implemented in one of three modalities–

automatic, slightly assisted, or assisted–depending on the amount of expert input in

assigning labels to clusters [58]. In the most recent work considered here, Oster,

Behar, Sayadi, Nemati, Johnson, and Cli↵ord (2015) use a switching Kalman filter

approach to classify a beat as either “normal,” “ventricular,” or possibly a member

of the ”X-factor” class (consisting of beats that look di↵erent from the normal and

ventricular beats, potentially due to noise); when the X-factor is included as a class

option, beats identified as belonging to the X-factor class are removed from further

analysis [79].

As is done in these papers, we classify unlabeled beats according to the AAMI

and AAMI2 classes. We also remove from analysis ventricular flutter waves (beats

associated with the ‘!’ annotation), and we again exclude records with paced beats.

For comparison purposes, we first select the incremental QR threshold on a subset
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of the MIT-BIH Arrhythmia Database (referred to as DS1) and evaluate the perfor-

mance of the method with the chosen threshold on a separate subset of the MIT-BIH

Arrhythmia (DS2) data and the Incart data. The partition used for splitting the

MIT-BIH data into subsets DS1 and DS2 is given by de Chazal et al. [18].

Like Oster et al., we focus our attention on the classification of beats in the AAMI

and AAMI2 ventricular class and perform parameter selection based on the results

for this class in DS1 [79]. In selecting the incremental QR threshold, we look at the

sensitivity (Se) and the positive predictive value (+P ) as described in [57], and use

the harmonic mean of these two values, the F
1

score [79], to select the appropriate

threshold. As shown in Table 3.9, the highest F
1

values are achieved for a tolerance

of 5 ⇥ 10�3 for both the V̂ 0 and V̂ class labelings. We then use this threshold to

classify the beats in the DS2 and Incart data sets. The result comparison for the

DS2 and Incart sets as reported by Oster et al. [79] is shown in Tables 3.10 and

3.11, respectively, with the addition of the results from the CUR-1NN classification

method presented in this work. The corresponding confusion matrices for the AAMI

classification are shown in Tables 3.12 and 3.13; the AAMI2 confusion matrices can

be derived from these tables given the direct relationship of the two labeling systems.

From these results, we see that +P tends to be higher than Se for our simple

classification method. Despite this, we see that CUR-1NN classification has the high-

est F
1

score among those presented for V̂ 0 classification in the DS2 data set, and

comes in second only to the classifier with the X-factor by Oster et al. for DS2 V̂
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DS1 V̂0 V̂

Tol. Se +P F
1

Se +P F
1

0.05 79.91 91.51 85.32 79.70 82.25 80.96

0.01 89.51 97.17 93.18 90.36 89.17 89.76

5⇥ 10�3 94.26 99.12 96.63 94.34 91.42 92.85

1⇥ 10�3 95.59 96.24 95.92 96.17 89.58 92.76

5⇥ 10�4 95.12 96.00 95.56 95.76 89.25 92.39

1⇥ 10�4 94.81 96.31 95.55 95.70 89.56 92.53

5⇥ 10�5 94.81 96.31 95.55 95.70 89.56 92.53

1⇥ 10�5 94.81 96.31 95.55 95.70 89.56 92.53

Table 3.9 : DS1 CUR classification results for V̂

0 and V̂ . The bold values indicate the
maximum F

1

scores for each labeling scheme. In both cases, the maximum is achieved for
an incremental QR tolerance of 5⇥ 10�3.

classification. While the CUR-1NN F
1

scores are less impressive compared to some of

the other reported results on the Incart data due to the method’s lower Se values, we

see that the V̂ 0 results using our method are still comparable to some of the results

from the previously presented state-of-the-art methods, even with using 1NN and the

Euclidean distance.

Of note is that in our preprocessing steps, several beats are lost prior to con-

structing the data matrix; future analysis will be needed to determine the impact of

the preprocessing on the CUR-1NN results shown here. Also, where methods pre-

sented in the comparison papers can make use of multiple leads, our method currently

makes use of only one lead at a time. While this can be beneficial depending on the

amount of ECG data available for a given analysis, extensions of this approach to

handle multiple leads may also be of interest in the future. Additionally, we have
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DS2 V̂0 V̂

Method Se +P F
1

Se +P F
1

de Chazal et al. [18] 86.5 47.2 57.1 85.1 81.9 83.5

Llamedo and Mart́ınez [57] 95.3 28.6 44.0 94.6 88.1 91.2

Llamedo and Mart́ınez (automatic) [58] 82.1 77.9 79.9 90.1 86.0 88.0

Llamedo and Mart́ınez (assisted) [58] 91.4 96.9 94.1 93.8 96.7 95.2

Oster et al. (no X-factor) [79] 87.6 96.4 91.8 92.7 96.2 94.5

Oster et al. (with X-factor) [79] 90.5 99.96 95.2 97.3 99.96 98.6

This work (CUR-1NN) 94.4 97.9 96.1 92.5 98.3 95.3

Table 3.10 : DS2 CUR classification results for V̂

0 and V̂ with incremental QR tolerance
5⇥ 10�3. This table is adapted from the results presented in Table IV of [79].

selected the incremental QR threshold solely based on the V̂ 0 and V̂ classes; other

means of parameter selection should be considered in the future, taking into account

performance on multiple classes at a time.

Given the approach presented in this work, however, we are generally able to

achieve comparable performance to existing classification algorithms using an unsu-

pervised learning method (with only one parameter) followed by the 1NN classifier

with Euclidean distance. Our results could possibly be improved with the use of an-

other similarity measure and/or classifier, but we have chosen a simple classification

method to highlight the utility of CUR in the unsupervised step. From the results

presented in this section, we see that CUR is indeed a viable unsupervised means of

representative subset selection for use in annotating the larger data set when analyz-

ing clean data with accurate peak delineation. In the following subsection, we test

the ability of CUR to detect class representatives under noisier conditions.
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Incart V̂0 V̂

Method Se +P F
1

Se +P F
1

Llamedo and Mart́ınez [57] 82 88 84.9 N/A N/A N/A

Llamedo and Mart́ınez (automatic) [58] 88.0 96.0 91.8 N/A N/A N/A

Llamedo and Mart́ınez (assisted) [58] 98.0 98.0 98.0 N/A N/A N/A

Oster et al. (no X-factor) [79] 94.7 99.3 97.0 95.4 99.3 97.3

Oster et al. (with X-factor)[79] 98.6 99.9 99.2 99.1 99.96 99.4

This work (CUR-1NN) 93.3 98.8 96.0 93.3 98.5 95.8

Table 3.11 : Incart CUR classification results for V̂ 0 and V̂ with incremental QR tolerance
5⇥ 10�3. This table is adapted from the results presented in Table VI of [79].

DS2 N̂
pred

Ŝ
pred

V̂
pred

F̂
pred

Q̂
pred

N̂
true

39267 350 25 35 1 39678

Ŝ
true

161 1521 6 0 0 1688

V̂
true

111 6 2698 102 0 2917

F̂
true

66 1 15 292 0 374

Q̂
true

6 0 0 0 1 7

39611 1878 2744 429 2 44664

Table 3.12 : DS2 AAMI CUR classification confusion matrix with incremental QR tolerance
5⇥ 10�3.

Sensitivity Analysis

Having demonstrated the utility of CUR subset selection on relatively clean data

with known beat delineations, we now turn to testing the sensitivity of our approach

to di↵erent beat definitions and added noise. We perform these tests on the DS2

subset of the MIT-BIH Arrhythmia Database under the AAMI labeling scheme. Re-

sults are first generated using both the PhysioNet and automatically generated beat
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Incart N̂
pred

Ŝ
pred

V̂
pred

F̂
pred

Q̂
pred

N̂
true

138035 389 205 5 0 138634

Ŝ
true

630 1131 1 0 0 1762

V̂
true

1129 7 16927 83 0 18146

F̂
true

85 0 55 72 0 212

Q̂
true

3 0 2 0 1 6

139882 1527 17190 160 1 158760

Table 3.13 : Incart AAMI CUR classification confusion matrix with incremental QR toler-
ance 5⇥ 10�3.

delineations on the “clean” DS2 data. Both beat detectors are then applied to data

with one of the three types of noise (em, ma, or bw) added at varying levels.

Table 3.14 shows results from DS2 class detection with an incremental QR thresh-

old of 5⇥ 10�3 for the two di↵erent beat delineation approaches, both including and

excluding cases in which the original PhysioNet labels were present in fewer than 3

beats. The median beat count per file is 1978 for the original known delineation and

1916 for the automatic delineation. With the exception of perhaps annotation F̂ , the

results are within 10% of one another for the two methods. It is worth noting, how-

ever, that the basic automated peak detector is applied to each file without careful

tuning and labels are assigned based solely on proximity to the known annotations,

regardless of whether or not a given “beat” is actually a true R-R interval. Hence,

while this experiment appears to generally support the robustness of CUR under beat

delineation, it may be of value to perform a more thorough study of the e↵ects of

beat separation on CUR performance in the future.
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Experiment N̂ Ŝ V̂ F̂ Q̂ Experiment N̂ Ŝ V̂ F̂ Q̂

Original (all files) 100 75 100 57.143 50 Original (� 3 beats) 100 75 100 66.667 100

Automated (all files) 100 81.25 93.75 14.286 50 Automated (� 3 beats) 100 75 100 33.333 100

Table 3.14 : The DEIM-CUR representation of the AAMI classes from the DS2 subset of
the MIT-BIH Arrhythmia data for an incremental QR tolerance of 5⇥10�3. The first row of
the table contains results for the original beat delineation available on PhysioNet [29], and
the second row contains results for beat delineation determined by the basic peak detector
used on the synthetic data.

The class detection results given the above mentioned noise types, signal-to-noise

ratios, and beat delineation methods are presented in Figure 3.5. Figure 3.5a shows

the results for the original beat labeling, and Figure 3.5b shows the results for the

basic automatic peak detector in the presence of noise. Note that where the original

beat labeling is fixed regardless of the amount of noise, a variable number of beats can

be detected per file depending on the type and level of added noise for the automatic

beat separator.

From these figures, we see that Q̂ detection is typically more sensitive to noise and

the delineation method of choice. Considering that this class is not as well represented

as the other four, this is perhaps not very surprising. As seen in the noiseless beat

detection results in Table 3.14, F̂ detection under noisy conditions is typically poorer

with the basic peak detector. Also poorly represented relative to the other classes,

F̂ detection is consistently worse as the SNR increases. This behavior is also seen

in the results for the Q̂ and Ŝ classes and is not well understood. However, as was

a possibility in the presence of larger random noise in the synthetic data, as noise

i i i i i ii i i i i i 
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increases (SNR decreases), it may be the case that the beat morphologies lose their

distinguishing characteristics and the beat selection is determined more by noise than

the original defining features; that is, the addition of greater amounts of noise a↵ects

the likelihood that a member of a particular class is selected as it is no longer the

base morphology dictating beat selection but instead the added noise.

With N̂ detected in all cases, V̂ is better detected in settings with less noise.

Detection of Ŝ varies some but does not demonstrate a consistent trend as the SNR

varies across the di↵erent noise types for either beat detector. While CUR class

detection seems to vary more under em noise with basic peak detection, the larger

classes are somewhat robust to the presence of noise. As noted above, we do see that

the detection of more poorly represented classes can be influenced by noise and peak

detection; with this observation, we must keep in mind that larger fluctuations in

the detection of classes such as F̂ and Q̂ may be apparent due the smaller number

of files containing beats with these annotations. In general, however, CUR appears

to be reasonably robust to noise and beat delineation. Of course clean data with

appropriate beat detection is always preferable, but CUR is able to identify di↵erent

beat classes under noise in a number of cases. With some rare beat detection still

possible in these cases, better performance is expected among classes that are well-

represented in the data.

Though the results presented in this chapter are generally encouraging regarding

the utility of DEIM-CUR with incremental QR in selecting representative ECG mor-
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phologies, there are a couple of points that should be noted regarding this approach.

While we are able to detect a broad representation of classes in the data, some classes

may be represented multiple times within the selected subset. If granularity in mor-

phology detection is desired, this may be helpful; otherwise, a post-processing step

to further refine the number of selected representatives may be desired. In addition,

because each beat is interpolated to have the same length, it is important to recognize

that the CUR-detected beats have lost their temporal context and are representative

only with respect to morphology. This limitation should be considered in using the

selected subsets for further analysis; while the morphologies may indeed be repre-

sentative, they may lose some interpretability without information regarding their

original timing. Hence, in selecting representative beat morphologies, it may be of

interest to also maintain a record of the original timing of each beat.

It is also important to note that, where we have focused on the application of

DEIM-CUR to electrocardiogram data, this approach can be used for subset selec-

tion in other data types. In general, the method presented here can be used in any

setting in which dimension reduction is desired without loss of the underlying struc-

ture of the data, from physiological time series to electronic health records to gene

expression data. For an example beyond the temporal setting, as mentioned in Sec-

tion 2, the CUR factorization based on leverage scores has already been applied to

select subsets of genes from microarray data in toxicogenomics [112]. Sorensen and

Embree also apply both DEIM-CUR and leverage-score-based CUR to genetic data
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for the identification of features (or probes) that can be used for binary classification

of patient data, demonstrating that the superiority of one method over the other

depends on the problem and the measure of success [95].

While we have only highlighted in this work the beats selected via DEIM for

the C matrix in the CUR decomposition, there are other data sets in which both

C and R may hold valuable information–data sets in which not only representative

observations are desired, but also representative features within these observations.

Reaching much further than the quasiperiodic time-series analysis presented here, the

underlying DEIM CUR framework is applicable to a number of di↵erent problems

across the entire biomedical informatics spectrum.
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(b)

Figure 3.5 : Percent detection of AAMI classes for original beat delineation and the basic
automated peak finder with the three di↵erent kinds of added noise. Results are shown
for the full files and for the removal of PhysioNet annotations with fewer than three beats
represented.
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3.5 Conclusion

In this chapter, we have demonstrated the utility of DEIM-CUR with incremental

QR in identifying representative beat morphologies in ECG waveform data. Testing

on both synthetic and real patient data, we see that our approach is able to select

both common and rare morphologies occurring within the data, o↵ering an unsuper-

vised means of reducing the data set to a robust representation of the whole. Through

comparison with classification methods presented in the existing literature, we have

also demonstrated that the CUR-selected subset can be e↵ectively used in classify-

ing beats with AAMI and AAMI2 labels. We have also demonstrated that CUR is

reasonably robust in the presence of realistic noise and automated beat detection,

particularly for classes that are well represented in the data.

Future work for this approach includes investigating ways of making the CUR

factorization less sensitive to noise within the data without losing rare beat detection,

as well as the extension of this approach to larger data sets. In addition, the impact

of other factors in the treatment of the ECG prior to analysis should be more closely

considered. For example, a more detailed analysis given a wider variety of filtering

and beat delineation techniques should be analyzed in the future. Further study

regarding the role of CUR-selected beats in classification algorithms is also a topic of

interest for future work.

With extendability to larger data sets and other waveform types (not to mention

a variety of other data types), this method can serve as a springboard for identifying
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important subsequences in physiological data. Whether the selected subsequences

are themselves used, or the subsequences are further analyzed for predictive model

construction, the application of CUR to physiological time series can lead to the

development of improved clinical decision support tools.
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Chapter 4

A Comparison of Subset Selection Methods

The work presented in this chapter was conducted jointly with Nabil Chaabane.

Thus far in this thesis, we have evaluated only subset selection via DEIM-CUR.

As noted in both Chapters 2 and 3, there are a number of ways to select the indices

in vectors p and q for constructing C = A(:,q) and R = A(p, :) for the CUR fac-

torization. Beyond the CUR factorization, there are also even more subset selection

approaches to identify class representatives from a larger data set. In this chapter,

we compare several CUR index-selection schemes with other o↵-the-shelf clustering

methods. In particular, we look at subset selection via the DEIM, Q-DEIM, leverage

score, and volume-maximizing index-selection schemes in comparison to identifying

representative points from basic k-medoids clustering, agglomerative clustering, Gaus-

sian mixture models (GMMs), and Max-min clustering.

In the sections below, we provide a brief overview of these di↵erent methods, with

a focus primarily on the CUR subset-selection methods, followed by the results of

applying each of these schemes to three di↵erent data sets.
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4.0.1 Data Sets

The methods considered in this chapter are applied to three di↵erent data sets:

the MIT-BIH Arrhythmia Database [72], the Grammatical Facial Expressions Data

Set [17], and the MNIST Database of Handwritten Digits [53]. Each of these data

sets, described briefly below, comes from a di↵erent context than the others and is

split into training and test sets for parameter selection.

MIT-BIH

Also used to evaluate DEIM-CUR with incremental QR in Chapter 3, the MIT-

BIH Arrhythmia Database [72] contains 48 ECG recordings from 47 adult patients

with whole-beat annotations and is freely available online through PhysioNet [29].

After preprocessing each file as described in Chapter 3, there are a median of 2010

beats from each file. Each beat is then interpolated to have the same length in order

to construct a single data matrix for each file.

For training and testing algorithms on this data set, we use the file split presented

by de Chazal, O’Dwyer, and Reilly [18]; the training set ‘DS1” contains files 101, 106,

108, 109, 112, 114, 115, 116, 118, 119, 122, 124, 201, 203, 205, 207, 208, 209, 215, 220,

223, 230, and the test set “DS2” contains files 100, 103, 105, 111, 113, 117, 121, 123,

200, 202, 210, 212, 213, 214, 219, 221, 222, 228, 231, 232, 233, 234. Note that four

files (102, 104, 107, and 217) are not included because they have paced beats [18].

In evaluating the subset selection methods of interest, we will investigate each
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Figure 4.1 : Distribution of the classes present in the DS2 subset of the MIT-BIH Arrhyth-
mia Database.

algorithm’s ability to detect each of the di↵erent types of physician-provided anno-

tations provided with the data set. The annotations of interest for our study here

are as follows: normal beat (N ), atrial premature beat (A), premature ventricular

contraction (V ), unclassifiable beat (Q), fusion of ventricular and normal (F ), nodal

(junctional) escape beat (j ), left bundle branch block beat (L), aberrated atrial pre-

mature beat (a), nodal (junctional) premature beat (J), and right bundle branch

block beat (R). The distribution of classes in the test set (DS2) are shown in Figure

4.1.
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Grammatical Facial Expressions

The Grammatical Facial Expressions Data Set [17] contains three-dimensional co-

ordinates recorded from 12 di↵erent regions of the face during conversations in Libras

(Brazilian Sign Language); with 100 total coordinates recorded per time sample, the

first two coordinate dimensions are recorded in pixels from an image, and the third

dimension is recorded in millimeters from an infra-red camera. Labels are assigned

to each time sample based on the type of sentence at that point in the conversation.

Obtained from the UCI Machine Learning Repository [20], the following grammatical

expression labels are provided with the data (with our numerical labels in paren-

thesis): (0) rest (no task), (1) a�rmative, (2) conditional, (3) doubt question, (4)

emphasis, (5) negative, (6) relative, (7) topics, (8) when/where/why/what/how ques-

tions, and (9) yes-no questions. This data set contains facial coordinates and labels

for two di↵erent subjects “a” and “b”; we perform parameter selection on the data

from subject “a” and use the data from subject “b” as our test set. The class dis-

tributions for subject “b” are shown in 4.2 with the most prevalent class being the

resting class (0).

MNIST

The third data set on which we evaluate the methods of interest is the MNIST

(or Modfied NIST) Database of Handwritten Digits [53] also freely available online

[54]. As the name perhaps suggests, this data set contains images of handwritten
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Figure 4.2 : Distribution of the classes present in the testing subset of the Grammatical
Facial Expressions Data Set.

digits ranging from 0 to 9, with each digit size-normalized and centered to fit in a

28⇥ 28-pixel image. In analyzing this data, each image is vectorized to be a 784⇥ 1

vector, concatenating the vectors to form a matrix. We use the data split provided

by LeCun, Cortes, and Burges [54] with a training set of 60,000 images and a test

set of 10,000 images; more evenly distributed that than the other two data sets, the

class representation of the digits present in the test set is shown in Figure 4.3.
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Figure 4.3 : Distribution of the classes present in the testing subset of the MNIST data set.

4.1 Subset Selection Schemes

4.1.1 DEIM

Described in more detail in Chapter 3, DEIM is applied to a unitary matrix,

namely the left or right matrices of singular vectors, to identify rows or columns of

interest in a matrix, A. More specifically, for a rank-k singular value decomposition

A = VSWT , the index vector p (or q) is constructed by processing the columns of

V (or W) one at a time, applying an interpolatory projector
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where P
j

= I(:,p
j

) and the subscript j denotes the first j columns of the matrix.

Whereas the experiments conducted in Chapter 3 use an incremental QR algo-

rithm to first approximate a rank-k SVD of the data A, the experiments conducted

in this section use the SVD directly. In determining an appropriate rank of the SVD

for subset selection, we select a truncation tolerance, ✓
DEIM

. Then k is the largest

index such that �
k

/�
1

> ✓
DEIM

, where �
i

is the ith largest singular value of A. We

use the training data to select ⌧ from the set {5⇥10�1, 1⇥10�1, 5⇥10�2, 1⇥10�2, 5⇥

10�3, 1⇥ 10�3, 5⇥ 10�4, 1⇥ 10�4, 5⇥ 10�5, 1⇥ 10�5, 5⇥ 10�6, 1⇥ 10�6}.

4.1.2 Q-DEIM

Introduced by Drmač and Gugercin in 2016 [23], Q-DEIM selects row/column

indices of interest through a rank-revealing QR factorization of the transposed matri-

ces containing the left/right singular vectors. With built-in MATLAB functions, this

can quickly be implemented by first computing the rank-k SVD of A ⇡ VSWT and

then select indices in p (or q) by identifying the first k column pivots in the pivoted

QR factorization of VT (or WT ). The QR pivot selection step as implemented in

MATLAB is shown below in Algorithm 3; this algorithm is adapted from the code

provided in [23].

Algorithm 3 Q-DEIM (Adapted from [23])

1: % Input: V, a unitary matrix in Rm⇥k

2: % Output: p, a vector in Rk containing distinct integral values from {1, ..,m}
3: [̃,̃ , p̂] =qr(V’,‘vector’)
4: p = p̂(1 : m)
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The only parameter in this approach is the rank of the SVD approximation, k.

This parameter is determined indirectly to be the largest index with �
k

/�
1

greater

than a user-defined parameter ✓
Q�DEIM

. In our experiments, we perform parameter

selection for ✓
Q�DEIM

in {5⇥ 10�1, 1⇥ 10�1, 5⇥ 10�2, 1⇥ 10�2, 5⇥ 10�3, 1⇥ 10�3, 5⇥

10�4, 1⇥10�4, 5⇥10�5, 1⇥10�5, 5⇥10�6, 1⇥10�6, 5⇥10�7, 1⇥10�7, 5⇥10�8, 1⇥10�8}.

4.1.3 Leverage Scores

Perhaps the most commonly used methods for selecting indices to form a CUR

decomposition is via leverage scores. As with DEIM and Q-DEIM, a rank-k SVD of

A is computed such that A ⇡ VSWT . Then the indices in p (or q) are chosen by

selecting the rows of V (or W) with the largest leverage scores, where the ith leverage

score as defined in [22] and [61] is given by

⇡
i

=
1

k

kX

j=1

V (i, j)2.

That is, the selection indices are determined by the squared `
2

-norms of rows in the

matrices of left and right singular vectors.

As with the two previously presented index selection schemes, the rank of the SVD

approximation is selected such that k is the largest index with �
k

/�
1

> ✓
lev

, where

✓
lev

is tuned over the set {5⇥ 10�1, 1⇥ 10�1, 5⇥ 10�2, 1⇥ 10�2, 5⇥ 10�3, 1⇥ 10�3, 5⇥

10�4, 1⇥10�4, 5⇥10�5, 1⇥10�5, 5⇥10�6, 1⇥10�6, 5⇥10�7, 1⇥10�7, 5⇥10�8, 1⇥10�8}.

-
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4.1.4 Maximal Volume

While DEIM and Q-DEIM are also related to the maximization of submatrix vol-

umes [23], the approach first proposed by Goreinov, Tyrtyshnikov, and Zamarashkin

in 1997 explicitly searches for a maximal-volume submatrix [32]. Rather than com-

puting the SVD to find p and q such that A(p,q) has maximal volume, that is

[p,q] = argmax
p̂,q̂

|det(A(p̂, q̂))|,

Goreinov, Oseledets, Savostyanov, Tyrtyshnikov, and Zamarashkin approach this

problem through searches for dominant submatrices [31] and Oseledets and Tyr-

tyshnikov couple this approach with cross-approximation techniques [78]. We also

preform index selection using the latter approach, using an implementation presented

by Kramer and Gorodetsky in [51]; the cross-approximation and maximal-volume-

approximation algorithms (adapted from [51]) are shown in Algorithms 4 and 5,

respectively. The actual implementation of the code adapts publicly available code

written by Kramer and Gorodetsky available online [50].
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Algorithm 4 crossApprox (Adapted from [51])

Input: Matrix A 2 Rm⇥n;
Initial guess of the matrix rank r;
Stopping tolerance �;
Tolerance of the MaxVol algorithm, ✏;

Output: Index vectors p and q.

1: Set k = 1;
2: Randomly select initial column indices q;
3: Set converged = false;
4: while not converged do
5: Q,R = qr(A(:,q))
6: p = MaxVol(Q, ✏)
7: Q,R = qr(A(p, :)T )
8: q = MaxVol(Q, ✏)
9: Q̂ = Q(q, :)
10: A

k

= A(:,q)(QQ̂�1)T

11: if k > 1 then
12: RE

k

= kA
k

� A
k�1

k
F

/kA
k�1

k
F

13: if (RE
k

 �) then
14: converged = true
15: end if
16: k = k + 1
17: end if
18: end while



85

Algorithm 5 maxvol (Adapted from [51])

Input: Matrix Q 2 Rv⇥r;
Stopping tolerance ✏.

Output: Index vector p where Q(p, :) is dominant.

1: [L,U, P ] = lu(Q) (P are the pivots of the LU decomposition);
2: Q̂ = Q(P, :)
3: G = Q̂Q̂(1 : r, :)†

4: î, ĵ = argmax
i,j

|G(i, j)|
5: g = G(̂i, ĵ)
6: while |g| > 1 + ✏ do
7: P (ĵ) = î
8: P (̂i) = ĵ
9: Q̂ = Q(P, :)
10: G = Q̂Q̂(1 : r, :)†

11: î, ĵ = argmax
i,j

|G(i, j)|
12: g = G(̂i, ĵ)
13: end while
14: p = P (1 : r)

For our implementation, rather than assuming the data in an m⇥ n matrix A is

low rank, we actually choose the rank estimate to be n� 1. The cross-approximation

stopping tolerance, �, and the tolerance for the “maxvol” algorithm, ✏, are both tuned

over {5⇥ 10�1, 1⇥ 10�1, 5⇥ 10�2, 1⇥ 10�2, 5⇥ 10�3, 1⇥ 10�3, 5⇥ 10�4, 1⇥ 10�4, 5⇥

10�5, 1⇥ 10�5}.

4.1.5 Clustering

There are a number of ways to partition data into groups of related observations.

For the purposes of comparing the CUR-index-selection techniques with existing o↵-

the-shelf methods, however, we look at basic implementations of four di↵erent cluster-
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ing algorithms. With the exception of Max-Min clustering, we use functions included

MATLAB R2016a to perform clustering.

k-Medoids Clustering

As opposed to the popularly known k-means algorithm that averages beats to

form cluster centers in each iteration, k-medoids clustering fixes k beats in the orig-

inal data set itself to serve as centroids, grouping each beat in the cluster with the

nearest centroid. Each of the k centroids are then redefined to be the most central

data points in their corresponding clusters given some measure of distance (here, the

squared Euclidean distance). The data points are then re-clustered and the process

repeats until the cluster centers no longer change. Though the results for k-medoids

clustering on pediatric ECGs was inconclusive in [37], the use of annotated databases

here provides a direct means of evaluating k-medoids performance through successful

class identification. The number of clusters, k, for each data set was tuned from

10 to 150 clusters in intervals of 5 clusters; that is, the method was trained for

k = 10, 15, 20, ..., 145, 150.

Agglomerative Clustering

A type of hierarchical clustering, another popular clustering approach is the ag-

glomerative clustering approach. This method begins with every point designated to

its own cluster and then combines clusters–two at a time–given a particular linkage

distance until a certain threshold has been met or the data. In our implementa-
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tion, we use MATLAB’s default of the single linkage with the Euclidean distance.

Then for clusters A and B, the single linkage distance between A and B is given by

min
x2A,y2B

d(x, y) [36], where in this case d(x, y) = kx� yk
2

. Defining our cuto↵ thresh-

old parameter to simply the number of clusters formed, N , we tuned this parameter

for 10 to 150 clusters in intervals of 5 clusters (i.e. N = 10:5:150) for the MIT DS1

data and from 10 to 300 (10:5:300) for the facial exp a and MNIST train data sets.

Gaussian Mixture Models

In brief, Gaussian Mixture Models (GMM) fit a given number, M , of Gaussian

distributions (or components) to the data. In clustering, each data point is assigned to

a particular component based on the point’s probability estimates from the resulting

component density functions; more details on these models can be found in [36]. To

fit such a model to the data sets described below, we use MATLAB’s fitgmdist

and cluster functions, allowing for the number of clusters to vary from 10 to 150

in intervals of 5 clusters (10:5:150). For simplification, we use shared covariance and

diagonal covariance matrices in our implementation; given that this is perhaps an

over-simplification, additional experiments with more in-depth exploration of GMM

performance are necessary in the future.

Max-Min Clustering

The algorithm for max-min clustering is one that maximizes the minimum distance

between cluster centroids, adding each new centroid one-by-one from a random initial
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start. An adapted form of the algorithm initially suggested by Gonzalez in 1985 [30]

is presented in Algorithm 6. Rather than pre-determining the number of cluster to

define, however, we follow the idea in [99] of splitting the data into new clusters until

the distance between cluster centroids, h, is less than some threshold, ✓.

With dynamic time warping as the preferred measure of distance, Syed, Guttag,

and Stultz determine that � = 50 is suitable for their purposes; in their implemen-

tation, they use a modified version of dynamic time warping (DTW) that does not

normalize by path-length and essentially smooths in the process of computing the dis-

tance, and they do not appear to normalize beats prior to analysis [99]. We also use

the non-path-normalizing DTW distance and a moving average filter with window-

size five to smooth each normalized beat prior to clustering. However, we also use a

dynamic time warping window of 10% and we select the value of � from among the

set {5, 3, 1, 7⇥10�1, 5⇥10�1, 3⇥10�1, 1⇥10�1, 7⇥10�2, 5⇥10�2, 3⇥10�2} using the

training data for each data type. As in other DTW implementations used throughout

this thesis, we adapt some portions of our code from Quan Wang’s 2013 DTW code

on the MATLAB Central File Exchange [107].
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Algorithm 6 Max-Min Clustering adapted from [30].

Input: A an m⇥ n matrix, with each column containing a beat
�, a positive scalar controlling the final distance between centroids

Output: k, the number of clusters
c, a vector of length k containing the centroid indices
clusters, a vector of length m containing the corresponding
cluster number for each beat

1: Define D to be the distance matrix, where D(i, j) = dist(A(:, i),A(:, j)) is the
distance between A(:, i) and A(:, j)

2: Randomly select c
1

from the columns of A to be the first centroid.
3: clusters = ones(1,m)
4: k = 1
5: h = Inf
6: while h > � do
7: h = max

`

dist(c
`

, A(:, clusters == `))

8: Define c
k+1

to be a beat at which h is obtained
9: for i = 1:k do
10: for j such that clusters(j) == i do
11: if dist(c

i

, A(:, j)) < dist(c
k+1

, A(:, j)) then
12: clusters(j) = k+1;
13: end if
14: end for
15: end for
16: end while

4.2 Comparison Results

Prior to comparing each of the aforementioned methods, parameter selection is

performed on each of the three di↵erent training sets. Choosing each parameter to

be the one corresponding to the most dimension reduction among those achieving the

maximum class detection rate (even if the detection results were not monotone with

parameter choice). The parameter selection results are shown in Table 4.1. We note

that the GMM approach was not actually applied to the MNIST data set because its
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Parameter MIT-BIH Facial Expression MNIST

k (k-medoids) 140 90 15

N (agglomerative) 110 150 85

✏ (MaxVol) 5e-2 0.5 0.5

� (MaxVol) 0.1 0.5 0.5

✓
Q�DEIM

(Q-DEIM) 1e-3 5e-6 0.1

M (GMM) 145 40 –

✓
DEIM

(DEIM) 1e-3 1e-4 1e-2

✓
lev

(lev. scores) 1e-3 1e-6 5e-3

� (Max-Min) 0.03 0.3 5

Table 4.1 : The selected parameters on the training sets of the MIT-BIH (DS1), the facial
expressions (subject “a”), and the MNIST handwritten digits data sets.

implementation would require an additional regularization parameter in MATLAB;

this is a topic of future interest.

With the parameters selected, we then apply each method to the di↵erent test sets:

DS2 of the MIT-BIH data set, subject “b” of the Grammatical Facial Expressions

data set, and the MNIST test set.

4.2.1 MIT-BIH: DS2

The results corresponding to the DS2 data set are shown in Figure 4.4 and Table

4.2. Figure 4.4 shows the class-by-class performance of each of the di↵erent methods

in detecting each label when it is present in a file. These results are summarized

in the top row of table 4.2, which shows the average percentage of labels detected

in each of the 22 patient files. Overall, we see that for the chosen parameters, the
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agglomerative clustering produces the best class detection, followed by the Max-

Min clustering approach. DEIM, leverage scores and k-medoids clustering all three

perform similarly, followed by the MaxVol and Q-DEIM methods, with GMM showing

the lowest amount of class detection. As shown in Figure 4.4, we do see that there

were indeed several annotations that were di�cult for all, or almost all, of the tested

implementations to detect. Of note is that the nodal (junctional) premature beats

(annotation J ) are uniformly detected at 50% due to the fact that file 222–one of only

two files with this annotation–has only one such beat, and it was missed by all of the

methods. A similar scenario occurs for j, where the one beat with this annotation in

file 232 was missed by every algorithm except Max-Min clustering. We also see that

no unsupervised learning approach was able to detect for all files the presence of the

A (premature atrial beat) class, at least when the beats are preprocessed and stored

as they are for this comparison.

MaxVol Q-DEIM DEIM Lev. Score k-medoids Agglom. GMM Max-Min

% Detection 89.24 90.38 91.52 91.52 91.52 95.83 86.06 94.32

% Reduction 92.66 92.66 92.71 92.71 93.10 94.58 92.86 97.44

Table 4.2 : The average percent detection among all classes in the DS2 test set and the
total percent dimension reduction for each of the methods tested.

For added understanding of the the performance of the di↵erent methods, the last

row of Table 4.2 shows the percent dimension reduction across all files resulting from

applying each method with their respective selected parameters. While the amount

of dimension reduction is directly determined by the parameters for k-medoids, ag-
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Figure 4.4 : The percent detection of each label across all 22 files in the DS2 test set for
each of the methods tested.

glomerative, and GMM clustering, we also see that the CUR-index-selection methods

all demonstrate the same amount of dimension reduction in connection with the ma-

trix rank. While the use of Max-Min clustering in this setting produces the largest

amount of dimension reduction, it is interesting to note that the reduction in each file

varied greatly; where one file was reduced to only 25 beats, another file had over 1000

beats in the reduced set. In all cases, however, we see greater than 90% dimension

reduction in obtaining the results presented in Figure 4.4.
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4.2.2 Grammatical Facial Expressions: Subject “b”

As was done for the MIT-BIH DS2 data set, we also look at the class detection

and dimension reduction result for subject “b” of the Grammatical Facial Expressions

data set. As there is no need to average across multiple files for this data set, we

simply look at the number of grammatical expression labels detected in applying each

of the methods. These results are summarized in Table 4.3, where MaxVol, Q-DEIM,

DEIM, and k-medoids all missed the class 1, the leverage score scheme missed both

classes 1 and 3, agglomerative clustering missed classes 1, 3, 6, and 7, GMM clustering

missed classes 1 and 7, and Max-Min clustering detected all classes.

MaxVol Q-DEIM DEIM Lev. Score k-medoids Agglom. GMM Max-Min

% Detection 90 90 90 80 90 60 80 100

% Reduction 97.91 99.04 99.20 98.94 99.37 98.95 99.72 86.86

Table 4.3 : The percent detection among all class labels and the total percent dimension
reduction in the subject “b” test set for each of the methods tested.

The dimension reduction corresponding to these class detection results are also

presented in Table 4.3. Here we see that, though Max-Min demonstrated the greatest

class recovery results, it retained over 10% more of the data than any of the other

methods to achieve those results. On the other hand, we see that for the parameter

selected, GMM clustering showed the greatest amount of dimension reduction, which

may correspond to its only 80% class detection. k-medoids shows the next largest

dimension reduction, followed by DEIM and Q-DEIM, all three of which had 90%
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class detection. We note that MaxVol was able to achieve similar detection results in

having retained additional data points, and leverage score subset selection had poorer

detection results despite having a smaller dimension reduction than both DEIM and

Q-DEIM. With a similar amount of dimension reduction as seen in the leverage score

case, agglomerative clustering produces the poorest class detection results on this

data set.

4.2.3 MNIST

The results summary for the test portion of the MNIST data set are shown in

Table 4.4. With classes more evenly represented in this data set, we see that MaxVol,

Q-DEIM, DEIM, and agglomerative clustering are all able to achieve 100% class

detection, followed by leverage scores with 90% (missing digit 1) and k-medoids with

80% (missing digits 4 and 8). As noted above, we do not include results for GMM due

to the need of an additional regularization parameter. We also do not include results

for Max-Min on this test because the result-generation for each parameter was very

slow (for example, greater than a day) for the parameter range selected; improved

parameter selection for this clustering method is also a topic of interest in moving

forward.

In regards to dimension reduction, we see that the selected k = 15 in k-medoids

produces the smallest reduced set, but su↵ers in performance. Not much of a surprise,

the di↵erences in dimension reduction for Q-DEIM, DEIM, and leverage scores corre-
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MaxVol Q-DEIM DEIM Lev. Score k-medoids Agglom.

% Detection 100 100 100 90 80 100

% Reduction 92.17 99.71 96.3 95.19 99.85 99.15

Table 4.4 : The percent detection among all class labels and the total percent dimension
reduction in the MNIST test set for each of the methods tested.

spond to the di↵erent SVD rank tolerances chosen in the parameter tuning. We again

see that of the four CUR-index selection methods, MaxVol shows has the least amount

of dimension reduction for its given parameters, but it is able to achieve 100% class

detection; leverage scores, do not perform as well despite keeping more data points

in the reduced set. Where agglomerative clustering performed quite poorly on the

Grammatical Facial Expressions data set with dimension reduction comparable to

better performing methods, on the MNIST test set we see that agglomerative clus-

tering is able to achieve maximum class detection with greater than 99% dimension

reduction–the third-highest reduction percentage.

Considering all three data sets, there is not a consistent top-performing algorithm;

this is perhaps of little surprise given that the existence of any machine learning

algorithm that is “best” for all data sets is doubtful. However, as demonstrated in

results summary scatter plot for all three experiments in Figure 4.5, DEIM and Q-

DEIM do consistently perform well on the tested data sets while achieving reasonable

levels of dimension reduction in comparison to the other methods. Max-Min clustering

also demonstrates strong class detection performance on the DS2 and subject “b”

I I I I I I I I 
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Figure 4.5 : The percent detection with respect to the amount of dimension reduction for
the experiments conducted on the MIT-BIH Arrhythmia, Gramatical Facial Expression,
and MNIST test sets for each of the methods tested.

data sets, but the algorithm is slow (particularly with dynamic time warping) and

demonstrates fluctuations in dimension reduction performance. In addition to these

results, we note that the computational costs of the CUR subset-selection schemes

are generally cheaper than the costs of the clustering algorithms presented here (with

the exception of perhaps our over-simplified implementation of the Gaussian Mixture

Models), further supporting the use of such subset selection schemes in practice.
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4.3 Conclusion

In this chapter we have presented a brief comparison of four di↵erent CUR index-

selection schemes–DEIM, Q-DEIM, leverage scores, and volume-maximization (MaxVol)–

with o↵-the-shelf clustering algorithms for unsupervised subset selection. In the fu-

ture, we propose that additional attention be given to parameter selection as we

have only focused on certain implementations of the algorithms studied here with

parameter selection occurring over certain ranges of values.

In applying the selected methods with their tuned parameters to three di↵erent

data sets, we find that index-selection methods generally perform comparably to the

clustering approaches, but of those tested, DEIM and Q-DEIM are consistently among

the better-performing algorithms in obtaining dimension reduction that is comparable

to other algorithms for the parameters selected. Although Max-Min clustering out-

performed these methods in the class-detection experiments performed, we note that

this algorithm was much slower for the parameters selected to achieve such perfor-

mance and had widely varying amounts of dimension reduction. Though the leverage

score and MaxVol approaches also performed suitably well, these methods did not

perform quite as well as Q-DEIM and DEIM when taking both class identification

and dimension reduction into account. On the whole, however, we do indeed find that

CUR index-selection schemes applied for the purposes of class identification perform

similar to, if not better than, some of the standard clustering algorithms used in

practice.
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Chapter 5

An Extension of DEIM

This chapter is in preparation to be submitted for publication. The work in this

chapter is motivated by the scenario in which inherent properties of the data matrix

or its chosen low-rank SVD approximation limit the number of DEIM indices that

can be identified for subset selection.

5.1 Introduction

Dimension reduction techniques often play an important role in the analysis of

large data sets. There are a number of di↵erent dimension reduction techniques that

can be applied to a given problem, but often these reduced data sets consist of derived

features that are no longer interpretable in their original context. For instance, in

using a method such as principal components analysis (PCA) on medical data, it

would likely be di�cult for physicians to apply their expert training to interpret the

clinical meaning of each individual principal component at face value. Hence, in some

settings, it is necessary to identify a dimension reduction technique that preserves

the original structure of the data so as not to lose its interpretability, selecting a

meaningful subset of observations or features prior to conducting further analysis.

As demonstrated in a recent paper [38], one such way to reduce the data dimen-
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sion is to use the discrete empirical interpolation method (DEIM) index selection

algorithm. Presented as part of a CUR matrix factorization for identifying impor-

tant rows and columns of a given data matrix, DEIM index selection is the underlying

means for selecting said rows and columns in [38]. This index-selection method makes

use of the underlying linear-algebraic structure of the data to determine some of the

most influential rows and columns defining the space in which the data lives.

While previous works (discussed further below) demonstrate the utility of DEIM,

the algorithm does of course have its limitations. In this work, we address the par-

ticular scenario in which DEIM is unable to identify all of the classes in the data

merely due to the rank of the corresponding data matrix of interest; the number of

DEIM-selected rows or columns inherently cannot exceed the matrix rank. In prac-

tice, however, there are some cases in which the number of classes in the data is

expected to exceed the rank of the matrix. For instance, if the number of samples

or derived features is small for a data set representing a greater number of classes,

DEIM can at best only detect as many classes as the number of samples/features. A

specific example of such a case is presented in the Letter Recognition Data Set [26],

[20], described further below. In this work, we present extensions of DEIM designed

to accommodate subset selection in such data sets.

We also note that since DEIM relies on an approximation to the singular value

decomposition (SVD) of a matrix, the proposed approach may also find use in the

setting in which a rank-k SVD approximation is prohibitively expensive to compute
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even for moderately-small k. In this setting, our extension of DEIM allows for the

selection of additional indices without the need to compute the full rank-k approx-

imation, but instead a lower-rank approximation. Hence, this notion of extending

DEIM can be applied in a number of contexts. Here we primarily focus on subset se-

lection, but we also briefly discuss theoretical implications of using such an extension

in computing the CUR matrix factorization.

After a brief review of the standard DEIM implementation presented in [11] and

[95], we describe our proposed DEIM extension. After further discussion regarding

the reasoning behind the algorithm design, we then present some theoretical results

that follow from extending DEIM. Finally, we provide results from testing extended

DEIM on two di↵erent data sets, demonstrating the e↵ectiveness of extended DEIM

methods in detecting additional classes.

Notation: In the sections that follow, for a matrix A 2 Rm⇥n, we use a
j

= A(:, j)

to indicate the jth column of A and At = A(:, t) to represent the columns of A

corresponding to the indices held in the vector t 2 N` for 1  `  n.

5.2 Background

Originally introduced in the model reduction setting by Chaturantabut and Sorensen

in 2010 [11], DEIM is extended to the formation of the CUR matrix factorization in a

recent work by Sorensen and Embree [95]. Hendryx, Rivière, Sorensen, and Rusin ap-

ply this DEIM CUR matrix factorization to the medical domain for the identification
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of representative electrocardiogram (ECG) beat morphologies [38]. In this work, the

DEIM-selected beats are shown to be representative of the larger data set, providing

a means of summarizing the data for additional analyses. In particular, the selected

beats can be used in the classification of the remaining, unselected beats in the data

set for the development of clinical decision support tools.

5.2.1 Standard DEIM

In the typical implementation of DEIM, the index selection is limited by the rank

of the matrix. For instance, if V 2 Rm⇥k is full rank with k  m, in selecting k rows

from V we construct the index vector p 2 Nk such that it contains non-repeating

values in {1, 2, ...,m}. Letting P = I(:,p), where I is the m ⇥m identity matrix, it

can be be shown that PTV is invertible (see Lemma 3.2 in Sorensen’s and Embree’s

2016 paper [95]). Then the interpolatory projection P defined through the DEIM

index selection process is

P = V(PTV)�1PT .

Construction of p in Standard DEIM

To select the indices held in p, each column of V is considered in turn, with

p(1) = max
i

|V(i, 1)|. The jth subsequent index in p is determined by subtracting

from v
j

the interpolatory projection of v
j

onto the range of V(:, 1 : j � 1), defining

p(j) to be the index corresponding to the largest element of this di↵erence (in absolute

value). This is outlined in more precise detail in Algorithm 7.
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Algorithm 7 DEIM Point Selection (Adapted from [95])

Input: V, a matrix in Rm⇥k with m > k

Output: p, a vector in Rk containing integral values from {1, ..,m}

1: v = v
1

2: [⇠, p
1

] = max(|v|)
3: p = p

1

4: for j = 2 : k do
5: v = v

j

6: c = V(p, 1 : j � 1)�1v(p)
7: r = v �V(:, 1 : j � 1)c
8: [⇠, p

j

] = max(|r|)
9: p = [p; p

j

]
10: end for

5.3 Proposed Method: Extended DEIM

Suppose, however, that we want to select k̂ separate rows from a full rank matrix

V 2 Rm⇥k to form p 2 Nˆ

k via DEIM, where k  k̂  m. Then letting P = I(:,p) in

Rm⇥ˆ

k, PTV is not invertible, and we use a pseudoinverse of PTV to define P as

P = V(PTV)†PT , (5.1)

where here we use the left Moore-Penrose pseudoinverse (PTV)† = [(PTV)T (PTV)]�1(PTV)T ,

assuming PTV has full column rank.⇤

⇤Given that the extended DEIM approach presented here first makes use of the standard-DEIM-
selected indices, this assumption on the rank of PT

V holds for the work herein.
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Note that

P2 = V(PTV)†PTV(PTV)†P

= V(PTV)†PT

= P , (5.2)

indicating that P is indeed a projection.

Also notice that by increasing the length of p and choosing the left inverse of

PTV to form the projector, we lose the interpolatory nature for general z 2 Rm

while maintaining the interpolatory nature of P for vectors in the range of V,R(V).

Suppose, for example, y 2 R(V). Then there exists x 2 Rk such that y = Vx and

(Py)(p) = PTPVx = PTV(PTV)†PTVx

= PTVx = y(p). (5.3)

5.3.1 Construction of p for Extended DEIM

A question for the case in which k̂ > k is: How should p(k + 1 : k̂) be selected?

For example, one could simply select a random subset of an additional k̂ � k indices

beyond those selected by standard DEIM, or the additional indices could be selected

by looking at the next largest residuals held in r in the final iteration of the for loop

in Algorithm 7. Another option is to select p(k + 1 : k̂) such that A(p(k + 1 : k̂), :)
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has full row rank (requiring that k̂  2k); then A(p, :) will contain two blocks of

linearly independent rows. This second approach making further use of some of the

linear-algebraic properties of the data is the one studied further below.

To select a second set of k̂ � k linearly independent rows/columns of A, our

approach performs standard DEIM to select the first k indices and then applies a

modified a version of DEIM–referred to as “restarted DEIM” below–to a submatrix

of V to find the additional k̂ � k indices. This submatrix, V̂ is initially taken to

contain all of the rows of V not in V(p, :); that is, V̂ = V(pc, :), where pc 2 Rm�k

contains those indices from 1 to m not contained in p.

In selecting the additional indices using V̂, we consider two residuals, r
1

and r
2

, in

restarted DEIM. The formation of these residuals is discussed below, with variations

on the use of r
1

and r
2

studied in the results section.

Forming r
1

Similar to the formation of r in standard DEIM, r
1

contains the residual from a

complementary projection computed in constructing p. However, since removing rows

of V to form V̂ means that V̂ is no longer guaranteed to have full column rank, at

the ith iteration of restarted DEIM, the residual produced by (I�P
j�1

)v̂
i

is checked,

where P
j�1

is the projector to be described further below. If the magnitude of the

largest residual entry is too small, then v̂
i

lies too close to the range of the previously

selected columns of V̂ and should be removed from consideration.
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Forming r
2

If a given row of V̂ is too similar to the rows of V(p, :), then that row should not

be selected for inclusion in p. The role of the r
2

residual, then, is to help maintain

a form of “memory” of the previously selected rows from the first (standard) DEIM

implementation. However, this requires that we identify a notion of “too similar” for

this context. We consider a few di↵erent ideas here. Note that unlike r
1

, in each of

the approaches presented, the residual in r
2

is computed only once prior the iterative

portion of restarted DEIM.

One way that we compare V̂ and V(p, :) is to compute the `
1

distance between

each row of V̂ and the rows of V(p, :), defining r
2

such that

r
2

(i) = min
j2p

kV(j, :)� V̂(i, :)k
1

.

Depending on the data set, we may want to replace the `
1

distance with another

measure of distance, for example dynamic time warping. This residual vector is then

normalized by its maximum entry so that it contains values between 0 and 1.

We can also compare V̂ and V(p, :) by looking at the angles between their rows.

This idea stems from the notion of the coherence (or mutual coherence) of a matrix

A 2 Rm⇥n defined in the information theoretic and signal recovery literature (for

example [21] and [9]) as

µ(A) = max
i 6=j

|aT

i

a
j

|
ka

i

k
2

ka
j

k
2

.



106

Notice that µ(A) is bounded between 0 and 1 and simply corresponds to the cosine

of the smallest angle between the columns of A; smaller values of µ(A) indicate that

the columns of A are relatively spread out in Rm, where a larger coherence indicates

that there are at least two columns in A that lie close to each other. In the signal

recovery context, there is often a need for the data observations to be “spread out”, or

incoherent, in order to recover the “true” data. Here, we want to encourage selection

of additional rows from V̂ that are “spread out” from those already selected inV(p, :).

Using this notion, we normalize the rows of V̂ and V(p, :) via the `
2

-norm to get

V̂ and V(p, :), respectively, and define r
2

as

r
2

(i) = 1�max
j

(|V̂(i, :)V(p
j

, :)T |),

where the maximum is taken in a row-wise fashion. The subtraction of the second

term from 1 forces larger entries in r
2

to correspond to those rows of V̂ that are most

di↵erent from the previously DEIM-selected rows. The need for this will become more

apparent as we discuss combining the information held in r
1

and r
2

below.

Combining r
1

and r
2

To take into account the indices selected in the standard DEIM step as well as

the proximity of v̂
i

to the previously considered columns in restarted DEIM, the

di↵erent information carried by r
1

and r
2

is combined into a single vector, taking the
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element-wise product of the two vectors:

r̂ = r
1

. ⇤ r
2

. (5.4)

If the maximum entry of r̂ in absolute value is below a user-defined tolerance, then it

is likely that no new information is contributed by v̂
i

for index selection. Otherwise,

this residual is used to select the next index to be included in p̂–the vector of indices

formed from V̂–and v̂
i

is included in forming the projector for the next iteration.

In initializing restarted DEIM, r̂ is computed as r̂ = v̂
1

. ⇤ r
2

, and the first entry

in p̂ is determined by the maximum entry (in absolute value) of r̂ if it exceeds the

given tolerance; if kr̂k1 is less than the tolerance, then r̂ is recomputed using the next

column of V̂, repeating the process until the tolerance is surpassed. If the tolerance

is never exceeded, then the algorithm terminates having only performed standard

DEIM. Otherwise, the algorithm then proceeds to find the rest of the DEIM indices

starting with the next column of V̂. With this approach, the projector at iteration

i+ 1 is given by

P̂
i

= V̂ti(P̂
T

i

V̂ti)
�1P̂T

i

,

where P̂
i

= I(:, p̂
i

) and t
i

contains the indices of those columns of V̂ that have met

the residual tolerance criterion in the previous iterations. Notice that by carefully

constructing t
i

, we have ensured that (P̂T

i

V̂ti)
�1 exists at each iteration. This claim

is restated below in Lemma 1; the presented proof of this lemma uses induction and
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closely follows the structure of the proof of a similar claim in Lemma 3.2 of [95].

Lemma 1. Suppose V̂ = [v̂
1

, . . . , v̂
n

] in Rm⇥n has rank k. Let P̂
j

= [e
p

1

, e
p

2

, . . . , e
pj ]

and let V̂tj = V̂(:, t
j

) for 1  j  k, where t
j

2 Rj contains non-repeating values

in {1, . . . , n}. If the entries in t
j

are selected via the proposed DEIM extension, then

P̂T

j

V̂tj is nonsingular for 1  j  k.

Proof. First, note that P̂T

1

V̂t
1

= eT
p

1

V̂t
1

is nonzero by construction in the initializa-

tion of the restarted portion of the proposed DEIM extension.

Now, suppose that P̂T

j�1

V̂tj�1

is nonsingular, and let r
1

= v̂
`

�V̂tj�1

(P̂T

j�1

V̂tj�1

)�1P̂T

j�1

v̂
`

for ` = max(t
j�1

) + 1. Notice that if kr
1

k1 = 0, then kr̂k1 = 0 for r̂ given by Equa-

tion 5.4. In this case, p̂
j�1

and t
j�1

are not updated.

Suppose, then, that kr̂k1 > 0. Then

0 < kr
1

k1 = |r
1

(p
j

)| = |eT
pj
r1|

= |eT
pj
v̂
`

� eT
pj
V̂tj�1

(P̂T

j�1

V̂tj�1

)�1P̂T

j�1

v̂
`

|,

and t
j

and p̂
j

are updated so that t
j

= [t
j�1

; `] and p̂
j

= [p̂
j�1

; p̂
j

]. Factoring, we see
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that

P̂T

j

V̂tj =

2

664
P̂T

j�1

V̂tj�1

P̂T

j�1

v̂
`

eT
pj
V̂tj�1

eT
pj
v̂
`

3

775

=

2

664
I
j�1

0

eT
pj
V̂tj�1

(P̂T

j�1

V̂tj�1

)�1 1

3

775

2

664
P̂T

j�1

V̂tj�1

P̂T

j�1

v̂
`

0 ⌫
j

3

775

where ⌫
j

= eT
pj
v̂
`

� eT
pj
V̂tj�1

(P̂T

j�1

V̂tj�1

)�1P̂T

j�1

v̂
`

6= 0 by Equation 5.5.

Notice that P̂T

j

V̂tj is the product of two nonsingular matrices. Hence, P̂T

j

V̂tj is itself

nonsingular.

The discussed extended DEIM approach is more formally presented in Algorithm

8 with r
2

defined as the `
1

-norm of the di↵erence between rows of V(p, :) and V̂ for

the sake of example. Note that the intended purpose in the presentation of Algorithm

8 is to convey the ideas behind the described extended DEIM approach; as written,

Algorithm 8 is not very practical for implementation.

Also note that, as presented in Algorithm 8, the extent to which the length of

p can extend beyond k elements is dependent upon the rank of V̂. This extension

can be adapted, however, to repeat the restarted DEIM portion of the algorithm

and potentially select even more indices, still taking into account the rank of each

subsequent submatrix. For the purpose of demonstration, however, we only consider

the case where p can have length up to 2k as presented in Algorithm 8.

D 
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Algorithm 8 Extended DEIM

Input: V, a full rank matrix in Rm⇥k with m > k
⌧ , a positive real number for determining if an index should be added

to p

Output: p, a vector in Rˆ

k containing integral values from {1, ...,m}

% Perform standard DEIM
1: v = v

1

2: [⇠, p
1

] = max(|v|)
3: p = p

1

4: for j = 2 : k do
5: v = v

j

6: c = V(p, 1 : j � 1)�1v(p)
7: r = v �V(:, 1 : j � 1)c
8: [⇠, p

j

] = max(|r|)
9: p = [p; p

j

]
10: end for

% Form the residual vector, r
2

, based on V(p, :) and restart DEIM
11: b = pc

12: V̂ = V(b, :)
13: for ⌘ = 1 : (m� k) do
14: r

2

(⌘) = min
`2{1,...,k}

(
P

i=1:k

|V(p
`

, i)� V̂(⌘, i)|)

15: end for
16: r

2

= r
2

max r
2

17: ⇢ = 0
18: i = 1
19: while ⇢  ⌧ do
20: v̂ = v̂

i

21: [⇢, p̂
1

] = max(|v̂. ⇤ r
2

|)
22: i = i+ 1
23: end while
24: p̂ = p̂

1

25: t = i� 1

26: for j = i : k do
27: v̂ = v̂

j

28: ĉ = V̂(p̂, t)�1v̂(p̂)
29: r

1

= v̂ � V̂tĉ
30: r̂ = r

1

. ⇤ r
2

31: [⇢, p̂
j

] = max(|r̂|)
(Continued on the next page...)
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Algorithm 8 Extended DEIM (Continued)

% Update p̂ and t only if v̂
j

and row p̂
j

both contribute enough new information
32: if ⇢ > ⌧ then
33: p̂ = [p̂; p̂

j

]
34: t = [t; j]
35: end if
36: end for

37: p = [p;b(p̂)]

Further Discussion of Method

Before evaluating the performance of extended DEIM on data, we more thoroughly

discuss the presented extension approach. While there are a number of ways to select

the additional indices included in extending p, the approach shown in Algorithm 8

selects additional rows/columns that span all of Rˆ

k�k (as opposed to a subspace of

Rˆ

k�k). Despite the fact that we lose the orthonormality, and perhaps even linear

independence, of the columns of the original V in forming V̂ 2 R(m�k)⇥k, ensuring

that the r
1

residual computed in line 29 of Algorithm 8 is large enough guarantees

that the columns of V̂(:, t) are least linearly independent.

While having a more broadly spanning subset of rows and columns is desirable, we

would also like to make sure that the newly selected subset is di↵erent enough from

the first subset selected with standard DEIM. The incorporation of the “memory”

residual held in r
2

adds extra computational cost, but serves as a bridge between the

standard and restarted DEIM steps. The computation of each entry in r
2

(line 14

of Algorithm 8) is O(k2): computing the `
1

-norm of the di↵erence between the pth
`
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row of V and row ⌘ of V̂ is an O(k) operation, then performing this for all k rows

of V(p, :) results in the O(k2) computational cost. Since the minimization is linear

in k, then we can focus on higher order terms to approximate that performing this

operation m�k times (lines 13-15 in Algorithm 8) makes the computation of r
2

with

the `
1

norm an O(mk2 � k3) operation.

For the coherence-form of r
2

, once the rows of V̂ and V(p, :) are normalized

(with complexity O(mk) and O(k2), respectively), the matrix-matrix multiplication

to form r
2

is O(mk2). Then, including normalization, computing r
2

with the notion

of coherence is O(mk2 +mk + k2).

Despite the added cost of both approaches to r
2

, the inclusion of this residual

serves an important role in reducing the redundancy in row/column selection and,

in the case where k < k̂  r, is cheaper than re-computing a rank-k̂ SVD of A. In

addition, the ability to use di↵erent distance measures in computing r
2

allows for

flexibility in analyzing di↵erent data types; where we have discussed the use of the `
1

distance, other measures of distance such as dynamic time warping (DTW) may be

more appropriate for some data sets (though calculating these distances may increase

computational complexity).

In theory, requiring the product of r
1

and the normalized r2 to be above a certain

tolerance forces the newly selected rows to be simultaneously linearly independent

among themselves and di↵erent from the previously selected set. Hence, for the pre-

sented algorithm, we would expect to find that the additional rows/columns selected
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via extended DEIM contain a subset of data points even more broadly representative

than those selected via standard DEIM alone.

With this understanding of our approach, we turn now to some of the more the-

oretical implications of extending DEIM.

5.3.2 Theoretical Implications

In extending DEIM to select k̂ as opposed to k indices, we also seek an extension

of the related theoretical results. Where the results presented in [95] make use of the

invertibility of PTV in standard DEIM, as mentioned above, we now only have that

for our extended DEIM construction of P 2 R(m⇥ˆ

k), PTV only has full column rank.

In the subsections that follow, we present the theoretical results for bounding the

extended DEIM projection error and, for completeness, the implications of extending

DEIM for use in the context of computing a CUR matrix factorization.

Extended DEIM Projection Error Bound

The proof of the extended DEIM projection error for P defined as in 5.1 closely

follows that presented in [95].

Lemma 2. Let A be any matrix in Rm⇥n, and let V 2 Rm⇥k be such that VTV = I.

For P = I(:,p) 2 Rm⇥ˆ

k, assume PTV has full column rank. Let P = V(PTV)†PT ,

where (PTV)† = [(PTV)T (PTV)]�1(PTV)T . Then, with k · k denoting the induced
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matrix 2-norm,

kA� PAk  k(PTV)†kk(I�VVT )Ak. (5.5)

Furthermore, suppose V contains the first k left singular vectors of A; that is, V

satisfies the rank-k approximation A ⇡ VSWT , where VTV = WTW = I. Then

kA� PAk  k(PTV)†k�
k+1

. (5.6)

Proof. Notice that

PV = V[(PTV)T (PTV)]�1(PTV)TPTV = V,

which implies (I� P)V = 0. Then

||A� PA|| = ||(I� P)A||

= ||(I� P)(I�VVT )A||

 kI� Pkk(I�VVT )Ak

Using the fact that kI�Pk = kPk = k(PTV)†k for P 6= I or 0, the first result given

by Equation 5.5 holds. (As suggested in [95], for proof that kI�Pk = kPk, see [100].)
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If V contains the first k singular vectors of A, then

kA� PAk  k(PTV)†kk(I�VVT )Ak

= k(PTV)†kkA�VSWTk

= k(PTV)†k�
k+1

.

Hence, the second result given by Equation 5.6 holds.

Having proved Lemma 2 for the row-selecting projection, P , we note that a

similar result holds for the column-selecting projection Q = Q(WTQ)†WT , where

(WTQ)† = (WTQ)T [(WTQ)(WTQ)T ]�1. Specifically, for W 2 Rn⇥k containing the

first k right singular vectors of A, and for Q = I(:,q) 2 Rn⇥ˆ

k such that WTQ has

full rank, we have the following projection error bound:

kA�AQk  k(WTQ)†k�
k+1

.

While the measure of accuracy may be di↵erent in the theoretical and class-

detection settings, we include these more theoretical results for completeness as ex-

tensions of DEIM may find use in other settings. With that in mind, we take a

moment now to discuss the role of an extended DEIM algorithm in forming a CUR

factorization and its corresponding approximation accuracy.

D 
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Application to the CUR Matrix Factorization

As mentioned above, one of the uses of DEIM demonstrated in the existing liter-

ature is in constructing a CUR matrix factorization of the matrix A. A CUR matrix

factorization is such that A ⇡ CUR with C = A(:,q) and R = A(p, :) for index

vectors p,q 2 Rk, and U is defined such that the approximation holds–for example,

we can set U = C†AR† for C† and R† equal to the left and right pseudoinverses of C

and R, respectively. More details regarding the formation of such factorizations can

be found in a number of papers such as [97], [32], [22], and [95], with our approach

aligning closely with the DEIM-induced factorization described by Sorensen and Em-

bree [95]. Where standard DEIM has been used to form q and p in the past, here

we use E-DEIM to identify q 2 Rˆ

k and p 2 Rˆ

k. Once again, in this context, using

E-DEIM allows us to select more indices than allowed by the rank of the SVD, or in

the case where computing the SVD is prohibitively expensive, additional indices can

be selected using only a low-rank SVD approximation without computing the SVD

approximation for larger k.

Let

Q = I(:, [q̃; q̂]) =


eQ Q̂

�

and

P = I(:, [p̃; p̂]) =


eP P̂

�

where q̃ and p̃ are those indices selected via standard DEIM and q̂ and p̂ are the
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additional indices selected through the presented extension of DEIM.

Using the notation presented in Lemma 1, we use the fact that P̂T

i

V̂ti is invertible

for each 1  i  k̂ � k to conclude that P̂T V̂ has full row rank. Then we can also

conclude that our selection of an additional k̂ � k linearly independent rows from V

yields a submatrix A(p(k + 1 : k̂), :) that has full row rank. In a similar manner, we

can select an additional set of linearly independent columns A(:,q(k + 1 : k̂)).

For simplicity–and for its relevance to the observation subset selection–for now,

we consider only the case with q 2 Rˆ

k and keep p 2 Rk. Using extended DEIM to

select columns and standard DEIM to select rows of the rank-r matrix A 2 Rm⇥n,

we can still obtain a CUR decomposition of the form A ⇡ CUR where we now have

C 2 Rm⇥ˆ

k, U 2 Rˆ

k⇥k, and R 2 Rk⇥n. Suppose C has rank  for   k̂  r. Without

loss of generality, suppose that the first  columns of C are linearly independent with

the first k columns selected via standard DEIM and the next (�k) columns selected

via an extension, and suppose the remaining (k̂ � ) columns lie in the span of the

first  columns. Then we can write

A ⇡ CUR =


C

1

C
2

�
2

664
U

1

U
2

3

775R, (5.7)

where C
1

2 Rm⇥ and C
2

2 Rm⇥(

ˆ

k�) both have full column rank but Range(C
2

) ⇢

Range(C
1

), and U
1

2 R⇥k and U
2

2 R(

ˆ

k�)⇥k.
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If the E-DEIM selected columns of C
2

are unknown, we can set

U1 =

2

664
C

1

(:, 1 : k)†AR†

0

3

775

and U
2

= 0. This is the same structure of U that can be used for  = k < r; we can

take U
1

= C†
1

AR† and define U
2

= 0. With this choice of U, we can then find an

approximation error bound for

kA�CURk = kA�C
1

U
1

Rk.

Since C
1

and R simply contain the standard-DEIM-selected indices, the CUR error

bound follows directly from Theorem 4.1 in [95]. Since C
1

= AQ(:, 1 : k), this proof

only requires use of the first k columns of Q, denoted as Q̃ above, with (WT Q̃)

invertible.

Suppose, however, that  > k and the E-DEIM-selected columns are known so

that we may define U
1

= C†
1

AR†, which is no longer a square matrix, and U
2

= 0.

To prove an error bound for the corresponding CUR factorization, we will make

use of the E-DEIM projection error that follows from Lemma 2 for the projection

Q
1

= Q
1

(WTQ
1

)†WT , where Q
1

= I(:,q
1

) is such that AQ
1

= C
1

. Before proving

this result, for completeness we first prove a slight generalization of Sorensen’s and

Embree’s Lemma 4.2 [95], closely following their proof technique.
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Lemma 3. Let A ⇡ VSWT be the rank-k SVD of A with k < min{m,n}.

Suppose that for k̂ � k, p 2 Rˆ

k and q 2 Rˆ

k are such that C = A(:,q) = AQ and

R = A(p, :) = PTA, and k(PTV)†k and k(WTQ)†k are finite. Then

k(I�CC†)Ak  k(WTQ)†k�
k+1

and kA(I�R†R)k  k(PTV)†k�
k+1

. (5.8)

Proof. With C† = (CC)�1CT and C = AQ, we see that

CC†A = (AQ)(QTATAQ)�1QTATA. (5.9)

Setting � = Q(QTATAQ)�1QTATA, it follows that CC†A = A� and

(I�CC†)A = A(I��).

Notice that since � is a projection onto the range of Q, �Q = Q and

�Q = �Q(WTQ)†WT = Q(WTQ)†WT = Q.

Then

A(I��) = A(I��)(I�Q) = (I�CC†)A(I�Q)
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so that (I�CC†)A = (I�CC†)A(I�Q). It follows, then that

k(I�CC†)Ak = k(I�CC†)A(I�Q)k

 kI�CC†kkA(I�Q)k

 k(WTQ)†k�
k+1

(5.10)

by Lemma 2 with k < min{n,m} and using the fact that I �CC† is an orthogonal

projection with kI�CC†k = 1. Hence the first inequality in 5.8 holds.

The proof of the second inequality in 5.8 follows a similar pattern. Defining

 = AATP((PTA)(PTA)T )�1PT , we see that

A(I�R†R) = A�AATP((PTA)(PTA)T )�1PTA

= A� A

= (I� )A

= (I� P)(I� )A

= (I� P)A(I�R†R),
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where we recall that P = V(PTV)†PT . Then, it follows that

kA(I�R†R)k = k(I� P)A(I�R†R)k

 k(I� P)Akk(I�R†R)k

 k(PTV)†k�
k+1

. (5.11)

This result allows us to prove a bound on the CUR approximation error A ⇡

C
1

U
1

R with C
1

2 Rm⇥, U
1

2 R⇥k, and R 2 Rk⇥n for  > k as described above.

This result parallels Theorem 4.1 presented in [95]; once again, we closely follow the

technique presented in [95] (which closely follows a technique in [61]).

Lemma 4. Suppose A 2 Rm⇥n, 1  k <   min{m,n}. Let C
1

= A(:,q
1

) 2 Rm⇥,

R = A(p, :) 2 Rk⇥n and U
1

= C†
1

AR†. Then

kA�C
1

U
1

Rk  (k(PTV)�1k+ k(WTQ)†k)�
k+1

. (5.12)

Proof. Since U
1

= C†
1

AR†,

A�C
1

U
1

R = A�C
1

C†
1

AR†R = (I�C
1

C†
1

)A+C
1

C†
1

A(I�R†R)

D 
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Then

kA�C
1

U
1

Rk = k(I�C
1

C†
1

)A+C
1

C†
1

A(I�R†R)k

 k(I�C
1

C†
1

)Ak+ kC
1

C†
1

kkA(I�R†R)k

 k(WTQ
1

)†k�
k+1

+ k(PTV)�1k�
k+1

.

This last line follows from Lemma 3 above and the related standard-DEIM result

presented in Lemma 4.2 of [95]. Hence we see the result in 5.12 holds.

In the case where the CUR factorization is defined as in 5.7 with U
2

= 0, the

bound on 5.12 is the same for kA�CURk. We also note that where this result is pre-

sented for the case where only C contains E-DEIM-selected columns that contribute

additional information regarding the column space of A, very similar results can be

obtained for the cases in which E-DEIM is used to form both C and R or only R.

These results presented in this section suggest that extensions of DEIM that min-

imize k(WTQ
1

)†k and k(PTV)�1k are more theoretically desirable. While we do not

currently have a bound on such quantities for the extensions presented here, this is a

topic of future interest.

5.3.3 Description of Data Experiments

We next evaluate the performance of Extended DEIM (E-DEIM) in the context

of subset selection in a couple of di↵erent contexts; for comparison with the use of

D 
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standard DEIM in the ECG analysis setting [38], we apply E-DEIM to the MIT-BIH

Arrhythmia Database [72] available in PhysioNet [29]. To highlight the role of E-

DEIM in identifying more classes than allowed by the rank of the corresponding data

matrix, we also apply our approach to the Letter Recognition Data Set from the UCI

Machine Learning Repository [20] described in [26].

MIT-BIH Arrhythmia Database

The MIT-BIH Arrhythmia Database consists of 48 files containing 30-minute two-

lead electrocardiogram (ECG) recordings from 47 di↵erent patients [72]. Though ways

for including additional leads in subset selection are suggested in [38], we only consider

one lead in our analyses; the MLII lead is processed when available, with the V5 lead

analyzed in cases without access to the MLII lead. These MIT-BIH recordings contain

whole-beat annotations that serve as a reference here for determining whether or not

all of the di↵erent expected beat classes are detected. As is done in a number of works

in the literature (for example [18]), the files containing paced beats are removed from

consideration and the remaining data set is divided into a training set and a test

set–called DS1 and DS2, respectively–each with 22 files. Using the RR-interval data

provided with the waveforms in PhysioNet [29], each RR-interval is interpolated to

contain 150 time samples; these beats are used to construct a data matrix with each

column corresponding to the amplitudes of an individual beat.

Each beat in this data matrix is assigned a label corresponding to the physician-
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given annotation at the beat onset included with the data set. Given the provided

labels, we consider the following annotation classes within the data: normal beat

(N ), left bundle branch block beat (L), right bundle branch block beat (R), atrial

premature beat (A), aberrated atrial premature beat (a), nodal (junctional) prema-

ture beat (J ), supraventricular premature or ectopic beat (S ), premature ventricular

contraction (V ), fusion of ventricular and normal (F ), atrial escape beat (e), nodal

(junctional) escape beat (j ), ventricular escape beat (E ), and unclassifiable beat (Q)

[29]. (Of note is that, after filtering, the S class is only present for two beats and

may be excluded in some analyses where only annotations with three or more beats

present are considered.)

Letter Recognition Data Set

The letter recognition data set consists of 20, 000 observations of 16 features de-

rived from perturbed images of letters from the English alphabet in a variety of fonts.

Each feature has been scaled to take on integer values from 0 to 15 [26]; since the

data is already scaled to have values within a fixed range, we do not normalize this

data prior to analysis. Each of the 26 classes is well-represented in the data set;

by “well-represented,” we mean that each of the 26 classes has > 700 observations.

Splitting the data randomly into training and test sets, each of the corresponding

16⇥ 10, 000 data matrices are prime candidates for class detection through an exten-

sion of DEIM. Where we would hope to identify representatives for each of the 26
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letters in the English alphabet, the fact that each the corresponding data matrices

has a rank of at most 16 makes it impossible for standard DEIM to detect all 26

classes in both training and test sets.

Variations on E-DEIM

To better understand the role of the di↵erent pieces of the proposed E-DEIM

algorithm discussed above, we use DEIM to select a representative subset in each

of these data sets with four di↵erent DEIM-type implementations: standard DEIM,

E-DEIM considering only r
1

and no “memory” residual (i.e. r̂ = r
1

), E-DEIM with

the `
1

distance in computing r
2

, and E-DEIM with r
2

capturing a sense of coherence.

In the results below, these will be denoted as DEIM
S

, E-DEIMr
1

, E-DEIM
`

1

, and

E-DEIM
coh

, respectively.

In each experiment, parameter selection is performed for the SVD truncation

tolerance, ✓, to determine the rank, k, of the SVD approximation such that k is the

smallest index with �
k

/�
1

> ✓ for singular values �
1

� �
2

� · · · � �
k

� �
n

. Parameter

selection is performed for ✓ = 0.5, 0.1, 5⇥10�2, 10�2, 5⇥10�3, 10�3, 5⇥10�4, 10�4, 5⇥

10�5, 10�5. For the extended DEIM approaches, the extension tolerance within the

restarted portion of DEIM, denoted as ⌧ above, is also selected on the respective train-

ing set with tested parameter values of ⌧ = 10�4, 10�5, 10�6, 10�7, 10�8, 10�9, 10�10.

For both ✓ and ⌧ , the final parameter selection for the MIT-BIH set is given by

the largest parameter values obtaining the maximum amount of annotation detection
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across all files and all annotations; that is, the parameter pair is chosen to achieve the

highest detection rates in answering the following question: Of all individual labels to

be detected on a file-by-file basis, how many of those labels were selected via the given

DEIM implementation? Similarly, for the letter recognition data set, final parameter

combination of ✓ and ⌧ is chosen to minimize the number of missed classes.

5.4 Results and Discussion

5.4.1 MIT-BIH Arrhythmia Database Results

To test the extended DEIM methods on the MIT-BIH data set, we repeated the

same trials that were conducted in our previous work using standard DEIM [38],

but, as mentioned above, we directly compute the rank-k SVD of the data matrix as

opposed to finding an approximation using incremental QR. The results from applying

each of the DEIM variations described above are shown in Figure 5.1. Each bar in

this figure provides a summary of the percent detection among all expected labels

to be detected across all files for each of the tested SVD truncation tolerances. In

this summary, we consider the annotations in each file independently; for example,

if two out of three annotations are detected in one file and four out five annotations

are detected in another file, the detection summary for the two files would be six

out of eight annotations, or 75%. Interestingly, in all relevant cases, the results are

insensitive to the choice of ⌧ used in the restarted DEIM portion of the algorithm;

hence the results are shown only for the truncation tolerances of the SVD. The reason
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Figure 5.1 : Percent detection of all labels present among all files in the DS1 MIT-BIH
Arrhythmia Database training set for each of the four DEIM variations, DEIM

S

, E-DEIMr
1

,
E-DEIM

`

1

, E-DEIM
coh

and each of the ten tested SVD truncation tolerances. These results
show, of all annotations to be detected on a file-by-file basis, how many of those individual
annotations were detected through a particular variation of DEIM.

for this insensitivity to ⌧ is likely that the remaining columns of V̂ are still linearly

independent for the matrices associated with this data set.

From these results we see improved performance for each of the di↵erent DEIM

implementations as the SVD truncation tolerance decreases to ✓ = 1 ⇥ 10�3. At

this value of ✓, the detection percentages for DEIM
S

, E-DEIMr
1

, E-DEIM
`

1

, and E-

DEIM
coh

are 85.33%, 90.67%, 92%, and 92% respectively. Fixing ⌧ = 10�4, we select a

truncation tolerance of ✓ = 10�3 in applying each of the four DEIM implementations

to the test set, DS2. The corresponding results are shown in Table 5.1. Here we

present the detection summary results for both the full data set and the case in
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DS2 DEIM
S

E-DEIMr
1

E-DEIM
`

1

E-DEIM
coh

Full data set 90 92.86 92.86 94.29

� 3 beats present 94.55 98.18 98.18 100

Table 5.1 : Percent detection of all annotations expected to be detected on a file-by-file
basis for the DS2 subset of the MIT-BIH Arrhythmia Database with ✓ = 10�3 and, in the
extended methods, ⌧ = 10�4.

which annotations appear fewer than three times in a given file.

An annotation-by-annotation breakdown of the results on the full data set is shown

in Table 5.2, with the corresponding results for cases with annotations represented by

three or more beats shown in Table 5.3. In all three results tables, Tables 5.1, 5.2, and

5.3, we see that simply extending the method to restart DEIM improves the detection

results. Though the overall improvement over standard DEIM shown in Table 5.1 is

the same for both E-DEIMr
1

and E-DEIM
`

1

, Tables 5.2 and 5.3 demonstrate that the

improvement is spread out across two classes (A and F ) in E-DEIM
`

1

as opposed to

the single class (F ) with improved results for E-DEIMr
1

. The greatest improvement

seen, however, is in the application of E-DEIM
coh

in which not only is DEIM restarted,

but the “memory” residual, r
2

is computed using a measure of coherence. Hence, we

see that the incorporation of r
2

in the extension of DEIM does add value to the overall

algorithm performance in class detection. With these improved results, it is of little

surprise that the amount of dimension reduction decreases through extending DEIM.

Where standard DEIM sees a dimension reduction of 92.99% from the original 44, 664

beats, each of the extensions yields a reduction by 85.98% on the full DS2 data set.

I I I I I I 
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DS2 N A V Q L a F R J j

DEIM
S

100 84.62 100 100 100 100 57.14 100 50 50

E-DEIMr
1

100 100 100 100 100 100 57.14 100 50 50

E-DEIM
`

1

100 92.31 100 100 100 100 71.43 100 50 50

E-DEIM
coh

100 100 100 100 100 100 71.43 100 50 50

Table 5.2 : The annotation detection results for the full DS2 subset of MIT-BIH Arrhythmia
Database with ✓ = 10�3 and ⌧ = 10�4.

DS2 N A V Q L a F R J j

DEIM
S

100 77.78 100 100 100 100 66.67 100 100 100

E-DEIMr
1

100 100 100 100 100 100 66.67 100 100 100

E-DEIM
`

1

100 88.89 100 100 100 100 100 100 100 100

E-DEIM
coh

100 100 100 100 100 100 100 100 100 100

Table 5.3 : The annotation detection results for cases in which � 3 beats with an annotation
are present in a file of DS2 subset with ✓ = 10�3 and ⌧ = 10�4.

This, however, is a direct result of constructing the algorithm to detect up to 2k class

representatives.

5.4.2 Letter Recognition Data Set Results

Because the initial motivation in extending DEIM was to be able to handle class

detection in the case where the number of classes exceeds the rank of the matrix,

we also test the performance of extended DEIM CUR on the letter recognition data

set described in [26] and available through the UCI Machine Learning Repository

[20]. As with the MIT-BIH Arrhythmia Database, we perform parameter selection

on the training half of this letter recognition data. The class detection results are
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Figure 5.2 : Number of missed classes out of the 26 classes present in the letter recognition
dataset for each of the four DEIM variations, DEIM

S

, E-DEIMr
1

, E-DEIM
`

1

, E-DEIM
coh

and each of the ten tested SVD truncation tolerances.

shown in Figure 5.2. Because these E-DEIM results are also insensitive to the choices

of ⌧ tested, we again only present the results for the corresponding SVD truncation

tolerances. We see from these results that the number of missed classes decreases

as ✓ decreases to 1 ⇥ 10�2, where DEIM
S

misses 13 classes, DEIMr
1

and DEIM
`

1

both miss ten classes, and DEIM
coh

misses seven classes. Notice that for ✓ = 0.5,

DEIM
coh

performs just as well as standard DEIM. It is worth noting here that for

this truncation tolerance, the resulting low-rank SVD approximation has rank one;

hence, any attempt to compute the coherence between the rows of V 2 Rm⇥1 and

V̂ 2 R(m�1)⇥1 will preclude the selection of an additional index in the restarted DEIM

step due to the fact that elements of R1 are colinear.
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Test Set DEIM
S

E-DEIMr
1

E-DEIM
`

1 E-DEIM
coh

Missed Classes 13 10 7 6

% Dimension Reduction 99.87 99.74 99.74 99.74

Table 5.4 : Class detection and dimension reduction results for the test portion of the letter
recognition data set.

Given the results from Figure 5.2, we fix ✓ = 10�2 and ⌧ = 10�4 in applying

the di↵erent DEIM implementations to the letter recognition test set and obtain the

results in Table 5.4. From this table, we again see E-DEIM methods outperform

standard DEIM in class detection. The role of the “memory” residual appears to be

more important for class detection in this data set, with E-DEIM
coh

again missing

the fewest number of classes. The classes missed by E-DEIM
coh

correspond to images

of the letters C, G, N, R, V, and Z; while it is unclear why these particular classes

are missed, it is possible that not all classes are detected due to the influence of the

perturbations and the e↵ects they may have on making two images of the same letter

stand out as two separate classes. Like the MIT-BIH data set, we again expect to see

the smaller amounts of dimension reduction for the E-DEIM implementations. For

this particular data set, however, the extension of DEIM is clearly needed as there

is no way for standard DEIM to identify all 26 classes in the data set from 10, 000

observations, even with the maximum amount of data reduction allowed.

A topic of interest for future studies on this data set is the implementation of

extended DEIM to accept more than 2k observations; seeing as we are able to identify

I I I I I 
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20 of the 26 classes in selecting only 32 observations with DEIM
coh

, the question

remains as to how many observations should be selected in order to detect all 26

classes. A subsequent question, then is: What is an appropriate criteria to determine

how many restarted DEIM iterations should be implemented to detect all of the

relevant classes in the data set.

In both the MIT-BIH Arrhythmia and letter recognition sets, we see that the ex-

tension of DEIM with the inclusion of the coherence-computed r
2

residual consistently

outperforms standard DEIM for rank-k SVD approximations with k > 1. Even with-

out the coherence means of maintaining “memory” of the previously selected indices,

the extended versions of DEIM are indeed able to detect additional classes within

the data upon restarting. This supports the use of E-DEIM in future class-detection

applications when the rank of the data matrix is not great enough for the detection

of all classes.

5.5 Conclusion

In this work, we have presented a novel extension of the DEIM index-selection

algorithm for the purposes of identifying additional data points of interest in the sce-

nario that the number of classes present in the data set exceeds the matrix rank. As

presented here, we are able to extend existing theory regarding the DEIM projection

error to the newly defined E-DEIM projection and study some of the implications

of using E-DEIM to construct the CUR matrix decomposition. In applying this
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algorithm to real data sets, we see that the extension does indeed allow for the iden-

tification of additional classes not detected with standard DEIM alone; the greatest

improvement over standard DEIM is seen in the extension of DEIM with a “memory”

residual defined in terms of the coherence between those rows/columns selected and

those rows/columns left unselected via standard DEIM.

With questions remaining regarding DEIM’s sensitivity to outliers and noise, sim-

ilar questions naturally arise for the extended DEIM case. In addition, the number

of extensions–or DEIM restarts–allowable in the algorithm presented here is an area

of interest for future study. We also note that extensions of DEIM or DEIM-related

algorithms can take on many forms. Given the success of our proposed E-DEIM algo-

rithm in the experiments presented here, we plan to pursue this research area further

for the purposes of class detection in low-rank matrices.
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Chapter 6

Beat Classification and Feature Identification

Thus far, we have focused on the selection of representative beats from pre-existing

labeled data sets available online. While these data sets convey the utility of the

discussed subset-selections methods, we now turn to the application of our approach

to the much larger and much noisier data set available at Texas Children’s Hospital

(TCH).

6.1 Beat Delineation

Where we have used beat delineations defined by clinical experts throughout the

majority of the thesis up to this point, we now take a brief moment to discuss the

issue of R-peak detection in the unlabeled TCH data set.

Though there are many existing R-peak detection techniques in the literature, the

problem of detecting individual beats in a real, noisy data set from pediatric patients

with congenital heart disease is still a non-trivial task. After some trial and error,

we have settled on using a combination of three di↵erent beat-detection algorithms

in e↵ort to accurately identify individual RR-intervals. In doing so, we combine a

peak-detector based o↵ of the Hilbert transform, an implementation of the popular

Pan-Tompkins algorithm [80] written by Sedghamiz and available on MATLAB’s File
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Exchange [90], and a wavelet-based implementation adapted from ideas presented by

Bouaziz, Boutana, and Benidir [8]. In our approach, each peak-detector is applied

separately, and those results are then used to determine regions containing peaks de-

tected by two or more algorithms; the maximum sample in a given region is retained as

the corresponding R-peak. As an added means of ensuring physiologically-reasonable

peak detection, when available, we also compare our automatically detected heart rate

with the heart rate recorded from the bedside monitor; if we detect a peak that yields

a heart rate too dissimilar from the monitor-recorded heart rate, the corresponding

peak will be ignored.

Demonstrating great improvement over some of our earlier implementations, the

current approach requires the agreement of multiple algorithms to decide if a time

segment corresponds to a beat; while this has empirically improved the quality of

detected beats, it may sometimes leave good-quality beats undetected and is still

by no means perfect (as demonstrated by some of the results presented in the next

section). Although other data processing techniques, such as outlier detection, may

be applicable to the identified beats prior to further analysis via DEIM, a truly robust

means of beat delineation is still an area of interest in moving forward.

6.2 Hierarchical DEIM-CUR

While we have demonstrated that DEIM-CUR is a viable means of reducing the

dimension of the morphology class identification problem, the question remains: how
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will the use of CUR scale to a larger data set? As the TCH data set is significantly

larger than those studied in previous sections, there are a number of ways to proceed

in identifying a representative subset of beats from a data set of such scale. For

instance, depending on the memory structure, this data set could be a prime can-

didate for using an incremental QR factorization to approximate a rank-k singular

value decomposition in applying E-DEIM. Since the data is stored by patient bed

and day, however, we choose to apply DEIM-CUR, or E-DEIM-CUR (see Chapter

5), in a hierarchical fashion; we implement a form of “hierarchical DEIM-CUR” in

which DEIM-CUR is first carried out on subsets of the data, and then the selected

observations from each subset are combined for DEIM-CUR to be carried out again,

repeating the process as necessary. This type of idea also appears in Mackey’s, Jor-

dan’s, and Talwalkar’s divide-and-conquer matrix factorization [60]. The approach

used in this thesis is described in more detail below, with the dimension reduction

essentially being implemented in layers.

Methodology

Let B1 = {b
i

}n
i=1

be the set of heart beats in the data set, where n is so large that

all of the beats cannot be simultaneously held in memory. Instead of constructing

a single matrix A 2 Rm⇥n containing all beats in B1, we first partition the data

to construct g
1

distinct, smaller, more manageable subsets. For example, in our

application, this partition takes the form of a patient’s ECG data for a given day and
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hour; however, the optimal means of partitioning the data has yet to be studied in

this context. For 1  j  g
1

< n, let B1

j

⇢ B1 be such that

[

1jg

1

B1

j

= B1

and

\

1jg

1

B1

j

= ;.

Then, if |B1

j

| = n
j

for 1  j  g
1

, we require that
P
j

n
j

= n. Note, however, that it

is not necessary to require n
1

= n
2

= ... = n
g

1

.

With the data partitioned in this way, we define A
j

2 Rm⇥nj to be the matrix

such that

A
j

(:, i) = B1

j

(i) for 1  j  g
1

, 1  i  n
j

where B1

j

(i) is the ith beat in B1

j

. DEIM-CUR can then be carried out separately on

each A
j

so that

A
j

⇡ C1

j

U1

j

R1

j

for 1  j  g
1

.

Then C1

j

2 Rm⇥µj , 1  µ
j

 n
j

, contains as its columns the beats of interest from

B1

j

. Let

A1 =


C1

1

| C1

2

| . . . | C1

g

1

�

where Cj

1

= A(:,q1

j

) with DEIM-constructed index vector q1

j

for 1  j  g
1

.

Then A1 is a matrix in Rm⇥N for N =
P
j

µ
j

. If N is small enough, we can simply
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carry out DEIM-CUR on A1 to get our final reduced data set. Otherwise, we set

B2 =
[

1jg

1

B1

j

(q1

j

)

and partition B2 into g
2

distinct, smaller subsets. The process is continued until we

have a small enough subset, B`, of our original data set to carry out the rest of the

analysis using the data matrix A`. The appropriate interpretation of “small enough”

is still unknown; this idea is somewhat similar to the need to develop stopping criteria

for E-DEIM, and determining a more rigorous threshold for this approach is a topic

of interest for future work.

6.2.1 Application to TCH Data Subset

Using this hierarchical approach, we have performed preliminary experiments on

a subset of the pediatric data at TCH using Sickbay™to extend the analysis to data

recorded over several days from multiple patients.

Along with the beat-delineation scheme described above, we apply DEIM-CUR

with an incremental QR tolerance of 10�4 and a two-level hierarchical approach to

data from a cohort of pediatric patients with extremely low birth-weight at Texas

Children’s Hospital. The patient data is stored one day at a time, meaning each

individual file contains at most 24 hours of data. In our analysis, each file/day is

broken into a one-hour bu↵er containing ECG data from up to four di↵erent leads (if

any), where currently, each of the four leads is analyzed individually. For each lead,
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the data on the bu↵er is filtered, and then the signal is divided into individual beats.

Once the individual beats are detected, each beat is then interpolated to have the

same length of 150 samples, and these beats are then normalized and concatenated

to form a matrix. CUR is applied to the matrix, where each column in the matrix

contains an individual beat, and the results are saved in an SQL database.

With one SQL entry corresponding to beat selection from one data matrix, there

were a total of 10, 556 entries from Lead I, 19, 282 entries from Lead II, 8, 109 entries

from Lead III, and 532 entries from Lead IV. The total number of beats held in these

entries from the first hierarchical step is shown in Table 6.1. The percent dimension

reduction in selecting these beats via CUR was also stored in the results table for

each bu↵er; the average amount of dimension reduction given by the first step of

hierarchical CUR is also given in Table 6.1.

For feasibility in annotating, results from the initial application of CUR are re-

duced to set to approximately 1000 beats per lead through a second application of

CUR. Recognizing that this is a rather restrictive approach to identifying the final

subset of beats, we again point out the need for improved criteria in determining the

stopping criteria in the hierarchical in E-DEIM approaches. For our initial experi-

ments, however, since the rank of the data matrices tends to be approximately 149,

the beats selected through the first CUR implementation are partitioned so that only

a small number of matrices are analyzed in the second implementation of CUR; for

example, using the notation above, we set g
2

= 8 to obtain the desired size of the
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final set to be labeled.

The last two columns of Table 6.1 show the number of selected beats and average

dimension reduction resulting from the second application of CUR in this hierarchical

approach.

Size of Reduced Set Avg. % Reduction Size of Reduced Set Avg. % Reduction

Lead (Step 1) (Step 1) (Step 2) (Step 2)

I 1,564,711 96.2104 1043 99.9333

II 2,854,968 95.6219 1192 96.8430

III 1,198,993 95.4429 1192 95.7570

IV 75,770 85.7740 1043 98.6223

Table 6.1 : The size of the reduced sets and amount of dimension reduction for both steps
in the hierarchical CUR process.

To gain a sense of the types of beats selected for the final reduced set, Figures 6.1

through 6.4 show 100 of the beats chosen in the four di↵erent leads.

With this trial run of hierarchical DEIM-CUR with incremental QR, we gain a

better sense of the practical issues that still remain in analyzing real, noisy data. From

these results, we see that we are indeed able to identify some of the di↵erent RR-

interval morphologies present in the data, but there are still non-physiological “beats”

detected through our beat delineation technique, as well as a need for improved de-

noising and outlier detection–a priority for future work. Having only used DEIM-

CUR in this implementation, we also intend to apply additional techniques, such as

hierarchical CUR with E-DEIM and a more rigorous criteria for the appropriate size

of the reduced data set.
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Figure 6.1 : One hundred of the beats selected via CUR on lead I.

Figure 6.2 : One hundred of the beats selected via CUR on lead II.
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Figure 6.3 : One hundred of the beats selected via CUR on lead III.

Figure 6.4 : One hundred of the beats selected via CUR on lead IV.
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6.2.2 Further Reduction via Clustering

As an alternative or additional step to hierarchical DEIM-CUR, we also leave

open the possibility of using a clustering algorithm, such as Max-Min clustering, to

identify sub-groups (or repeated patterns) in our DEIM-reduced set. In doing so, we

can essentially treat our DEIM-CUR results as cluster centroids in themselves. This

provides a starting place for a clustering algorithm or even for classification, such as

1-NN, forgoing any clustering. However, as demonstrated in our results on the MIT-

BIH arrhythmia data (see Appendix A.2 for full results), it is possible that in selecting

a subset of morphologies, DEIM-CUR may identify similar beats within a given data

subset and/or across multiple patients. Clustering on the CUR results allows for

the grouping of these similar morphologies in light of a particular distance measure,

such as dynamic time warping. Though a more rigorous parameter selection would

be needed in practice, consider for example the Max-Min clustering results shown in

Figure 6.5.

This figure demonstrates the cluster assignments for each of each of the 72 CUR-

selected beat in patient 101 for an incremental QR tolerance of 0.01 and a Max-Min

threshold of � = 5⇥ 10�3, where each color corresponds to a di↵erent cluster; though

some of the colors may be harder to distinguish, it is still clear that some of the more

distinctive morphologies are placed in their own cluster.

With multiple options for class refinement–hierarchical subset election, a carefully

selected stopping criteria for E-DEIM, and clustering–the identification of a represen-
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Figure 6.5 : The di↵erent morphology classes determined by max-min clustering on the
CUR-selected beats with CUR stopping tolerance 0.01 and � = 5⇥ 10�3.

tative subset from the data at TCH is in reach. Once this subset is in hand, we can

move on to the labeling of this subset and the subsequent labeling of new beats.

6.3 Labeling Beats

Next in the proposed feature identification approach, as outlined in Figure 1.1,

we require the input of clinical experts in the labeling of the features in each beat. In

order to obtain these expert-provided labels, we have developed a GUI in MATLAB

described further in Appendix C. As this part of the feature identification framework

is not a major focus of this thesis and will likely be achieved through other means

in future work, we direct the interested reader to Appendix C and assume for the

remaining sections of this chapter that we have a set of accurately labeled ECG beats
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for proof of concept.

6.4 Classifying Unlabeled Beats

Given an unlabeled beat, we next seek a means of classifying this beat according to

the beats provided in the physician-labeled morphology library. As demonstrated in

Chapter 3, for whole-beat classification, DEIM-CUR with 1-nearest neighbor (1-NN)

classification performs comparably, if not better, than other state-of-the-art methods

presented in the literature. While this approach is suitable for the time-being, future

work should be carried out to identify potentially better-performing classification

algorithms. A relatively recent review of works on ECG classification–including some

of the methods mentioned briefly in Chapter 3–can be found in [59].

6.5 Feature Identification from Annotated Beats

Although it has been described as a potential tool for many aspects of this work,

the primary role of dynamic time warping (DTW) in the current framework is in the

mapping of the physician-provided labels onto those beats newly assigned to the same

morphology class. In this section, we now provide a more in-depth look at DTW.

6.5.1 Dynamic Time Warping

Mentioned in previous chapters, dynamic time warping provides a means of min-

imizing the distance between two beats while accounting for nonlinear shifts in time
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among features. In doing so, a “warping path,” W , is defined to describe the mapping

between indices that minimizes the total error between the two series.

As reviewed by Berndt and Cli↵ord in their seminal work bringing DTW beyond

speech recognition [7]–as well as by Keogh and Pazzani in their introduction of deriva-

tive DTW (which is a mix of DTW with finite di↵erences to approximate time series

derivatives) [46]–the time warping path must satisfy certain properties. The most

commonly kept of these properties seem to be: (1) boundary conditions, (2) path

continuity, and (3) path monotonicity. The first of these conditions simply requires

that the first and last samples of one beat must be mapped to the first and last sam-

ples (respectively) of the other beat. Path monotonicity and continuity require that

the warping path cannot overlap itself or skip samples, only moving forward in time

(if moving at all), and moving forward at most one index at a time.

Berndt and Cli↵ord also include two additional requirements: a warping window,

which constrains the path so that only indices within a certain range of each other

can be compared, and a slope constraint that forces the path to move forward from

an index of one signal if too many indices in the other signal are being mapped to

it [7]; this mapping of one index to many is known as a “singularity” [46]. Though

the latter additional constraint is not considered here, a window size of 10% of the

number of samples per beat is used here. It has been demonstrated that the appro-

priate window size is problem-dependent [85]; while Ratanamahatana and Keogh [85]

and my previous work [37] might suggest that 10% is larger than necessary (if not
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too large), we adopt this more commonly used value for proof of concept – further

investigations on warping window size can be carried on larger subsets of the data if

deemed necessary.

A more detailed description of an algorithm satisfying these properties is shown in

Algorithm 9. The presented algorithm is adapted from Quan Wang’s 2013 DTW code

accessed on the MATLAB Central File Exchange [107]. While the warped distance

between signals can be determined in other norms [7], here we minimize the error in

the `2 (Euclidean) sense.

Algorithm 9 DTW
Input: a and b 2 Rn, two time series to be warped

!, the warping window fraction

Output: dist
DTW

(a,b), the DTW distance between a and b
W , the warping path between indices of a and b

1: !
`

= round(!n)
2: Define � to be an (n+ 1)⇥ (n+ 1) array with “Inf” stored in every entry.
3: �(1, 1) = 0
4: for i = 1 : n do
5: for j = max(i� !

`

, 1) : min(i+ !
`

, n) do
6: D(i, j) = (a(i)� b(j))2

7: �(i+ 1, j + 1) = D(i, j) + min[�(i, j + 1),�(i, j),�(i+ 1, j)]
8: end for
9: end for

% Normalize distance to be able to compare against other beats
10: � = �/max

(i,j)

D(i, j)

11: D = D/max
(i,j)

D(i, j)

12: Find the minimizing path, W , of length k by searching backward from �(n, n) to
�(1, 1), such that W

t

, 1  t  k, is the tth index pairing along the path.

13: dist(a,b) =
p

�(n,n)

k
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Figure 6.6 : Two synthetic beats to be warped to each other with the assumption that one
has been labeled and the other has not. (The beats are assumed to both have baseline 0 –
the verticle axis merely demonstrates the magnitudes of these beats).

As an example, consider the two synthetically generated beats in Figure 6.6. The

di↵erence matrix D and corresponding index warping path (in red) are shown in the

left panel of Figure 6.7, with the index mappings between the two beats shown in the

right panel.

Figure 6.7 : Left: Di↵erence matrix, D, with an error-minimizing warping path (shown in
red). Right: Some resulting index mappings between time series.
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Figure 6.8 : Example of feature identification via DTW on labeled and unlabeled synthetic
beats The labeling here is one that I assigned; we will ask physicians to help us with more
clinically accurate annotations.

Aside from its potential use in clustering and classification, DTW is the current

method of choice for beat-by-beat feature identification. The warping path deter-

mined by DTW can be used to map a desired feature in a physician-labeled beat to

the expected feature location in the unlabeled beat. To demonstrate this idea, Fig-

ure 6.8 shows the previously mentioned synthetic beats and the warping between an

example ST-segment labeling in the upper beat to the predicted ST-segment location

in the lower beat. As demonstrated, the ST-segment appears to be appropriately

identified in the unlabeled beat despite the duration di↵erences of the two segments.

Of course more testing needs to be performed to measure feature identification

accuracy via DTW; however, this example–and those in [37]–show promise for this

application of DTW.
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6.5.2 Feature Location Probability

Using the labels from multiple morphology classes simultaneously, we can use

DTW to estimate the probability that a feature exists in a certain region of the

unlabeled beat. To describe this process, consider the following:

• A 2 Rm⇥n containing unlabeled RR-intervals as its rows

• B 2 Rh⇥n containing in its rows the library RR-intervals that have been labeled

• k, the number of neighbors to use in determining label probabilities, and

• F , the set of features to be labeled in the rows ofA; for example F = {F
1

, F
2

, F
3

} =

{ ‘ST’, ‘Q’, ‘T’}.

With these variables defined, we can then determine an estimated probability that

a particular feature in F exists in a given sample of each beat in the rows A.

To compute these probability estimates, we first determine the k nearest neigh-

bors in B to each of the rows in A. Let k
i

denote the k ⇥ 1 vector of row indices

corresponding to the k nearest neighbors in B to row i of A; then Bki = B(k
i

, :) con-

tains the k nearest neighbors to A
i

= A(i, :), where k
i

(1) is the closest neighbor to

A
i

and k
i

(k) is the kth nearest neighbor to A
i

. As of now, the distance between two

beats is defined to be the Euclidean distance; however, the k nearest neighbors can

also be determined using another measure of distance such as dynamic time warping

(DTW).
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To utilize the known feature locations in Bki(`) to predict the feature location in

A
i

, we use the the DTW index mapping, or path, W
`

2 RN⇥2 for 1  `  k. Here,

the first column of W
`

holds the warped indices of Bki(`) and the the second column

holds the corresponding warped indices of A
i

. Using this notation, let W
`j be the

portion of the warping path that maps to A
i

from feature F
j

in Bki(`). Then if sample

⌘ in A
i

lies within W
`j(:, 2) it is given a feature F

j

score for neighbor k
i

(`) of

s
j`
(⌘) =

0

BB@
k � `+ 1

kP
t=1

t

1

CCA .

Otherwise, the sample lies outside of the warping path for feature F
j

and s
j`
(⌘) = 0.

Then, scoring ⌘ for each neighbor inBki , we can estimate the probability of sample

⌘ being a member of feature F
j

as

P (⌘ 2 F
j

) =
kX

`=1

s
j`
(⌘).

Notice, then, that if all neighbors given by k
i

map to the same sample in the

unlabeled beat, then the estimated probability of that sample being part of the feature

of interest is 1. While this probability estimate is oversimplified given the fact that

we are only using a small sample of neighbors to make predictions, it still provides a

measure of confidence in a feature’s location.
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Estimated location probabilities for five di↵erent features in an unlabeled synthetic

beat are shown in Figure 6.9. In this example, the test beat is from the synthetic

experiment with 50% width variability and is compared to 10 labeled beats from the

same experiment using k = 5. Not only are there regions with estimated probability 1

for the T, P, and Q waves, but these predicted locations do seem to be fairly accurate.

Less confidence can be had in the predicted S and ST locations, however, as indicated

by the lower probability estimates. We expect the probability for S wave location to be

small, but nonzero, due to the fact that there is no S wave in this unlabeled synthetic

beat, yet some of the five nearest neighbors do have S waves. This is not the case,

however, with ST segment prediction; the test beat and all of its neighbors have ST

segments, and, while the results do suggest that an ST segment is more likely than

not to exist in the correct region, greater agreement among the feature mappings is

desirable. In future iterations, we would like to see higher confidence in the predicted

ST segment location and contiguous samples in this prediction. In attempt to improve

feature mapping in these flatter regions, we might consider using another modification

of DTW, such as DTW with linear shift [37]. Overall, however, this means of feature

identification through a form of fuzzy classification shows promise in the results of

this small initial test.

Throughout this chapter, we have suggested algorithmic tools and have demon-

strated the workflow for feature identification after a final set of representative beats

has been identified. While there are still some areas in need of improvement before
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Figure 6.9 : Synthetic feature identification example. The estimated location probabilities
of the S, T, P, Q, and ST features given k = 5 nearest neighbors out of h = 10 labeled
beats.

a finished beat-labeling algorithm is in place, we are encouraged by the performance

of the approach presented here.
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Chapter 7

Additional Directions

In this chapter, we present early ideas in applying DEIM-CUR with incremen-

tal QR to the synthetic data and a subset of data from Texas Children’s Hospital.

The content of this chapter revolves primarily around questions regarding the prepro-

cessing of data for improved subset selection and the evaluation of DEIM-CUR with

incremental QR on unlabeled data sets. While we have found other means of address-

ing these questions for our application throughout this thesis, the results presented

here may find use in other settings and are included for completeness. If not specified,

all instances of CUR in this chapter refer to the DEIM-induced CUR factorization

with incremental QR described in Chapter 3.

7.1 Bitmapping and Linear Dependence

Two initial concerns in working with the linear-algebraic index selection schemes

presented in this thesis are

1. the number of selected rows is limited by the minimum dimension of the data

matrix, and

2. beats that are linear combinations of others may be missed due to the orthog-
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onalization steps within the algorithm.

The latter concern stems from the possibility that the linear combination of two

heart beats may actually define a new class since each feature within a beat contains

di↵erent information about the patient’s clinical status.

While the first concern is addressed through the extension of DEIM presented in

Chapter 5, another idea to address these concerns is to essentially turn each beat into

a bitmapped image, increasing the dimension of the represented beats and allowing

for some linear combinations of signals to have linearly independent representations.

Two variations of this approach are described below.

7.1.1 Converting a beat into a binary bitmap

Consider a time series vector a = [a
1

, a
2

, . . . , a
m

], where a
i

occurs at time t
i

for

1  i  m. We can partition the vertical axis at ⌘ points, y
1

> y
2

> . . . > y
⌘

. Note

that [y
1

, y
⌘

] does not have to include

a
max

= max
1im

a
i

or a
min

= min
1im

a
i

,
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nor do the partition points need to be equally spaced. To turn the time series into a

bitmapped image G of size ⌘ ⇥m, let

G(i, j) =

8
>>>><

>>>>:

1 if j = argmin
⌘

|a
i

� y
⌘

|,

0 otherwise.

An example of this process is demonstrated in Figure 7.1. The time series and

vertical-axis partition for ⌘ = 3 are shown in Figure 7.1a. For the sake of example,

note that we have y
1

= a
max

and y
3

= a
min

with y
1

� y
2

= y
2

� y
3

. Then, for each

value a
j

, we can initialize the column G(:, j) to zero, find the nearest partition point

y
i

, and set G(i, j) = 1. The result of this process is shown in 7.1b.

Once a signal is converted into a bitmap matrix (or image), the matrix is vectorized

by stacking the columns of G. It is these vectorized matrices that form the data

matrix to be processed via DEIM.

(a) (b)

Figure 7.1 : Left: An example signal and the vertical partition with k = 3. Right: The
corresponding binary bitmap of the signal.

Signal a S ig:nal a binary bitmap 

10 
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While this binary bitmap idea addresses the two concerns about minimum dimen-

sion and linearly dependent classes (discussed in more detail below), there is a balance

to be had between dimensionality and information loss. If we have a fine enough par-

tition of the vertical axis, i.e. large ⌘, the original signal may be recoverable, but

the computational time to carry out DEIM-CUR will su↵er as we are now looking at

index selection from an (m⌘)⇥ n data matrix, where n is the number of beats under

consideration. In addition, if ⌘ is large enough, then the added dimensionality from

the bitmap will give noise a larger role in separating beats via CUR; if two signals are

extremely similar in their overall morphology, a slight bit of noise in one signal can

result in two di↵erent representative bitmap matrices, yielding di↵erent representa-

tive dimensions. If, on the other hand, we take ⌘ to be small, noise plays a lesser role

and computation is manageable, but then a significant amount of information is lost

in the binary transformation.

7.1.2 Converting a beat into a recoverable bitmap

An alternative to the binary bitmap is to use linear combinations of the y-axis

partition values in order to form a bitmap image that can be used to recover the

original signal exactly. As was done for the binary bitmap, we still choose ⌘ partition

points along the vertical axis, y
1

> y
2

> . . . > y
⌘

. Now, however, instead of just

defining the image matrix in terms of ones and zeros by looking at the nearest par-

tition value for each signal sample point, we consider each sample point as a linear
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combination of the nearest partition points:

a
j

= µ
j

y
i+1

+ (1� µ
j

)y
i

for 1  j  m, µ
j

2 [0, 1], and some 1  i  ⌘.

For j = 1, ...,m, the scalar µ
j

is defined as

µ
j

=

8
>>>>>>>><

>>>>>>>>:

aj�yi

yi+1

�yi
if y

i+1

 a
j

 y
i

,

aj

y⌘
if a

j

 y
⌘

,

aj

y

1

if a
j

� y
1

.

Then the ⌘ ⇥m image matrix, G, is defined such that

G(i, j) =

8
>>>>>>>>>>>>><

>>>>>>>>>>>>>:

µ
j

if y
i

< a
j

< y
i+1

,

1� µ
j

if y
i�1

< a
j

< y
i

,

1 if a
j

= y
i

,

0 otherwise.

This recoverable bitmapping is demonstrated for the previous signal example with

⌘ = 3 in Figure 7.2. Notice that while this form of bitmapping results in a denser

image matrix, it does allow for a more informative means of representing each beat

in bitmap form with smaller values of ⌘. This allows for an increased minimum

dimension in the full data matrix–containing multiple beats–without an extensive

----
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increase in computation. (Note that this increase in dimension is dependent on the

user-defined value of ⌘. In choosing this value in practice, we will for the time being

consider a maximum number of beat templates we would like to find.) As discussed

in the next section, like the binary bitmap, this method of preprocessing beats also

allows for linearly dependent beats to be selected in the CUR factorization.

(a) (b)

Figure 7.2 : Left: The previously shown example signal and vertical partition with k = 3.
Right: The corresponding bitmap image constructed such that the original signal can be
recovered given the partition values.

7.1.3 Linear Dependence

Now we take a closer look as to why two beats may be linearly dependent in the

time series form but not in the vectorized bitmap form. We consider the linear com-

bination of the above example signal a with signal b, which are linearly independent.

These two signals and their linear combination (signal c) are shown in Figure 7.3.

Signal a 
0.5 

10 
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(a) (b) (c)

Figure 7.3 : Example signals with vertical partitions shown. Signal c is simply the summa-
tion of signals a and b.

The binary and recoverable bitmapping of these three signals are shown in the top

three plots of Figure 7.4. The bottom plot of each subfigure shows the summation of

the bitmapped a and b. From this we can see that the summation of two bitmapped

signals is not equivalent to the bitmapping of the sum of the original signals. This is

perhaps demonstrated more clearly in Figure 7.5 containing the vectorized bitmap-

pings from both binary and recoverable methods. In fact, in both subfigures, we

can see that the vectorized bitmapped version of c is indeed linearly independent

from a and b by considering, for instance, the non-zeroes in the twenty-first entry of

vectorized a and the ninth entry of vectorized b.

The subtlety in this result is that, where zeros in the original a and b summed to

zero in the time series domain, these values are represented as nonzeros in the image

domain. From this small experiment, we see that bitmapping beats as a preprocessing

step to performing subset selection allows for more attention to be on the presence

and shape of individual features as opposed to whether or not a given signal can be

decomposed into separate beat morphologies.
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(a) (b)

Figure 7.4 : Top three plots: Bitmapped signals from Figure 7.3. Bottom plot: The sum of
bitmapped a and b.

(a) (b)

Figure 7.5 : Vectorized bitmappings from Figure 7.4. Note that in vectorizing, the columns
of the bitmap matrix are stacked. (Here, the vectors are transposed.)

While this approach does address the concerns around linear dependence, as

demonstrated in previous chapters, linear dependence does not actually appear to
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be a major concern in the current context of ECGs. As far as increased dimension for

selecting more indices than allowed by the matrix rank, bitmapping adds a perhaps

unnecessary level of complexity that can be avoided through the use of other index

selection schemes such as E-DEIM. Hence, while included in the results that follow,

this approach is not discussed outside of this chapter.

7.2 Measuring Subset Selection Quality

In the previous chapters, we have relied on the existence of labeled data sets to

measure the quality of our selected subsets. However, without the presence of known

labels, evaluating methods performance can be a di�cult task. This section describes

some initial ideas toward evaluating DEIM-CUR subset selection in unlabeled data

sets.

To find an additional means of quantitatively measuring the quality of the CUR

factorization in the context of subset selection, the resulting columns of A selected by

DEIM are treated as a basis set for the remaining columns of A. In the sections that

follow, we look at the results of applying DEIM-CUR with incremental QR to both

the synthetic data set described in Chapter 3 and a subset of the data from TCH

(described below). We particularly focus on the use of di↵erent normalization schemes

(also described below) with and without bitmapping for ⌘ = 6 and application of the

hierarchical CUR approach. In the experiments that follow, we present results for

eight di↵erent incremental QR thresholds: 0.05, 0.01, 5⇥ 10�3, 1⇥ 10�3, 5⇥ 10�4, 1⇥
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10�4, 5⇥ 10�5 and 1⇥ 10�5.

7.2.1 Texas Children’s Hospital Database and Normalization Schemes

To test the methods described herein on pediatric data, we use ECG recordings

collected from the bedside monitors at Texas Children’s Hospital. All experiments are

performed on the signal recorded from Lead I; this data is also filtered, trimmed and

split into individual beats. Initial testing is done using a subset of 18000 beats from

a single patient split into three smaller subsets of 6000 beats each for the hierarchical

analysis. For reference in future sections, the data from each of these subsets are

stored in Matrix 1, Matrix 2, and Matrix 3. Additional testing is done on a slightly

larger subset consisting of 12000 beats with data from three di↵erent patients (in-

cluding unused data from the patient whose data was used to construct the smaller

subsets); because this data set is analyzed in full without the hierarchical approach,

its corresponding data matrix is referred to as the larger matrix in the discussion

that follows. As in the case of the MIT-BIH data, each beat is interpolated to be 150

samples long in order to be arranged in a data matrix.

The role of normalization prior to data analysis is one that is important but

often seems to be overlooked or dismissed. The need for normalization, particularly

in computing distances between series, is demonstrated by Keogh and Kasetty in

their 2002 paper [45]. Rakthanmanon et. al emphasize that not subsequence under

consideration should be normalized independently [84]; for our implementation, each
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column (beat) contained in the data matrices we consider is normalized prior to

analysis. Though there are multiple ways to normalize these columns/beats, for

example by dividing by the `
2

or `
1

norm of the beat, we follow the example of

Rakthanmanon et. al [84] and Ratanamahatana et. al [86] in using Z-normalization,

normalizing each beat by subtracting its mean and dividing by its standard deviation.

In initial testing with DEIM-CUR, it was noticed that variability in the R peaks

(often the most prominent of features in ECGs) appeared to be influential in CUR

column selection. Although distinguishing di↵erent R peaks is certainly of value, one

concern is that minor changes in these features may dominate index selection, perhaps

overlooking important changes in smaller features (such as the T and P waves). To

try to account for R-peak dominance, our initial experiments with DEIM-CUR also

consider the normalization of the rows of the data matrix A after normalizing the

columns in e↵ort to pick up subtleties across all features.

These two normalization schemes–normalizing each beat (columns) with and with-

out row normalization–are considered in several of the experiments presented in the

subsections below.

7.2.2 Subset Basis Representation

Rather than looking at the projection error associated with DEIM index selection

(see Chapter 5 for a discussion of this error), we use a variety of di↵erent means to

evaluate how well the DEIM-selected beats represent the entire data set. We first
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evaluate the ability of the DEIM-CUR subset to serve as a basis for the unselected

beats; not only do we expect to approximate beats well using this basis, but we would

also like to represent each beat accurately using only a few of the DEIM-CUR-selected

basis beats.

Specifically, we initially determine what percentage of beats in the original data

set can be approximated within a given error tolerance, tol, with � percent of the

approximation coming from at most r beats in the basis set. In doing so, we let

C 2 Rm⇥k from the DEIM-CUR factorization be the representative basis set, where

each column in C is a beat from the original data matrix A 2 Rm⇥n. For each beat,

a
j

, C is warped onto a
j

via DTW in order to form the warped basis C
j

. This warping

is one way, meaning that the DTW warping path is used to stretch and condense each

basis beat to the beat of interest, simultaneously stretching/condensing both the basis

beat and the beat of interest.

Once the basis is warped to a particular beat, a linear system is solved in order to

determine the warped basis coe�cients {↵
1

, · · · ,↵
k

} for the best approximation to

beat a
j

in the space spanned by C
j

. If the warped basis approximation has a relative

error less than or equal to tol, the coe�cients are then normalized so that they sum

to 1. If the sum of the r largest coe�cients is greater than or equal to �/100, then the

beat a
j

is considered to be well-represented by the basis. If the relative approximation

error is too high or the beat is not predominantly represented by r basis beats, then

a
j

is considered to be poorly represented by the CUR basis. This algorithm is shown
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more succinctly in Algorithm 10.

Algorithm 10 CUR Basis Representation

Input: A, original data matrix in Rm⇥n

C 2 Rm⇥k from the CUR factorization of A ⇡ CUR
tol, the desired error tolerance in the warped basis approximation
�, the percent of desired representation
r, the number of basis beats for representation

Output: P , the percentage of beats that are represented within
a warped basis approximation error of tol and with at most r beats
composing at least �% of the approximation

1: rep = 0
2: for j = 1 : n do
3: a

j

= A(:, j)
4: for i = 1 : k do

% Warp C(:, i) onto a
j

via the function W
DTW

:
5: C

j

(:, i) = W
DTW

(a
j

,C(:, i))
6: end for
7: Solve min kC↵� a

j

k
2

.

8: rel err = kCj↵�ajk
kajk

9: if rel err < tol then
% Sort normalized ↵ in descending order:

10: ↵̂ = sort
⇣

|↵|
k↵k

1

,‘descend’
⌘

11: if
rP

s=1

↵̂(s) � �

100

then

12: rep = rep+ 1
13: end if
14: end if
15: end for
16: P = rep

n

⇤ 100

In solving the linear system in line 7 of Algorithm 10, we use MATLAB’s backslash

command. This is worth noting since in converting from the bitmapped CUR results

to the original, beat-normalized data set, it is possible that the “basis” is not truly

a basis–it may contain more beats than the number of samples per beat, resulting
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in linearly dependent vectors. According the the MATLAB R2015b documentation,

using the backslash command with a rank deficient C
j

yields the solution with the

minimal amount of nonzero entries [67] (using a column-pivoted QR factorization [66],

[68]). This is preferable over the norm-minimizingsolution given by using the Moore-

Penrose pseudoinverse because it completely excludes some of the “basis” beats in

favor of using a smaller number of beats to represent each a
j

. Since we search for

larger coe�cients on only a select number of CUR beats, using MATLAB’s backslash

is preferable to conceivably spreading nonzero coe�cient values across similar beats

in the basis via the pseudoinverse.

We apply this DEIM-CUR basis approach to both synthetic and real data sets.

For each variability type, we compute the percentage of beats that were represented

with relative DTW error up to tol = 0.15 and more than � = 80% of the coe�cient

information coming from at most r = 3 beats.

Synthetic Data

Figures 7.6 and 7.7 show the percentage of beats satisfying these constraints as a

function of the tested incremental QR stopping tolerances. Figure 7.6 presents the

synthetic control case and Figure 7.7 shows the results for beat normalization, each

subfigure showing the results for di↵erent levels of a given type of synthetic variability.

More complete results for the other normalization types are presented in Ap-

pendix B.1 with Figures B.1-B.4 showing the results for each variability type, and
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each subfigure showing results for the di↵erent preprocessing approaches and levels

of added variability. From these results we see that as we increase variability, the

representability to 15% relative accuracy with only a few beats holding the majority

of the information decreases. The percentage of beats representable in this way can

exceed 90% for smaller feature-variation levels and smaller stopping tolerances, but

the more variable cases are poorly represented using the CUR-selected beats as a

basis. Of note is that the noise trial is not included here because the nearly full rank

structure of these synthetic matrices increased the computational time; in addition,

the random noise case is not of immediate interest since the noise in real physiological

data sets is not likely to be random.

Figure 7.6 : The percentage of beats representable with � = 80, r = 3, and tol = 0.15 for
the synthetic control case, di↵erent preprocessing, and the di↵erent stopping tolerances.
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Figure 7.7 : The percentage of beats representable with � = 80, r = 3, and tol = 0.15 for
beat normalization on di↵erent types and levels of variability with respect to the di↵erent
stopping tolerances.

TCH Data

The results for this sparse DEIM-CUR basis representation measure on the TCH

data sets for the di↵erent preprocessing schemes with � = 90, r = 2, tol = 5⇥ 10�2,

and with � = 80, r = 3, tol = 15 ⇥ 10�2 are shown in Figures 7.8 and Figure

7.9, respectively. These figures are generated using hierarchical DEIM-CUR, first

applyingCUR to the three smaller sets (Matrix 1, Matrix 2, and Matrix 3) of 6000

beats from the real data subset. The “Combined Matrix Subset” results in Figures 7.8
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the first application of CUR to the three di↵erent subsets; the “Combined Matrix

Full” results correspond to the representability of the full data set of 18000 beats

relative to the final reduced CUR basis.

Unfortunately, the results do not generally demonstrate that the unselected beats

can be well-represented by only a few basis beats (except, perhaps, when the incre-

mental QR tolerance is larger, meaning fewer basis beats are selected via CUR). The

fact that the Combined Matrix Subset results show improvement over the other cases

is possibly due to the fact that the combined CUR results make up a much smaller

select subset of the data. However, the “Combined Full Matrix” results suggest that,

with the beats selected in a hierarchical manner, the resulting subset does not repre-

sent the unselected beats well given this metric. This performance is likely due to the

fact that the formulation we are using for our measure of success does not encour-

age sparsity; the coe�cients/weights from the least squares approximation are too

broadly distributed among the columns of C, not allowing for a high concentration

of beat “information” to be contained within only two or three basis beats.
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Figure 7.8 : Percent represented with the four di↵erent approaches of interest with � = 90,
r = 2, tol = 5⇥ 10�2.
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Figure 7.9 : Percent represented with the four di↵erent approaches of interest with � = 80,
r = 3, tol = 15⇥ 10�2.
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7.2.3 Subset Basis Representation with `
1

Regularization

Revisiting our measure of representation success, we now include an `
1

regular-

ization term to solve the problem

min
↵2Rk

kC↵� ak2
2

+ �k↵k
1

, (7.1)

where � 2 R is nonnegative. In statistics, this problem is also known as “lasso” (least

absolute shrinkage and selection operator).

MATLAB’s lasso command solves the following closely related problem:

min
↵

0

2R,↵2Rk

 
1

2m

mX

i=1

�
a
i

� ↵
0

� ci
T↵

�
2

+ �
kX

j=1

|↵
j

|
!
,

which is more succinctly written as

min
↵2Rk

✓
1

2m
kC↵+ ↵

0

e� ak2
2

+ �k↵k
1

◆
, (7.2)

where e is simply the vector in Rm containing all ones [65]. As noted in the literature,

however, when C and a are centered (i.e. the column mean is subtracted from each

column), the intercept term ↵
0

is 0 [43]. For this problem, since each column of C

contains a normalized beat with mean 0, the intercept terms are always zero. As an

added measure, a flag is included in our implementation to output a warning when

the intercept is not numerically 0; the code outputs a message when the intercept
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term is > ✏
M

⇥ 102, where ✏
M

is machine epsilon.

In addition, to save computational time by greatly reducing the number of DTW

computations, we consider the relative error of the warped least squares approxima-

tion to each beat as opposed to warping the basis prior to solving the least squares

problem.

Tuning �

In the field of statistical learning, � is typically tuned to develop a model that

reduces the mean squared error; that is, � is tuned to find an ↵ that will produce the

best prediction given a new data set.

This, however, is not what is sought in tuning � for this application; we simply

desire to demonstrate that there is some � that produces a sparse solution with a

small enough relative error between the warped approximated beat and the original

beat of interest. Hence, as opposed to tuning � once for all matrices, we tune it on

each matrix of interest. This at first may sound like over-fitting, but because we want

to know how well C represents the data it came from, it would undermine our goal to

try to fit � on one set and then use it on a completely di↵erent set–we simply want

to demonstrate existence of a representative sparse solution.

That being said, for each matrix, eleven di↵erent evenly-spaced parameter values

are tested: � = 0 : 0.025 : 0.25 (using MATLAB notation). The largest parameter

with the mean plus standard deviation of the relative DTW error less than a given
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tolerance is selected. The maximum such parameter is chosen in e↵ort to encourage

maximal sparsity. If no � yields a small enough mean relative DTW error and stan-

dard deviation, then the parameter with the smallest error and standard deviation

sum is selected.

Once � is chosen, rather than fixing a threshold as to how many basis beats can be

used to represent another beat, we keep track of how many basis beats are required to

achieve a certain percentage of representation. We also store the individual relative

DTW errors for use in exploring the results later.

The algorithms for tuning � and then solving the regularized least-squares problem

with the selected parameter are shown below in Algorithms 11 and 12, respectively.

Some results from this approach applied to the TCH data are presented in the sub-

sections below.

Of note is that when � is tuned to be 0, MATLAB’s lasso does not simply

solve the least squares problem as it would using a command such as mldivide.

According to the MATLAB documentation [65], lasso results are computed using

a coordinate descent algorithm; it appears that this holds true in the � = 0 case

even though the problem can be solved using least squares. Then, even in finding an

approximation to a beat in the basis, lasso does not find the least squares solution to

this problem (much less a sparse solution), which should be a column of the identity

matrix. Because � = 0 was selected in several synthetic cases (especially those with

larger DEIM-CUR tolerances), synthetic results are not included in this section. If
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any additional work is to be done with this performance evaluation approach in the

future, more care should be taken in handling the case in which � = 0 is chosen from

parameter selection. This is also important to keep in mind in looking over the results

that follow – particularly for those of Matrix 3.
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Algorithm 11 CUR Basis Representation Parameter Tuning

Input: A, original data matrix in Rm⇥n

C 2 Rm⇥k from the CUR factorization of A ⇡ CUR
�, the vector of ` parameters to tune over
tol, the desired tolerance for choosing the final parameter value

Output: �̂, the maximum parameter value such that mean relative error and
corresponding standard deviation sum to be less than tol
rel err, the mean of the relative DTW error across all beats in A for
the chosen �̂
�
rel err

, the standard deviation of the relative DTW error across all
beats

in A for the chosen �̂

1: for j = 1 : n do
2: a

j

= A(:, j)
3: for i = 1 : ` do
4: ↵

i

= argmin
↵

(kC↵� a
j

k2
2

+ �(i)k↵k
1

)

5: end for
6: for t = 1 : ` do
7: b = C↵

t

% Warp b onto a
j

via the function W
DTW

:
8: b

t

= W
DTW

(a
j

,b)

9: rel err(j, t) = kbt�ajk2
kajk2

10: end for
11: end for
12: rel err = mean(rel err) % Find mean of each column
13: �

rel err

= std(rel err) % Find standard deviation of each column
14: �̂ = max

�
�
�
rel err + �

rel err

 tol
� 

15: if �̂ = [ ] then
16: ind = argmin

s

(rel err(s) + �
rel err

(s))

17: �̂ = �(ind)
18: end if
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Algorithm 12 CUR Basis Representation with Lasso

Input: A, original data matrix in Rm⇥n

C 2 Rm⇥k from the CUR factorization of A ⇡ CUR
�, the regularization parameter
�, the percent of desired representation

Output: rep, a vector in Rn containing the number of beats that are required
to represent each beat in A to accuracy �
rel err, a vector in Rn containing the relative DTW error of the basis
approximation to each beat in A

1: for j = 1 : n do
2: a

j

= A(:, j)
3: ↵ = argmin

↵
(kC↵� a

j

k2
2

+ �k↵k
1

)

% Sort normalized ↵ in descending order:

4: ↵̂ = sort
⇣

|↵|
k↵k

1

,‘descend’
⌘

5: tot = ↵̂(1)
6: i = 1
7: while tot  �

100

do
8: i = i+ 1
9: tot = tot+ ↵̂(i)
10: end while
11: rep(j) = i
12: b = C↵

% Warp b onto a
j

via the function W
DTW

:
13: b

j

= W
DTW

(a
j

,b)

14: rel err(j) = kbj�ajk2
kajk2

15: end for
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7.2.4 Preliminary Results with `
1

Penalty

As with the previous performance evaluation approach, we again try to gauge

performance in each step of hierarchical DEIM-CUR, looking at the same three data

matrices used before, Matrices 1, 2, and 3, each containing 6000 beats. The regu-

larization parameter is tuned for each matrix, for the combined CUR results on the

selected subset, and for the combined CUR results on the full set of 18000 beats.

The parameter tuning tolerance is taken to be 0.15 and the percent representation

of each individual beat (�) is taken to be 80%. The first subsection below shows the

tuning parameter selection for each data subset and each incremental QR stopping

tolerance. The next section contains plots of the number of basis beats required to

achieve 80% representation for each beat in the matrix (sorted in increasing order).

The final subsection shows the percentage of beats represented with a relative DTW

error of up to 15% for a given number of basis beats.
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Selected Regularization Parameters

The tuning parameters for the di↵erent patient matrices factored using hierar-

chical DEIM-CUR and the di↵erent preprocessing schemes are shown in 7.10. In all

cases, once the stopping tolerance shrinks below a certain level–to 5 ⇥ 10�4 in the

least–the tuning parameter chosen remains constant. In all but the case of Matrix 3

with incremental QR threshold 0.05, � is selected to be greater than 0.

Figure 7.10 : Selected parameter � for the di↵erent preprocessing schemes.
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Number of Beats to Represent 80% Beat Information

Figure 7.11 shows the number of basis beats required to hold at least 80% of the

information in the sparse representation for the full set of 18000 beats with hierarchical

DEIM-CUR and the di↵erent preprocessing schemes. The horizontal axis is used to

demonstrate how many beats in the full set can be represented by a particular number

of basis beats; the indices do not actually correspond to the order of beat appearance

in the data matrix. These same results for the smaller subsets used in hierarchical

DEIM-CUR are shown in Figures B.5, B.6, B.7, and B.8 in Appendix B.2. (Note that

the MATLAB ‘e’ notation used in the legends of these figures corresponds to powers

of 10; for example, 5e-05 = 5⇥ 10�5.)
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Figure 7.11 : Number of basis beats to represent a data beat with � = 80 for the di↵erent
preprocessing schemes.

Percent Represented to 85% Accuracy
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matrices in Appendix B.2.

Figure 7.12 : Percentage of beats representable with relative error up to 15 ⇥ 10�2 using
only a small number of basis beats (� = 80).
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7.2.5 Performance with Random Bases

In attempt to further demonstrate CUR’s e↵ectiveness against a straw-man, we

use the same approach to determine how well random subsets might represent the

data as a basis. For each incremental QR stopping tolerance, we use MATLAB to

generate ten bases with the same size as the DEIM-CUR basis. (Though this is only a

small number of random bases to test against, it is su�cient for the discussion below.)

In addition, for this section, only beat normalization is considered. The regularization

parameter is tuned for each random basis, with the resulting chosen parameters used

to compare each basis against the data subset held in a particular subset.

Results for Subset Matrix 1 with Beat Normalization

For initial testing, we look only at the data in the first of the three subset ma-

trices, Matrix 1 (the first subset of 6000 beats from one patient used in the previous

experiments). The percent representation with tol = 0.15 and � = 80 for this exper-

iment are presented in Figure 7.13, with each subplot showing the results from the

DEIM-CUR and random trials for a particular stopping tolerance.

Notice that, for most stopping tolerances, the random basis is actually better able

to represent this data set with fewer beats, but percent representation is approxi-

mately the same for both DEIM-CUR and random bases as more beats are allowed

to account for individual beat information. Note that for incremental QR threshold

0.05, the selected regularization parameter is � = 0, indicating the need for more
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careful analysis of this particular case in any future work on this subject. In addition,

as the incremental QR threshold is increased, the random and CUR bases typically

tend to behave more similarly, likely because the basis size is close to 150 beats (which

is the maximum amount allowed by DEIM for this matrix), making up approximately

2.5% of the 6000 beats in Matrix 1.
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Figure 7.13 : Percentage of beats in Matrix 1 representable with relative error up to 15⇥10�2

using only a small number of basis beats (� = 80). Results are shown in blue for the random
bases and red for the CUR basis.
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Results for Larger, Multi-Patient Matrix with Beat Normalization

To confirm that the results presented in the previous subsection are reasonable, we

repeat the same experiment with random bases for the larger, more diverse TCH data

subset consisting of 4000 samples from each of three patients–a total of 12000 beats

analyzed at once without a hierarchical approach. In this case, the regularization

parameter is only tuned in the CUR case, and this same � is used in the random

cases. Of note is that the results for the largest stopping tolerance (0.05) are again

generated with � = 0, and these results were not actually computed using least

squares. Like in the experiments before, we only consider results for the case with

beat normalization. The results for each stopping tolerance are shown in the Figure

7.14 for 80% individual beat representation with up to 15% relative error.

As before, the random basis tends to better represent the larger set with fewer

beats and, again, CUR obtains a similar percent representation to that of the random

cases as the number of basis beats allowed in the approximation increases. Notice

that, where there are some random cases in the Matrix 1 results in which CUR

requires fewer basis beats to obtain 80% information, the basis beat counts along the

x-axes in Figure 7.14 indicate that CUR typically requires more basis beats than the

random cases for this larger matrix.

For both the random and the CUR bases from the matrices tested, we see that it

only takes a small fraction of the data set to represent the rest of the beats with up to

15% error. The random basis straw-man did not, unfortunately, confirm that DEIM-
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CUR is the best way to choose a basis under this measure of performance; in fact,

though there are only a limited number of random trials here, these results seem to

suggest that randomly selecting beats tends to perform better. To better understand

why this appears to be the case, we again re-evaluate our selected measure of DEIM-

CUR success.
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Figure 7.14 : Percentage of beats in the larger TCH data matrix representable with relative
error up to 15⇥ 10�2 using only a small number of basis beats (� = 80). Results are shown
in blue for the random bases and red for the CUR basis.
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7.2.6 Data Representation with Only One Basis Beat

Since DEIM-CUR is chosen for the purposes of finding a representative subset

from the original data set and not for the purposes of finding a good basis with which

to approximate data points in linear combination, a di↵erent means of measuring

performance is needed. In this application, there is more concern about individual

beat representation and class representation than there is in finding a basis for beat

reconstruction.

Rather than force each beat to be a linear combination of basis beats, the results

in this section look at how well each beat is represented by a single basis beat (which

is what we are most concerned about for clustering and classification). For each beat,

we find the nearest basis beat according to the `
2

-norm and then compute the relative

DTW error between the beat and this closest basis beat. Keeping track of which basis

beat is closest to each beat in the full set, we can then think of these basis beats as

cluster centers and look at the average and maximum beat-to-center distance for each

basis beat (or cluster center).

Figure 7.15 shows the means of these two values across all cluster center beats

fromMatrix 1 using CUR-selection and 50 trial with randomly selected cluster centers.

Similar results for the larger TCH patient data matrix are shown in Figure 7.16. Each

plot shows the corresponding distance with respect to the di↵erent incremental QR

stopping tolerances. The DEIM-CUR basis distance is shown in red, the blue lines

show average distances for 50 random bases of the same size as the DEIM-CUR basis,
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and the green line shows the mean distance of the 50 random trials.

Figure 7.15 : Results using the single basis-beat-to-data-beat comparison for Matrix 1 with
beat normalization.

Figure 7.16 : Results using the single basis-beat-to-data-beat comparison for the larger
matrix with beat normalization.
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as pronounced as the incremental QR threshold decreases. For the largest threshold,

the average beat-to-center distance is much larger than in the random trials. To gain

insight as to why this may be the case, Figure 7.17 shows the ECG beats selected

from CUR and the first random basis trial for Matrix 1. As one can see, at least vi-

sually, the DEIM-CUR basis contains a larger variety of beats than does the random

basis. Given the lower average beat-to-center distance and the higher maximum beat-

to-center distance for this random case, we see that, where the majority of original

beats are similar to a randomly chosen basis beat, there are some beats that are not

approximated well by their closest basis beat (or cluster center). In this sense, these

results suggest that where DEIM centers may not as closely approximate the average

beat in the data set, on the whole, DEIM provides more breadth in representing the

fuller data set. In a context where identifying di↵erent morphologies is important,

this basis breadth with some sacrifice in the average accuracy is acceptable (if not,

perhaps, expected).

Similar plots are shown for the maximum and average beat-to-center distances

on the synthetic data in Appendix B.3. In Figures B.13 and B.14, these results are

shown for the control set according to the type of preprocessing. The remaining figures

(Figures B.15, B.16, B.17, and B.18) are again separated by variability, preprocessing

type, and whether or not the average beat-to-center distances or the maximum beat-

to-center distances is considered. Rather than show the trial means over the max

and average cluster radii for each random trial, only the CUR and the mean random
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Figure 7.17 : Left: CUR-selected representative beats from Matrix 1. Right: Randomly
selected representative beats from Matrix 1.

trial results are shown for each variability level. The results are not as pronounced as

they are in the TCH patient data for smaller stopping tolerances possibly because the

data is constructed such that each class is equally represented in the data; however,
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a random basis, though gain in breadth may result in some accuracy loss in the

average error. These results on unlabeled ECG data demonstrating the breadth in

DEIM-CUR subset selection come as little surprise given the demonstrated ability of

DIEM-like selection schemes to identify representative subsets from labeled data in

previous chapters.
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Chapter 8

Conclusion

8.1 Concluding Remarks

In this work we have presented a framework supporting the automatic detection

of individual ECG features on a beat-by-beat basis. In doing so, we propose the

use of linear-algebraically-based subset selection techniques coupled with expert la-

bels to establish a library of annotated beat morphologies for subsequent labeling

through supervised learning techniques. While the methods here are framed the pe-

diatric congenital heart disease population, the methodology is generalizable to other

populations and even to time series in other domains outside of medicine.

Novel contributions of this work include the application of DEIM-CUR to electro-

cardiogram data, a comparison of DEIM to three other CUR index selection schemes

along with existing o↵-the-shelf clustering algorithms, the development of an extended

DEIM algorithm for the selection of additional indices in a low-rank setting, as well as

the combination of the subset selection and supervised learning algorithms presented

here into one larger feature identification scheme.

In demonstrating the use of DEIM-CUR with incremental QR in subset selection,

we first apply it to physician-labeled ECG data sets available online in order to
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evaluate the performance of our approach using known classes. Seeing that DEIM

performs well in identifying classes, we then show that classification performed using

DEIM-selected beats with 1-nearest neighbor produces results comparable to other

state-of-the-art methods presented in the literature.

We then further compare DEIM with the Q-DEIM, leverage score, and volume-

maximization CUR index selection schemes, along with simple implementations of k-

medoids, agglomerative, Gaussian mixture model, and Max-Min clustering. Through

these results, we see that DEIM and Q-DEIM perform consistently well in class

detection and dimension reduction for the three data sets tested. While Max-Min

clustering is one of the top performers for the parameters chosen, its implementation

with dynamic time warping is slow, and the amount of dimension reduction is variable

in achieving such results. With room for more experiments in the future, we are still

able to see through our results that CUR index selection schemes are indeed able

to perform comparably to more commonly used clustering algorithms in identifying

di↵erent classes present in data.

Having demonstrated the e↵ectiveness of DEIM for subset selection in a number

of settings, we then address a limitation of the standard DEIM implementation: the

number of class representatives selected can be no more than the rank of the data,

or in particular, the rank of the SVD approximation computed prior to applying

DEIM. Through a careful restart of DEIM and the incorporation of a measure of

“memory” of the previously selected DEIM indices, we construct an extension of
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DEIM (E-DEIM) that is indeed able to identify additional classes without a need

to re-compute an approximate singular value decomposition. Opening the door for

further investigation of other DEIM adaptations, we are also able to prove some

theoretical claims for extensions of DEIM that parallel those in existing literature.

Beats selected via DEIM, or extensions of DEIM, can then be used to construct

the expert-labeled beat morphology library, which is in turn used in labeling new,

unlabeled beats. We demonstrate the ideas around feature identification on some

synthetic data examples and discuss some of the steps taken toward applying our ap-

proach to the ECG data at Texas Children’s Hospital. These early applications using

k-nearest neighbor in performing both hard and soft classification for the purposes of

labeling features with dynamic time warping show an encouraging proof-of-concept

in moving forward with real data sets.

To convey a more complete story, we also discuss briefly some of the other ideas

used in e↵ort to evaluate DEIM-CUR performance on unlabeled data sets. Though

several of these notions were set aside in pursuit of other ideas, they may provide

insight for related projects in the future.

From subset selection to a probabilistic approach to feature identification, we

present a complete sca↵old for developing a means of recognizing clinically relevant

segments in ECG beat intervals. The framework described herein presents several

directions for future work in moving toward even better results and the application

of the full approach to larger data sets.
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8.2 Future Work

While the pieces are largely in place for putting the proposed feature identification

procedure into practice, there are still a number of ideas to pursue in e↵ort to improve

upon the current framework. For instance, a prominent road block in identifying a

final representative subset in the data set at Texas Children’s Hospital is the presence

of noise. Being a real data set, it is of little surprise that there are periods of time

in which the data is perturbed due to any combination of a number of factors, for

instance the patient moving (or even laughing) or poor electrode contact with the

skin. While preprocessing the data through methods such as filtering certainly helps,

there are still segments of data that should be removed from consideration–at least

for feature identification–prior to analysis.

One idea for approaching the issue of noise is to implement a preprocessing step to

identify outliers in the data and/or make the subset selection process more robust to

non-physical anomalies and noise. There are a number of outlier detection algorithms

in the literature, though the coupling or integration of these algorithms directly with

an index selection scheme such as DEIM is not well studied and is a direction for

future work.

In addition to the implications of incorporating outlier detection as a precursor

to, or part of, a given subset selection algorithm of choice, there is still more to be

understood regarding extensions of DEIM and the application of such methods in

memory-exceeding data sets. For instance, we have studied only one approach to
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extending DEIM, and other subset selection methods such as Q-DEIM may also lend

themselves to extension. In the case that the data set is too large to fit in memory,

there is also interest in using an extension of an incremental QR algorithm. What

these extensions should look like, however, remains a topic of interest in moving

forward.

With the selection of a clean subset of the data, the next step is physician anno-

tation of the reduced set. As the expert labeling of features is a key factor in training

a classifier, the assistance of electrocardiologists is necessary for the success of our

approach. This completion of this step then provides a means for moving forward

with the remaining steps proposed in our feature identification infrastructure.

Though we have demonstrated the viability of using k-nearest neighbors in clas-

sifying unlabeled beats according to the collection of physician-labeled beats, the

classification scheme of choice has not been studied in much depth, and there are a

number of other classification schemes that may o↵er improved results.

Finally, with an automated system for ECG feature-identification, the next step

is to use the ECG features as input to other systems such as predictive models and

diagnostic tools. It is the development of these decision support tools that originally

motivated this work, and this end goal must not be forgotten in moving forward.
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Appendix A

A.1 Synthetic Data Parameters

Table A.1 presents the parameters for constructing the control set of the synthetic

beats shown in Figure 3.2. The P ⇤
shift

and T ⇤
shift

parameters given in the table are first

multiplied by the time allotted for the individual beat of interest in order to define the

P
shift

and T
shift

used in Equations 3.4 and 3.5, respectively. In addition, R⇤
peak

= 0

in Table A.1 is defined relative to the middle of the beat. That is, in constructing

each beat individually, R
peak

is taken to be in the middle of the beat.

Class P ⇤
shift

P
amp

P
width

Q
shift

Q
amp

Q
width

R⇤
peak

R
amp

R
width

S
shift

S
amp

S
width

T ⇤
shift

T
amp

T
width

R0
shift

R0
amp

R0
width

1 0.25 0.1 0.02 0.01 0.2 0.01 0 1 0.01 0.01 0.25 0.01 0.3 0.15 0.03 0 0 0.008

2 0.25 0.1 0.02 0.01 0.25 0.01 0 1 0.01 0.01 0 0.01 0.3 0.15 0.03 0.0225 0.5 0.006

3 0.25 0 0.02 0.01 0.2 0.01 0 1 0.01 0.01 0.25 0.01 0.3 0.15 0.03 0 0 0.008

4 0.25 0.1 0.02 0.01 0.25 0.01 0 1 0.01 0.01 0.2 0.01 0.3 0.15 0.03 0.0225 0.7 0.006

5 0.25 0.1 0.02 0.01 0.25 0.01 0 1 0.01 0.01 0.4 0.01 0.15 0.15 0.03 0 0 0.008

6 0.25 0.1 0.02 0.01 0.2 0.01 0 0 0.01 0.01 0.5 0.01 0.15 0.15 0.03 0 0 0.008

7 0.25 0.04 0.02 0.011 0.35 0.01 0 0 0.01 0.013 -0.02 0.07 0.25 -0.05 0.05 0 0 0.008

8 0.25 0.04 0.03 0.011 0.05 0.01 0 0.4 0.01 0.03 0.02 0.08 0.25 0.005 0.05 0 0 0.008

9 0.25 0.02 0.03 0.011 0 0.01 0 0.4 0.01 0.04 0.02 0.06 0.28 -0.06 0.04 0 0 0.008

10 0.25 0.02 0.02 0.01 0 0.01 0 0.2 0.01 0.01 0.3 0.01 0.3 0.03 0.035 0 0 0.008

11 0.45 0.02 0.02 0.01 0 0.01 0 0.2 0.01 0.01 0.3 0.01 0.4 0.03 0.035 0 0 0.008

12 0.4 0.1 0.02 0.01 0.25 0.01 0 1 0.01 0.01 0.2 0.01 0.4 0.15 0.03 0.0225 0.7 0.006

Table A.1 : Parameters for constructing the control set of synthetic beats. Note that P ⇤
shift

and T

⇤
shift

are multiplied by the total beat time to arrive at the true parameters used in
defining the corresponding feature Gaussian curves. Also, R⇤

peak

is added to the midpoint
of the allotted beat time interval such that the R peak occurs in the middle of the beat.

A.2 Full MIT-BIH Database Class Detection Results



201
F
il
e

ID
N

A
V

Q
/

f
F

j
L

a
J

R
!

E
S

e

C
U
R
/
T
o
t
.

C
U
R
/
T
o
t
.

C
U
R
/
T
o
t
.

C
U
R
/
T
o
t
.

C
U
R
/
T
o
t
.

C
U
R
/
T
o
t
.

C
U
R
/
T
o
t
.

C
U
R
/
T
o
t
.

C
U
R
/
T
o
t
.

C
U
R
/
T
o
t
.

C
U
R
/
T
o
t
.

C
U
R
/
T
o
t
.

C
U
R
/
T
o
t
.

C
U
R
/
T
o
t
.

C
U
R
/
T
o
t
.

C
U
R
/
T
o
t
.

1
0
0

1
2
7
/
2
0
1
1

2
1

/
3
1

1
/
1

–
–

–
–

–
–

–
–

–
–

–
–

–

1
0
1

1
4
5
/
1
6
6
4

2
/
3

–
2
/
2

–
–

–
–

–
–

–
–

–
–

–
–

1
0
2

1
3
/
8
7

–
2
/
4

–
1
2
0
/
1
8
4
1

1
4
/
3
5

–
–

–
–

–
–

–
–

–
–

1
0
3

1
4
7
/
1
8
7
4

2
/
2

–
–

–
–

–
–

–
–

–
–

–
–

–
–

1
0
4

1
1
/
1
5
8

–
1
/
2

1
5
/
1
5

7
0
/
1
2
2
6

5
2
/
6
0
4

–
–

–
–

–
–

–
–

–
–

1
0
5

1
3
3
/
2
2
7
7

–
1
4
/
3
4

2
/
5

–
–

–
–

–
–

–
–

–
–

–
–

1
0
6

9
0
/
1
3
4
7

–
5
9
/
4
7
1

–
–

–
–

–
–

–
–

–
–

–
–

–

1
0
7

–
–

2
5
/
5
0

–
1
2
4
/
1
8
7
1

–
–

–
–

–
–

–
–

–
–

–

1
0
8

1
4
6
/
1
5
5
0

0
/
3

3
/
1
4

–
–

–
0
/
2

0
/
1

–
–

–
–

–
–

–
–

1
0
9

–
–

2
2
/
3
4

–
–

–
–

–
1
2
7
/
2
2
3
9

–
–

–
–

–
–

–

1
1
1

–
–

1
/
1

–
–

–
–

–
1
4
8
/
1
9
0
5

–
–

–
–

–
–

–

1
1
2

1
4
7
/
2
2
8
3

2
/
2

–
–

–
–

–
–

–
–

–
–

–
–

–
–

1
1
3

1
4
5
/
1
6
1
1

–
–

–
–

–
–

–
–

4
/
5

–
–

–
–

–
–

1
1
4

1
3
3
/
1
6
2
8

3
/
9

1
1
/
4
2

–
–

–
1
/
4

–
–

–
1
/
2

–
–

–
–

–

1
1
5

1
4
9
/
1
7
5
5

–
–

–
–

–
–

–
–

–
–

–
–

–
–

–

1
1
6

1
3
7
/
2
0
5
8

1
/
1

1
1
/
1
0
8

–
–

–
–

–
–

–
–

–
–

–
–

–

1
1
7

1
4
8
/
1
3
8
0

1
/
1

–
–

–
–

–
–

–
–

–
–

–
–

–
–

1
1
8

–
2
0
/
8
6

9
/
1
5

–
–

–
–

–
–

–
–

1
2
0
/
1
9
4
0

–
–

–
–

1
1
9

1
0
2
/
1
3
7
8

–
4
7
/
4
1
3

–
–

–
–

–
–

–
–

–
–

–
–

–

1
2
1

1
4
7
/
1
6
6
2

1
/
1

1
/
1

–
–

–
–

–
–

–
–

–
–

–
–

–

1
2
2

1
4
9
/
2
2
1
7

–
–

–
–

–
–

–
–

–
–

–
–

–
–

–

1
2
3

1
4
6
/
1
3
6
0

–
3
/
3

–
–

–
–

–
–

–
–

–
–

–
–

–

1
2
4

–
0
/
2

2
5
/
4
7

–
–

–
3
/
5

1
/
5

–
–

6
/
2
9

1
1
4
/
1
3
6
9

–
–

–
–

2
0
0

8
8
/
1
5
7
0

4
/
2
7

5
7
/
7
5
0

–
–

–
0
/
2

–
–

–
–

–
–

–
–

–

2
0
1

9
7
/
1
3
7
2

5
/
3
0

2
0
/
1
9
8

–
–

–
1
/
2

0
/
8

–
2
6
/
9
4

0
/
1

–
–

–
–

–

2
0
2

1
1
7
/
1
8
4
9

9
/
3
6

1
3
/
1
8

–
–

–
0
/
1

–
–

1
0
/
1
9

–
–

–
–

–
–

2
0
3

1
3
0
/
2
2
6
6

–
1
6
/
4
1
2

3
/
4

–
–

–
–

–
0
/
2

–
–

–
–

–
–

2
0
5

1
3
3
/
2
3
1
3

2
/
3

1
4
/
7
1

–
–

–
0
/
1
1

–
–

–
–

–
–

–
–

–

2
0
7

–
–

2
4
/
6
9

–
–

–
–

–
8
1
/
1
4
3
8

–
–

3
/
5
8

3
5
/
4
2
8

6
/
7
0

–
–

2
0
8

9
1
/
1
4
2
7

–
4
9
/
8
8
0

1
/
2

–
–

8
/
3
5
0

–
–

–
–

–
–

–
0
/
2

–

2
0
9

1
2
7
/
2
3
6
5

2
1
/
3
5
0

1
/
1

–
–

–
–

–
–

–
–

–
–

–
–

–

2
1
0

1
1
6
/
2
1
8
7

–
2
3
/
1
6
7

–
–

–
3
/
8

–
–

7
/
2
0

–
–

–
–

–
–

2
1
2

5
6
/
8
1
1

–
–

–
–

–
–

–
–

–
–

9
3
/
1
6
6
8

–
–

–
–

2
1
3

1
1
3
/
2
3
3
9

1
0
/
2
2

1
3
/
2
1
1

–
–

–
1
1
/
3
5
0

–
–

2
/
3

–
–

–
–

–
–

2
1
4

–
–

5
7
/
2
3
3

1
/
2

–
–

1
/
1

–
9
0
/
1
7
9
4

–
–

–
–

–
–

–

2
1
5

1
1
8
/
2
8
8
0

1
/
3

3
0
/
1
4
2

–
–

–
0
/
1

–
–

–
–

–
–

–
–

–

2
1
7

5
0
/
2
4
4

–
1
4
/
1
5
6

–
2
5
/
1
3
3
7

6
0
/
2
5
4

–
–

–
–

–
–

–
–

–
–

2
1
9

1
3
5
/
1
8
6
3

1
/
7

1
2
/
5
5

–
–

–
1
/
1

–
–

–
–

–
–

–
–

–

2
2
0

1
1
2
/
1
7
4
6

3
7
/
9
0

–
–

–
–

–
–

–
–

–
–

–
–

–
–

2
2
1

1
1
3
/
1
8
1
9

–
3
6
/
3
7
5

–
–

–
–

–
–

–
–

–
–

–
–

–

2
2
2

1
0
4
/
1
8
0
0

1
4
/
2
0
8

–
–

–
–

–
3
1
/
2
1
2

–
–

0
/
1

–
–

–
–

–

2
2
3

8
5
/
1
8
0
3

1
3
/
6
6

4
8
/
4
5
6

–
–

–
1
/
1
4

–
–

0
/
1

–
–

–
–

–
2
/
1
5

2
2
8

1
3
3
/
1
5
1
1

0
/
3

1
6
/
3
2
6

–
–

–
–

–
–

–
–

–
–

–
–

–

2
3
0

1
4
9
/
2
0
1
5

–
–

–
–

–
–

–
–

–
–

–
–

–
–

–

2
3
1

6
1
/
3
1
2

1
/
1

2
/
2

–
–

–
–

–
–

–
–

8
5
/
1
0
6
8

–
–

–
–

2
3
2

–
1
2
6
/
1
2
4
6

–
–

–
–

–
0
/
1

–
–

–
2
3
/
3
5
3

–
–

–
–

2
3
3

6
3
/
2
0
1
5

0
/
5

8
6
/
7
3
7

–
–

–
0
/
1
1

–
–

–
–

–
–

–
–

–

2
3
4

1
3
9
/
2
4
2
6

–
3
/
3

–
–

–
–

–
–

–
7
/
5
0

–
–

–
–

–

R
e
p
r
e
s
e
n
t
a
t
i
o
n

4
0
/
4
0

2
2
/
2
6

3
6
/
3
6

6
/
6

4
/
4

3
/
3

9
/
1
5

2
/
5

4
/
4

5
/
7

3
/
5

6
/
6

1
/
1

1
/
1

0
/
1

1
/
1

T
ab

le
A
.2

:
T
h
e
nu

m
b
er

of
C
U
R
-s
el
ec
te
d
b
ea
ts

ou
t
of

th
e
to
ta
l
nu

m
b
er

of
b
ea
ts

w
it
h
a
gi
ve
n
an

n
ot
at
io
n
fo
r
ea
ch

p
at
ie
nt

fi
le

in
th
e
M
IT

-B
IH

A
rr
hy

th
m
ia

D
at
ab

as
e.

T
h
e
la
st

ro
w

sh
ow

s
th
e
fr
ac
ti
on

of
fi
le
s
in

w
h
ic
h
an

an
n
ot
at
io
n
w
as

d
et
ec
te
d
vi
a
C
U
R

gi
ve
n

th
at

th
e
an

n
ot
at
io
n
w
as

p
re
se
nt
.
(C

U
R

st
op

p
in
g
to
le
ra
n
ce

5
⇥

10
�
5

.)



202

Appendix B

B.1 CUR Basis Performance Results Without Lasso

Figure B.1 : The percentage of beats representable with � = 80, r = 3, and tol = 0.15 for di↵erent
levels of HR variability, di↵erent preprocessing, and the di↵erent CUR stopping tolerances.
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Figure B.2 : The percentage of beats representable with � = 80, r = 3, and tol = 0.15 for di↵erent
levels of shift variability, di↵erent preprocessing, and the di↵erent CUR stopping tolerances.

Figure B.3 : The percentage of beats representable with � = 80, r = 3, and tol = 0.15 for di↵erent
levels of amplitude variability, di↵erent preprocessing, and the di↵erent CUR stopping tolerances.
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Figure B.4 : The percentage of beats representable with � = 80, r = 3, and tol = 0.15 for di↵erent
levels of width variability, di↵erent preprocessing, and the di↵erent CUR stopping tolerances.
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B.2 CUR Basis Performance Results With Lasso

Figure B.5 : Number of basis beats to represent a data beat with � = 80 for beat normal-
ization.
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Figure B.6 : Number of basis beats to represent a data beat with � = 80 for row and beat
normalization.

Figure B.7 : Number of basis beats to represent a data beat with � = 80 for beat normal-
ization with bitmapping.
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Figure B.8 : Number of basis beats to represent a data beat with � = 80 for row and beat
normalization with bitmapping.

Figure B.9 : Percent of beats representable with relative error up to 15e-2 using only a
small number of basis beats (� = 80, beat normalization).
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Figure B.10 : Percent of beats representable with relative error up to 15e-2 using only a
small number of basis beats (� = 80, row and beat normalization).

Figure B.11 : Percent of beats representable with relative error up to 15e-2 using only a
small number of basis beats (� = 80, beat normalization with bitmapping).
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Figure B.12 : Percent of beats representable with relative error up to 15e-2 using only a
small number of basis beats (� = 80, row and beat normalization with bitmapping).
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B.3 Synthetic Results for Individual Beat-Basis Comparison

Control

Figure B.13 : The average mean distance from the nearest CUR basis beat for the control
set with di↵erent types of preprocessing and the di↵erent CUR stopping tolerances.
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Figure B.14 : The average maximum distance from the nearest CUR basis beat for the
control set with di↵erent types of preprocessing and the di↵erent CUR stopping tolerances.
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HR variability

Figure B.15 : The average trial mean and trial max distances from the nearest CUR basis
beat for the di↵erent levels of HR variability, CUR stopping tolerances, and preprocessing
schemes. Random results are shown blue, CUR results are shown in red.
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Shift variability

Figure B.16 : The average trial mean and trial max distances from the nearest CUR basis
beat for the di↵erent levels of shift variability, CUR stopping tolerances, and preprocessing
schemes. Random results are shown blue, CUR results are shown in red.
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Amplitude variability

Figure B.17 : The average trial mean and trial max distances from the nearest CUR basis
beat for the di↵erent levels of amplitude variability, CUR stopping tolerances, and prepro-
cessing schemes. Random results are shown blue, CUR results are shown in red.
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Width variability

Figure B.18 : The average trial mean and trial max distances from the nearest CUR basis
beat for the di↵erent levels of width variability, CUR stopping tolerances, and preprocessing
schemes. Random results are shown blue, CUR results are shown in red.
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Appendix C

C.1 Guide for Annotation GUI

This GUI is designed for the annotation of individual beats extracted from the elec-

trocardiogram. Prior to using the GUI, each beat should be stored in anm⇥nmatrix,

where each column contains an individual RR-interval. The results from annotation

- including label start and end x and y points, as well as user comments - are stored

along with the beat number in the corresponding beat_(beat#)_annotations.mat

file. While the GUI is designed for annotating the P, Q, S, T, and R0 waves, there is

also a built-in functionality for creating and saving other feature labels, as well.

The following sections provide details for using the GUI. Specifically, the rest of

this guide outlines creating and editing a label (or annotation), clearing annotations,

creating comments, saving the current beat annotations, navigating between beats,

and closing the GUI.

Opening the GUI and data display

Open the GUI Window

In the MATLAB command line, call Annotation_GUI(A), where A is the data

matrix containing the beats of interest as it columns. An additional integer argument,



217

file_counter, can also be included after A, to define where the beat numbering will

start for determining annotation file names. This number will also be used in loading

any pre-existing annotation files; if file_counter is not defined in the function call,

it will automatically be set to one.

Beat display

When the GUI opens, the first beat should already be loaded for labeling, as

demonstrated in Figure C.1. If a pre-existing annotation file is in the current directory,

then these annotations will also be displayed with the beat for editing. Notice that,

for ease of annotating, the RR-interval is actually repeated to give the appearance

of a single QRS complex in the middle of the annotation window; the last 75% of

the interval (to the nearest integer) is displayed on the left, and the first 75% of

the interval is displayed on the right. The e↵ects of labeling in this format should

be considered in using the saved annotations for further application development,

as there may be labels assigned to the two ends of the interval with a break in the

middle. For example, when translating the annotation start and end points, the R

peak will need to be adjusted so that the starting point is toward the end of the

original RR-interval and the ending point is toward the beginning of the same RR-

interval, resulting in a fragmented annotation.
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Figure C.1 : The GUI upon first opening.

Create and edit annotations

Select a feature label

To create a new annotation for the S, T, P, or Q waves, click the radio button

in the left-hand panel corresponding to the annotation of interest. If the label is one
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Figure C.2 : Select the “Other” option to use a pre-defined label or define a new one.
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Figure C.3 : Define a new annotation name to use throughout the rest of the session.
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window within the GUI will set the nearest segment boundary to the nearest waveform
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Figure C.4 : Delineate a new annotation by drawing a box around the region of interest.
Only the left and right boundaries of the box are used in defining the segment boundaries.

endpoint. To quit the boundary editing without changing the previously defined label

deselect the label radio button or choose another option.

As labels are added and edited, the x and y coordinates of the feature boundaries

will be reflected in the “Start” and “End” fields below the corresponding feature radio

button.
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Figure C.5 : Edit an annotation. The boundaries of the annotation under consideration are
highlighted in bright green; here the T wave is ready for editing. These bright green lines
can be moved to a new location by either clicking on the desired location (the nearest line
will be moved to the selected point) or dragging them to a new location.
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Figure C.6 : Edit the annotation by dragging the green line to a new location. The red line
tracks the mouse location along the horizontal axis.

Reset annotations

Reset a single annotation

To clear a single annotation, first select the corresponding radio button or option

under the “Other” drop-down menu. Then click the “Reset Annotation” button in

the bottom panel. This action deletes any previously stored location information

about the annotation, which is reflected in the “Start” and “End” fields returning to

the default “(x,y)”.
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Reset all annotations

To reset all annotations, select the “Reset All” option in the bottom panel. This

will clear all annotation boundary information as well as any comments that have

been entered.

Create comments

To create or edit a comment, click the “Comment” option in the bottom panel.

As demonstrated in Figure C.7, a pop-up window will open for the addition of any

comments about the beat under consideration. Comments can be edited by simply

selecting the “Comment” option again.

Figure C.7 : Make a comment about a beat or an annotation.

O Pwave 

1-03) 

E-"' I 7 ' 4 •I). 3) 

O Qwave 

X,yl 

E, . 'X,yl 

O Swave 

X YI 

E 'x YI 

0 Twave 

Start: (118.0,-0.3) 

End (149 .3,-0.3) 

Q Other 

Add. new 

Start 1xy) 

End: IX y) 

Click and drag a boundary to adjust it 
6 

5 
e Comments 

Comment:, about hi:s eat 
4 Type comnents nere. 

lllls teXI can IHI edned later. 

3 

2 

T 
p 

-1 

-2 ~---~--~--~~-~-~---~--~---~-~-~---~~ 
0 20 40 60 80 1 DO 120 140 160 180 

C8eset Annotatioii"""]Qeset AD@mmeni"J Previous Beat [Ne"xt Beal][siive Be"'at"J 

Beat 1 of 10 



225

Saving the current beat annotation

The “Save” option saves the beat number and, if available, the annotation coordi-

nates and the comments to the file beat_(beat#)_annotations.mat in the current

director. Any previously existing file with this name will be over-written. Where

available, this information is stored the annotation object with fields beat_number,

x, y, and comments.

If there is a case where a beat has been completely reset yet the user still wants a

file to correspond to the beat, it is possible to save the file with the x, y, and comments

fields to be absent; the “No Data” warning box shown in Figure C.8 will appear to

verify that no annotation data should be saved.

Figure C.8 : A warning will appear prior to saving results files without any annotations.

Previous and next beats

Selecting the “Previous Beat” option will display the previous beat in A and any

previously saved labels. Similarly, selecting the “Next Beat” option will display the

next beat in A and any previously saved annotations for the corresponding beat. The

• No Annotations 

ke sure you 'w'81'lt to save this file 'without anyannotation information? 
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saved beat information can then be edited as desired. If “Previous Beat” or “Next

Beat” is selected before any changes to the current beat are saved, a window such as

the one in Figure C.9 will appear to verify that the user does not want to save the

current data. Selection of “Yes” will save the data, selection of “No” will advance

to the appropriate neighboring beat without saving, and selection of “Cancel” will

keep the current beat in the GUI window for further editing. Note that if there are

no changes made for the current beat, nothing will be saved when proceeding to the

previous or next beat.

Figure C.9 : A window will appear to ensure that no data should be saved prior to navigating
to the previous or next beat.

Closing the GUI

When the final beat in the matrix A has been annotated, a pop-up box as shown

in Figure C.10 will appear to inform the user that all beats have been labeled. Upon

clicking “Ok” in this box, the GUI will automatically close.

Otherwise, to exit the annotation GUI before all beats have been labeled, simply

close the GUI window.

• - Save? 

Do you \o/8Tlt to save changes? 

Yes [ ~ ] cance1 ] 
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Figure C.10 : The user will be informed when all beats have been annotated, and the GUI
will automatically close when once the user selects “OK” in the pop-up window.

This Annotation GUI was created by Emily Hendryx using Matlab R2013b.

Last edit to GUI was made November 1, 2016.
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