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Abstract

A Symmetry Preserving
Singular Value Decomposition

by

Mili Shah

This thesis concentrates on the development, analysis, implementation, and application of a symmetry preserving singular value decomposition (SPSVD). This new
factorization enhances the singular value decomposition (SVD) — a powerful method
for calculating a low rank approximation to a large data set — by producing the best
symmetric low rank approximation to a matrix with respect to the Frobenius norm
and matrix 2-norm.
Calculating an SPSVD is a two-step process. In the first step, a matrix representation for the symmetry of a given data set must be determined. This process is
presented as a novel iterative reweighting method: a scheme which is rapidly convergent in practice and seems to be extremely effective in ignoring outliers of the data.
In the second step, the best approximation that maintains the symmetry calculated
from the first step is computed. This approximation is designated the SPSVD of the

iii
data set.
In many situations, the SPSVD needs efficient updating. For instance, if new
data is given, then the symmetry of the set may change and an alternative matrix
representation has to be formed. A modification in the matrix representation also
alters the SPSVD. Therefore, proficient methods to address each of these issues are
developed in this thesis.
This thesis applies the SPSVD to molecular dynamic (MD) simulations of proteins
and to face analysis. Symmetric motions of a molecule may be lost when the SVD
is applied to MD trajectories of proteins. This loss is corrected by implementing the
SPSVD to create major modes of motion that best describe the symmetric movements
of the protein. Moreover, the SPSVD may reduce the noise that often occurs on the
side chains of molecules. In face analysis, the SVD is regularly used for compression.
Because faces are nearly symmetric, applying the SPSVD to faces creates a more
efficient compression. This efficiency is a result of having to store only half the picture
for the SPSVD. Therefore, it is apparent that the SPSVD is an effective method for
calculating a symmetric low rank approximation for a set of data.
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List of Notation
This thesis employs the following notation (unless otherwise stated):
 Matrices: bold upper case letters (A)
 Vectors: bold lower case letters (x)
 Scalars: lower case Greek letters (α)
 Sets: calligraphic letters (S)
 Groups: upper case Greek letters (Ω)
 Functions: italics (F )
 R: the real numbers


T

: transpose operation

 k · k: l2 norm in Rn , i.e. kxk =

√

xT x, for x ∈ Rn
p
 k · kF : Frobenius norm, i.e. kAkF = tr(AAT ), where A ∈ Rn×m

 diag(βj ): diagonal matrix whose diagonal elements are βj for j = 1, 2, . . . , n
 I: identity matrix of appropriate degree
 h·i: generator of a group

Chapter 1
Introduction
Determining symmetry within a collection of spatially oriented points is a problem
that occurs in many fields. In these applications, large amounts of data are generally
collected, and it is desirable to approximate this data with a compressed representation. In some situations, the data is known to obey certain symmetry conditions,
and it is desirable to preserve such symmetry in the compressed approximation. This
thesis develops a novel method to accomplish this task: the symmetry preserving
singular value decomposition (SPSVD) — a factorization that provides the best low
rank approximation of a matrix, while also preserving the symmetry of the data.
The SPSVD is presented for several symmetries. The computational schemes for
computing the best symmetric approximation of a given set involve two steps for each
case. In the first step, a characterization of the symmetry group of interest is obtained
by calculating the generator of the group. In the second step, the best approximation
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to the given set that has the appropriate symmetries with respect to the generator of
the group is built with the aid of the SPSVD.
Practical applications typically involve noisy data sets. Thus, a generator that
reduces the effects of outliers is constructed using an iterative re-weighting scheme
that minimizes deviation from symmetry in a weighted Frobenius norm. With the
weighted generator, the SPSVD is built to maintain the respective symmetries as in
the non-weighted scheme.
In order to deal with large scale computations, such as those in protein dynamics,
a means to evaluate the best symmetric low rank approximation of the SPSVD is
developed. This computation only requires matrix-vector products involving the point
set represented as a matrix and is no more expensive than constructing the leading
terms of the singular value decomposition (SVD) of the full set of points without the
symmetry constraint. The ARPACK software [23] is used to make these calculations.
P - ARPACK, the parallel version of ARPACK, is utilized to compute the SPSVD of
two molecular complex trajectories. The first is a protein involved in the replication of
the Human Immunodeficiency Virus (HIV), HIV-1 protease. The second comprises
Epidermal Growth Factor (EGF) and its receptor, EGFR. This 2-fold rotationally
symmetric complex has been associated with organ morphogenesis, maintenance, and
repair. Therefore, understanding the movements of this complex may provide answers
to problems dealing with cancer treatment, organ repair, and cell production [43].
Currently, researchers use the SVD to calculate major modes of motion that best
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describe the flexibility of the protein in order to locate stable conformations. For
many molecules, such as HIV-1 protease and the EGF-EGFR complex, there is an
inherent form of symmetry within the object. When calculating the modes of motion
for symmetric proteins using the SVD, the symmetric motions of the protein may
be lost. By implementing the SPSVD, the symmetric motions of the proteins are
preserved in the major modes. Scientists may apply this information to locate stable
conformations of symmetric molecules more efficiently.
This thesis is organized as follows. In Chapter 2, a background on current symmetry detectors and low rank approximations is given. Novel characterizations for symmetry groups are outlined in Chapter 3, and weightings that de-emphasize anomalies
in the data set are introduced into these characterizations of symmetry in Chapter 4.
The SPSVD is developed and is shown to be the best symmetric approximation to a
data set in both the Frobenius norm and matrix 2-norm in Chapter 5. In addition,
an algorithm is provided to directly compute the SPSVD in a way that is suitable for
large scale computations. Methods to efficiently update the SPSVD if new information and/or data is given are discussed in Chapter 6, while computational results of
the SPSVD applied to protein dynamics and facial analysis are presented in Chapter
7. Finally, in Chapter 8, concluding remarks and future directions for the SPSVD are
provided.

Chapter 2
Background
This chapter presents the background necessary to calculate a symmetry preserving singular value decomposition (SPSVD). First, the singular value decomposition
(SVD) is introduced, and then the SPSVD is developed as an extension of this method
with an additional constraint of symmetry. The rest of the chapter sets the scene for
the two steps of calculating an SPSVD. The first step characterizes the symmetry of
the set of data. Symmetry is defined and categorized for objects in two dimensions
(2D) and three dimensions (3D). In addition, different methods and applications that
detect symmetry within an object are described. The second step in calculating an
SPSVD is to construct the best symmetric approximation to the set that preserves the
symmetry obtained from the first step. Thus, the chapter concludes with a discussion
of various symmetric approximations to a set.

4

5

2.1

Singular Value Decomposition

The foundation for the SPSVD is the SVD. The SVD is a matrix factorization such
that for any matrix A ∈ Rn×m ,
A = USVT

where

U ∈ Rn×n is orthogonal,
V ∈ Rm×m is orthogonal,
S ∈ Rn×m is diagonal.

Also, the diagonal entries of S — the singular values, σi — are nonnegative and in
decreasing order, i.e., σ1 ≥ σ2 ≥ · · · ≥ σq ≥ 0, where q = min(n, m). The columns,
ui , of U are known as the left singular vectors, whereas the columns, vi , of V are
known as the right singular vectors.
Applying the SVD to a matrix A provides many important details. First, the
rank, r, of A may be determined by the number of nonzero singular values. Having
this information about the rank, a basis for the range, R, and nullspace, N , of the
matrix A may be formed:

R(A) = span{u1 , u2 , . . . , ur },
N (A) = span{vr+1 , vr+2 , . . . , vm }.
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Moreover, once the rank is known, then the SVD of A may be efficiently written as
a sum of r rank-1 matrices, i.e.,

A=

r
X

σi ui viT .

i=1

This factorization creates an expression for the best rank-ℓ approximation to A in
both the 2-norm and the Frobenius norm, where 0 < ℓ ≤ r. In other words, if

Aℓ =

ℓ
X

σi ui viT ,

i=1

then Aℓ solves both

min

B∈Rn×m
rank(B)≤ℓ

kA − Bk and

min

B∈Rn×m
rank(B)≤ℓ

kA − BkF

(2.1)

[15, 17]. This idea is extended a step further in this thesis; the SPSVD creates the best
symmetric low rank approximation to A in the both the 2-norm and the Frobenius
norm. In other words, the SPSVD solves problems (2.1) with an additional constraint
of symmetry.

2.2

Symmetry Groups

To understand the first step of calculating an SPSVD, characterizing the symmetry
of the data set, a clear definition of symmetry is presented: Symmetry on a finite
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set S is defined as those invertible transformations T such that T (S) = S [34].
Classification of these transformations into symmetry groups is discussed in Weyl [44]
and in Minovic et al. [25]. In order to review these groups, some relevant principles
from abstract algebra are now offered.
A set of linear transformations with nonvanishing determinants forms a group if:
1. The inverse of a transformation belonging to the set also belongs to the set.
2. The product of two transformations belonging to the set also belongs to the set.
Since symmetry may be classified as a set of invertible linear transformations from
Rn → Rn that satisfy the group properties, the transformations are isomorphic to a
group of nonsingular matrices [37]. Furthermore, this group of nonsingular matrices
must be scale preserving [44]. In other words, if a symmetry group contains more
than one element, then the matrices must be orthogonal.
The number of elements in the group is called the order of the group. Note that
groups may be either finite or infinite. For example, the set of invertible real n × n
matrices forms an infinite group, while the set, {I, −I}, forms a finite group of order
2. For simplicity, a group may be defined by its generator. Here, a subset of a group
is a generator if every element of the group can be written as a (finite) product of
elements of the subset and its inverses [13]. For example, {I, −I} is generated by
h−Ii. When a group, Γ, acts on a set, S, it permutes the elements of S. For a specific
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element s ∈ S, the movement of s is defined as the orbit of s; i.e.,

OΓ (s) = {Gs : G ∈ Γ}.

Therefore, if Γ = {I, −I}, where I is the two-dimensional identity, then
  


 1   1   −1
  

OΓ 
  =   , 

 1
−1
1








 .




Generators and orbits will be beneficial when specific definitions for symmetry groups
are created in Chapter 3.

2.3

Symmetry Groups in 2D and 3D

Recall that the first step of calculating an SPSVD is to characterize the symmetry
group of the data set. Therefore, the possible list of symmetry groups in two and three
dimensions are now specified. Note that the SPSVD generalizes to higher dimensions,
and the description of symmetry groups in Chapter 3 is an extension of the symmetry
groups described here to general n-space.
In 2D there are only two possible groups of symmetries: the cyclic group Ck and
the dihedral group Dk . An object has Ck symmetry if it is invariant under a rotation
of multiples of 2π/k degrees about an axis. Additionally, if the object is invariant
under reflections of k axes through the center c forming equal angles of π/k with each
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Figure 2.1: Examples of symmetry in two dimensions: M portrays reflective symmetry, X reveals 2-fold dihedral symmetry, and S exhibits 2-fold rotational symmetry.
other, then the object exhibits Dk symmetry. For examples, see Figure 2.1.
Classification of symmetry groups in 3D is a bit more tedious; therefore, the
classification is split into two sets, as adapted from Weyl [44]: (orientation preserving)
proper rotations and (non-orientation preserving) improper rotations. Observe that
all finite groups of proper rotations in 3D are given by Ck , Dk , and the rotations of
regular solids T, C, P. In these cases, the cyclic group Ck represents rotations about
one axis through the center c by angles 2π/k, and the dihedral group Dk consists of
these rotations combined with rotations by π about k horizontal axes through c that
form equal angles π/k with each other. For example, k-sided regular pyramids are
Ck , while k-sided regular prisms are Dk (Figure 2.2). The three remaining groups are
represented as T for the tetrahedron (12 rotations), R for the cube (24 rotations),
and P for the dodecahedron and icosahedron (60 rotations).
The improper rotations may be added to the classification of 3D symmetry groups
in only two ways as outlined in Weyl [44]:
1. Adding the reflection Z about the center c. In other words, Z carries any point
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Figure 2.2: Comparison of cyclic (left) and dihedral (right) symmetry. Notice that
the 4-sided pyramid representing 4-fold rotational symmetry is not reflectively similar
along the plane perpendicular to the axis, while the 4-sided prism representing 4-fold
dihedral symmetry is symmetric about this plane.
p to its symmetric counterpart p′ found by lengthening the straight line pc to
cp′ (Figure 2.3). Therefore, for a group Γ of proper rotations S, a new group
Γ̄ = Γ + ZΓ is formed such that ZΓ contains the improper rotations ZS.
2. Substituting some proper rotations S by improper rotations ZS as stated above.
Hence, if all proper rotations Ψ′ in the difference Γ/Ψ, where Ψ is a subgroup
of a proper rotation group Γ of index 2, is replaced with ZΨ′ , a new group of
improper rotations ΓΨ is formed. Note that half of this new group consists of
the proper rotations Ψ, while the other half is improper.
Starting with the first method, the set of improper rotations are constructed. Adjoining the inversion, Z, to the cyclic group, Ck , results in the group of k-fold rotationreflections, C̄k . A body is said to be C̄k if it is invariant under the combined transformations of rotation of 2π/k degrees about an axis and then reflection in the plane
perpendicular to that axis. The antiprismatic symmetric group, D̄k , is formed when
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Figure 2.3: Reflection about the center. The black dots are the original points, while
the gray dots are the reflected points about the center. The center is depicted with a
star.
ZDk is appended to the dihedral group, Dk . This attachment results in the addition
of k reflection planes (between the binary axes) containing the main axis of symmetry to the elements of the dihedral group. Similarly, attaching inversion to the
tetrahedral, octahedral, and icosahedral groups results in T̄, R̄, P̄, respectively.
Using the second procedure on Ck , Dk , and R results in the following four groups.
Beginning with the group C2k , the group Ck is indeed a subgroup of order 2. Thus,
if the substitution, as outlined in the second method, is performed, then C2k Ck is
constructed. This group contains rotations of 2π/k degrees about an axis along with
reflections about the perpendicular plane. Next, consider the dihedral groups. The
only subgroups of Dk with index 2 are Ck and Dk/2 (for k even). The pyramidal group,
Dk Ck , constructs k reflective planes running through the main axis of symmetry
along with the base rotational group Ck , while the prismatic group, D2k Dk , appends
a perpendicular plane of symmetry to the dihedral group. In the case of the regular
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solids, T is the only subgroup of index 2. Thus, the last improper rotation is the
group RT.
In conclusion, the full list of symmetry groups in 3D is

Ck , C̄k , C2k Ck

for k = 1, 2, . . .

Dk , D̄k , Dk Ck , D2k Dk

for k = 1, 2, . . .

T, R, P, T̄, R̄, P̄, RT.

Now that the list of possible symmetry groups in two and three dimensions have been
formed, methods for calculating the generator for some of these symmetry groups
are developed. These methods, along with procedures that generalize some of the
two- and three- dimensional symmetry groups discussed in this section to higher
dimensions, are presented in Chapter 3. The terminology for these symmetry groups
in general n-space is now offered.
Objects that are invariant through reflections of one hyperplane (D1 in 2D and
D1 C1 in 3D) are defined as having reflective symmetry, while objects that are invariant under a rotation of multiples of 2π/k degrees about an axis (Ck in both 2D
and 3D) exhibit k-fold rotational symmetry. Also, objects that express Sk rotationalreflective symmetry are invariant by a k-fold rotation along an axis followed immediately by a reflection (C̄k in 3D), while objects that possess Ckh rotational-reflective
symmetry are independently k-fold rotationally symmetric along an axis and reflec-
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tively symmetric across a hyperplane perpendicular to the axis (C2k Ck in 3D). Finally,
objects that exhibit dihedral symmetry (Dk in both 2D and 3D) are invariant by a
k-fold rotation along a major axis of symmetry as well as a 2-fold rotation along a
minor axis of symmetry that is perpendicular to the major axis. This definition may
seem contrary to the definition of dihedral symmetry in the 2D case. However, note
that reflection in 2D is about a line; in other words, the hyperplane of symmetry is
a line. And, reflection about this line of symmetry is equivalent to a rotation of π
degrees about that line of symmetry. Therefore, the definition of dihedral symmetry
works also for the 2D case.

2.4

Formulations of Symmetry

The previous section demonstrates that all symmetry groups in two and three dimensions may be expressed in terms of two transformations: reflections and rotations.
Therefore, a review of the literature discussing the formulations of these two transformations in their respective dimensions is presented. Specifically, the formulation
of reflective symmetry is investigated in Section 2.4.1, while the formulation of rotational symmetry is discussed in Section 2.4.2. A description of the matrix representation, that is developed in this thesis for each transformation, concludes its respective
section. From these representations, the generator may be built to describe the symmetry of a given data set. In other words, the first step of calculating an SPSVD is
performed.
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y = x-2wwTx

x-wwTx
y

x

w
wwTx

Figure 2.4: Illustration of Householder reflection. The symmetric counterpart y to a
given point x can be calculated using the Householder reflector, I − 2wwT , where w
is the normal to the hyperplane of symmetry. In other words, y = x − 2wwT x.

2.4.1

Reflective Symmetry

Reflective symmetry may be represented with the Householder transformation [19]

I − 2wwT ,

where the unit vector w is the normal to the hyperplane of symmetry. This can easily
be seen if one considers a point x ∈ Rn . Multiplying x by the matrix wwT projects
x onto the normal w, while the projection I − wwT projects x orthogonally onto the
hyperplane of symmetry. Subtracting wwT x from this point reveals the symmetric
reflection, (I − 2wwT )x, of the point x. This procedure is shown in Figure 2.4.
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This representation generates a novel characterization of reflection. For a correctly paired set of data that forms the columns of X0 and X1 , the normal w to the
hyperplane of symmetry is the unit vector that minimizes

X0 − (I − 2wwT )X1 .

The solution to this minimization problem, along with the methods to calculate the
best normal for a set of noisy data will be discussed in Section 3.1.

2.4.2

Rotational Symmetry

In 2D a clockwise rotation of the plane around the origin may be represented by the
following matrix:





 cos θ sin θ 

,


− sin θ cos θ

where θ is the angle of the rotation. In other words, for a point x = (x1 , x2 )T ∈ R2 ,
 



 

x′1   cos θ sin θ  x1 
 =
 
  
 
x′2
− sin θ cos θ
x2
is the rotation of x by angle θ around the origin. This representation is named the
Givens rotation [17].
A generalization of the Givens rotation to 3D may be derived using several different
methods. In this section, four of these methods will be described. For each of these
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methods, the axis and angle of rotation are known. In contrast, the formulation of
rotation developed in this thesis only needs the angle of rotation to form a matrix
representation of symmetry since the axis of symmetry may be determined using
properties of the given set of data (assuming the set is correctly paired). In addition,
the formulation of this thesis may be generalized to higher dimensions.
The first derivation of a rotation matrix may be built using the Rodrigues matrix:




q12 (1

− cos θ)
q1 q2 (1 − cos θ) − q3 sin θ q2 sin θ + q1 q3 (1 − cos θ) 
 cos θ +




 q sin θ + q q (1 − cos θ)
2
cos θ + q2 (1 − cos θ)
−q1 sin θ + q2 q3 (1 − cos θ)
 3
,
1 2




−q2 sin θ + q1 q3 (1 − cos θ) q1 sin θ + q2 q3 (1 − cos θ)
cos θ + q32 (1 − cos θ)

(2.2)

where q = (q1 , q2 , q3 )T is the axis of symmetry. For a given point x ∈ R3 , an equivalent
description of a rotated point is given as

x′ = (cos θ)x + (1 − cos θ)(qT x)q + sin θ(x × q).

Here, × denotes cross product and θ is the angle of rotation.
A second derivation is based on Euler angles [16, 1]. In this method, the transformation is produced by three successive rotations in a specific sequence. If the typical
orthogonal coordinate system with basis {x, y, z} is considered, then the sequence of
rotations begins with a counter-clockwise rotation of angle θ about axis z, represented
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by the matrix





 cos θ sin θ 0





Rz (θ) = − sin θ cos θ 0
.




0
0
1

This rotation is followed by a rotation of angle φ around the x axis represented by




0
0 
1





Rx (φ) = 0 cos φ sin φ 
,




0 − sin φ cos φ
and finally, a rotation of angle ψ around the z axis represented by




 cos ψ sin ψ 0




.
Rz (ψ) = 
−
sin
ψ
cos
ψ
0






0
0
1
The angles of rotation, θ, φ, ψ, are known as the Euler angles and may be combined
to form the rotation matrix:

R = Rz(ψ)Rx (φ)Rz(θ)




cos ψ cos φ − cos θ sin φ sin ψ − sin ψ cos φ − cos θ sin φ cos ψ sin θ sin φ 





= 
cos ψ sin φ + cos θ cos φ sin ψ − sin ψ sin φ + cos θ cos φ cos ψ − sin θ sin φ .




sin θ sin ψ
sin θ cos ψ
cos θ
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The Euler angles may also be used to derive a rotation matrix in terms of the
(complex) Cayley–Klein parameters — α, γ, δ, β [16]. These parameters have the
following relationships:

ᾱα + β̄β = 1,
γ̄γ + δ̄δ = 1,

(2.3)

ᾱγ + β̄δ = 0,

and form a rotation matrix of the form:


2

2

2

2

2

2

2

2



γδ − αβ 
1/2(α − γ + δ − β ) i/2(−α + γ + δ − β )




 i/2(α2 + γ 2 − δ 2 − β 2 ) 1/2(α2 + γ 2 + δ 2 + β 2 ) −i(γδ + αβ) .






βδ − αγ
i(αγ + βδ)
αδ + βγ
Here, the Cayley–Klein parameters — α, β, γ, δ — may be expressed in terms of the
Euler angles — θ, φ, ψ:

θ
α = ei(ψ+φ)/2 cos ,
2
θ
β = iei(ψ−φ)/2 sin ,
2
θ
γ = ie−i(ψ−φ)/2 sin ,
2
θ
δ = e−i(ψ+φ)/2 cos .
2
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The Cayley–Klein parameters are related to another derivation of rotation. Consider a new two-dimensional space, where a general linear transformation may be
represented as

u′ = αu + βv,
v ′ = γu + δv,

or in matrix-vector notation

u′ = Qu,

where





α β 
,
Q=


γ δ

u′ = (u′ , v ′ )T , and u = (u, v)T . For a point x = (x1 , x2 , x3 )T ∈ R3 represented as a
2 × 2 matrix




P=


x3
x1 + ix2

the rotated point may be represented as



x1 − ix2 
,

−x3

P′ = QPQ∗ .

Note that in the case of rotation, α, β, γ, δ of Q must also satisfy the Cayley–Klein
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conditions (2.3) [16].
It is very difficult to develop a technique for characterizing the symmetry of a
given data set using the formulations above. For these formulations, the axis of
symmetry must be known a priori. Therefore, a novel formulation that determines
the axis about which the set is invariant of a rotation of θ degrees is created in the
following manner. For x ∈ Rn , x is projected onto the space perpendicular to q by
the projection matrix QQT , where qT Q = 0 and Q ∈ Rn×(n−1) . Rotating QQT x by
θ degrees about q yields Q(I − G)QT x. Here, I − G is a rotation of θ degrees in an
(n − 1)-dimensional space. For example, if n = 3 then I − G would be the Givens
rotation. Adding qqT x to this point yields the rotated symmetric counterpoint to x,

y = [qqT + Q(I − G)QT ]x = (I − QGQT )x.

This process is illustrated in Figure 2.5. It is simple to prove that this formulation
is equivalent to the Rodrigues matrix (2.2). However, this formulation, additionally,
allows one to directly calculate the axis of symmetry for a given set of correctly paired
data. In the case of a correctly paired data set, the set may be split into matrices
X0 , X1 , . . . , Xk−1, where Xi is a rotation of Xi−1 for i = 1, 2, . . . , k − 1. Once these
matrices are determined, the axis of symmetry q is the unit vector that minimizes
"

qT (k − 1)X0 −

k−1
X
j=1

Xj

#

.
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QQTx
x

q
qqTx
Q(I-G)QTx
y=[qqT +Q(I-G)QT]x

Figure 2.5: Illustration of rotation. The symmetric counterpart y to a given point
x can be calculated using the rotation matrix, I − QGQT , where the columns of Q
span the space perpendicular to the axis of symmetry q and I − G is a rotation in
(n − 1)-dimensional space. In other words, y = [qqT + Q(I − G)QT ]x.
The procedure to solve this minimization problem, along with techniques to determine
the best axis for a set of noisy data will be discussed in Section 3.2.

2.5

Symmetry Detection

In the previous section, different formulations of reflections (Section 2.4.1) and rotations (Section 2.4.2) were explored. At the end of each section, a novel formulation,
which facilitates the determination of a normal (reflection) or axis of symmetry (rotation), is described. Some of the work that has already been accomplished in the area
of symmetry detection is now discussed. The section begins by exploring symmetry
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within perfectly symmetric sets and then moves on to noisy data. Applications of
symmetry detection conclude the section.

2.5.1

Perfect Symmetry

Early work on symmetry detection dealt with perfectly symmetric sets. Atallah [3]
constructs an order n log n algorithm that determines the line of reflective symmetry
of a perfectly symmetric planar object by reducing the system to a permutation
problem. He begins by partitioning the points into sets Ei such that all points of Ei
are equal distance from the center c. Then for each class he finds a set of lines, Pi ,
passing through c such that the sets Ei are invariant to reflection about each line in
Pi by the following algorithm that is defined and discussed in Atallah [3]:
1. Start with S being empty, S = [ ], and imagine an axis q revolving counterclockwise about c, starting from a point in Ei .
2. As q rotates around the circle about c, S is created in the following manner:
 When q goes through an angle θk , S = [S, θk , θk ]. Note here θk 6= θj for

k 6= j.
 Continue for a full rotation to obtain a complete S.

3. Define a shift of S as moving each element of S to the left and placing the first
element of S to the end. Continue shifting S, |S| times, obtaining all possible
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θ3
θ4

θ2

θ1
θ2

q

t

θ3

Figure 2.6: Atallah’s Method of determining lines of reflection for a perfectly symmetric data set, as adapted from [3]
order-preserving permutations and recording all instances, i, where the shifted
S forms a palindrome (string that equals its own inverse) as Pi .
Therefore, computing Pi reduces to an enumeration of all shifts, and calculating the
lines of reflection P for the whole data set is found by P =

T

(Pi ).

Figure 2.6 depicts an example of Atallah’s Method. Moving q counter-clockwise
yields,
S = [θ1 , θ1 , θ2 , θ2 , θ3 , θ3 , θ4 , θ4 , θ3 , θ3 , θ2 , θ2 ].
Shifting S one position to the left creates a palindrome:

S = [θ1 , θ2 , θ2 , θ3 , θ3 , θ4 , θ4 , θ3 , θ3 , θ2 , θ2 , θ1 ].

Therefore, there is a line of symmetry through angle θ1 .
Atallah also extends this idea to perfectly symmetric segments, circles, and ellipses. A review of similar works using string matching can be found in Eades [14].
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Note that these methods are based on exact data; consequently, they generally fail in
the presence of noisy data. In contrast, the method of symmetry detection developed
in this thesis may be used for noisy data sets.
Marola also calculates a method of symmetry detection for noisy data sets. However, he begins by describing a scheme for computing all lines of reflection for a
perfectly symmetric set [24]. Considering the n-transform, Fn , of the set, the number
and the angles for the lines of reflection are calculated. Here, the n-transform of a set
{pi } is the set of points, {p′i } such that the angle between p′i and the horizontal axis
going through the centroid of Fn , cn , is nθ, where θ is the angle between pi and the
horizontal axis passing through the centroid, c1 , of F1 . Also, kp′i − cn k = kpi − c1 kn ,
where Marola assumes c1 is at the origin.
Marola proves that for a perfectly symmetric set the number k of lines of symmetry
can be calculated by

k = min[gcd(ni , ni + 1)], i = 1, 2, . . . ,

where ni denotes the values for which the centroid of Fn is not at the origin. The
angles for the lines of symmetry can then be located by

θj = 1/k arctan(kθ0 ) + (j − 1)π/k,
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where θ0 is the angular slope of one of the k axes. Marola extends his calculation of
lines of symmetry to noisy data by introducing a symmetry measure; this extension
and how it relates to the work of this thesis is discussed in the next section.

2.5.2

Noisy Symmetry

In practice, most data sets are noisy. Even actual 2D representations of 3D objects will have noise due to quality constraints such as digitization and occlusions
[46]. Therefore, it is essential to have a method of determining symmetry for noisy
systems. Thus, research that has been developed in symmetry detection for noisy
systems is now reviewed. An introduction of Marola’s work [24] for calculating lines
of symmetry by optimizing a symmetry measure begins the section. Then a review
of the relationship between principal axes and symmetry is presented and four papers that utilize principal axes in their determination of symmetry are cited. Next,
a method that employs voxel representations to determine every plane of reflection
through a 3D object is described. Here, a voxel defines a finite volume; in other
words, a voxel is a 3-dimensional pixel. Finally, an algorithm that uses the Folding
Method to calculate the symmetry of an object is discussed. Each of these methods
may produce different results. The key is to utilize a method that effectively ignores
outliers in their symmetry detection. The method of symmetry detection formulated
in this thesis seems to be very effective in ignoring anomalies in the set of data.
Marola uses a symmetry measure to find a line of symmetry for an “almost sym-
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metric planar image” [24]. He begins by assuming that the object is perfectly symmetric and calculates the axes of symmetry as described in Section 2.5.1. Then he
searches in an ε-neighborhood of these axes for a line that has the largest symmetry
measure defined as
1−

kO − Sk2
,
2kOk2

(2.4)

where O is the original image, S is its symmetric image, and k · k is the L2 norm. The
axis is declared the line of symmetry. This idea of solving an optimization problem
to calculate a line of symmetry is the foundation of symmetry detection used in this
thesis. However, the formulation developed in this thesis does not have to solve the
difficult problem of choosing an adequate ε-neighborhood because the formulation
essentially looks in the complete unit sphere for the axis/normal of symmetry.
Many papers calculate the normal/axis of symmetry by searching for the principal
axis with largest symmetry measure. In this literature, the term principal axes (or
principal components) refers to the eigenvectors of the correlation matrix XXT (with
mean zero) of the set of points, i.e., the left singular vectors of X. The principal axes
are chosen because they express the following fundamental properties of symmetry
[39, 25, 44]:
 Any plane of symmetry of a body is perpendicular to a principal axis.
 Any axis of symmetry of a body is a principal axis.

Therefore, calculation of the principal axes is equivalent to computing the normal/axis
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of symmetry. This method is ideal in the case of perfect symmetry. However, in the
case of noisy systems, one pair of highly non-symmetric points could heavily skew
the computation of the normal/axis of symmetry. In contrast, the formulation of this
thesis in not influenced by these anomalies since it employs an iterative reweighting
process. In other words, points that are not highly symmetric with respect to an initial
guess of the normal/axis are weighted less than points that are symmetric. Therefore,
outliers in a data set are effectively ignored. The next four algorithms describe current
methods for optimizing the principal axes in order to ignore anomalies in the data
set.
One of the algorithms that employs principal axes is proposed by O’Mara and
Owens [32]. They provide a method for detecting the dominant plane of bilateral
symmetry in an image of arbitrary dimension by looking at the principal axis with
the largest symmetry measure. Their symmetry measure is unique because it takes
into account intensity levels. However, their algorithm initially treats an image as
a binary image when calculating the principal axes; then the image is treated as
an intensity-valued image. Therefore, the algorithm is limited to images where the
principal axes of the binary and intensity images are the same. Note that the intensity
image is defined as the image with pixel values ranging from 0 to 255, while the pixels
of the binary image are either 0 or 1. An example is depicted in Figure 2.7. This
formulation may be highly influenced by outliers. Therefore, the next paper optimizes
around the principal axes to search for the best fit for symmetry, effectively ignoring
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(a) Intensity Image

(b) Binary Image

Figure 2.7: Intensity valued image and its corresponding binary image. Pixels of the
intensity image that fall below a certain threshold are colored white in the binary
image. Otherwise, the pixels are colored black.
anomalies in the data set.
Colliot et al. begin the search for an axis of symmetry by looking at the principal
axes. Then using the Nelder–Mead downhill simplex method, they optimize the axis of
symmetry with a symmetry measure [11]. Since no symmetry measure is ideal for all
situations, they choose a symmetry measure by first reviewing the various properties
that existing symmetry measures exhibit. Next, they pick a symmetry measure that
has the necessary attributes needed for their specific application. However, even
though they choose a symmetry measure to optimize their description of symmetry,
their method can have problems. The Nelder–Mead downhill simplex method is an
example of a direct search method; thus it may be inefficient. Moreover, direct search
methods may stall. In contrast, the iterative algorithm explained in this thesis seems
to converge very efficiently and more accurately when compared to direct search
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Comparison of Direct Search and Iterative Methods
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Figure 2.8: Illustration showing the differences between iterative and direct search
methods. Notice how as the columns of the matrix increase, the direct search method
takes more and more time to find a solution. In contrast, the iterative method stays
relatively constant.
methods [35]. An illustration of this fact can be seen in Figure 2.8.
The principal axes are also a searching criterion in Sun and Sherrah’s work [38].
Their method of symmetry detection is based on the idea that if an object is symmetric, then so is its extended Gaussian image (EGI). The EGI is a function such that
the object’s surface normal is mapped onto the unit sphere with a weight determined
by the area of the surface of the given normal. Sun and Sherrah’s algorithm is formed
by first calculating the principal axes and center of mass for a specific object; then the
EGI is formed. Symmetry is found by searching near the principal axes of the EGI
for the axes with strongest symmetry measure determined by comparing the original
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EGI with the symmetrically transformed EGI. Their measure is similar to the Marola
symmetry measure defined in equation (2.4). As in Marola’s work, an issue with
Sun and Sherrah’s research is computing an adequate search space for optimizing the
principal axes. Calculating an adequate search space, of course, is not an issue with
the research described in this thesis since it provides a scheme for calculating the new
iterates.
Minovic et al. combine an octree representation with principal axes determination
to calculate symmetry in [25, 26, 27, 28]. They begin by calculating the principal
axes and transforming the object’s octree so that the object is centered at the origin
and its coordinate axes are lined up with its principal axes. Minovic et al. calls this
transformed octree the object’s principal octree. Then according to the eigenvalues
associated with the object’s principal axes, they determine the types of symmetry of
the object. Next, for each symmetry type, the symmetry measure,

msym /m,

is determined, where msym is the mass of the symmetric object’s principal octree and
m is the object mass. Evaluating each symmetry measure leads to determining the
types of symmetry of the object. This method of assigning the principal axis as the
normal/axis of symmetry works very well for perfectly symmetric cases but may fail
in the presence of noise. An example illustrating this deficiency and how the SPSVD
is not affected by this problem is presented in Section 3.2.
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Kazhdan’s method of symmetry detection also does not have to be concerned
with the difficulty that comes with using principal axes. Instead, he uses symmetry
measures to develop a reflective symmetry descriptor that measures the reflective
symmetry of all planes going through a 3D object’s center of mass [20]. Therefore,
the plane(s) with highest symmetry measure represent the plane(s) of symmetry.
The procedure for calculating this symmetry descriptor is first to create a 3D voxel
representation of the object. Then for every plane passing through the center of mass,
a reflective symmetry distance of the object with respect to this plane is calculated.
This symmetry distance is just the Marola symmetry measure (2.4). Combining these
distances yields a reflective symmetry descriptor. This method is useful if all reflection
planes are required. However, this scheme may by inefficient if only a single plane
of reflection is needed since all planes going through through the object’s center of
mass have to be analyzed for Kazhdan’s algorithm. In contrast, the formulation of
reflection introduced in this thesis calculates a single plane of reflection efficiently by
using an iterative reweighting scheme.
Zabrodsky et al. [47] define a symmetry measure to be the minimum mean squared
distance required to shift the non-symmetric points of an object into a perfectly
symmetric configuration. They calculate this distance using the Folding Method,
which is equivalent to the method discussed in this thesis. However, their proof does
not reveal the best symmetric low rank approximation to a set, nor can it be efficiently
calculated for large scale matrices as is possible with the SPSVD. Comparing their
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symmetry measure for different symmetry groups, they calculate the symmetry of
the original object by choosing the symmetry group that has the highest symmetry
measure.

2.5.3

Applications

Many applications may benefit from calculating the symmetry of an object. This
section discusses the methods by which symmetry aids surgery, chemistry, object
recognition, and orientation.
Symmetry is an essential tool in medicine. Benz et al. [8] suggest that symmetry may help surgeons during operations dealing with repair of the globe of the eye
because having a symmetric globe benefits both the functional and aesthetic characteristics of the eye [8]. Normally, surgeons have to perform surgery based solely on
visual judgement. Using symmetry-finding computer programs to analyze the globe
of the eye during surgery, surgeons are able to instantaneously see the effects of certain procedures on the eye globe. Minovic et al. [26] also use symmetry detection in
surgery. They suggest symmetry measurement is essential for a successful treatment
in many fields of medicine since symmetry is an indispensable characteristic of the
human body. O’Mara and Owens extend Minovic et al.’s research and apply it directly to cranio-facial deformities in children with cleft palates [32]. Since having a
symmetric face is highly desirable, they conjecture their symmetry measure would be
useful because it accurately describes the symmetries of a face. Symmetry detection
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is also a first step in finding the mid-sagittal plane of the brain [42]. Knowing information about this plane is extremely beneficial since it can be utilized to align images
of the brain and serve as a foundation to study abnormalities of the brain [42].
In chemistry, it is advantageous to know information about the symmetry of chemical molecules. In [46], Zabrodsky et al. discuss some of the reasons why chemistry
may profit from symmetry. Most of these reasonings assist in the modeling of chemical molecules. For example, in order to see how much molecules deviate from their
normal, symmetric, equilibrium state or to calculate the degeneracy of energy states
when a protein leaves its native environment, Zabrodsky et al. suggest using a symmetry measure. Moll et al. [30] propose that symmetry will help in finding stable
molecular conformations. Previous work suggests that the SVD of a trajectory gives
major modes of motion that best describe the flexibility of an object. However, Moll
et al. conjecture that if one could take advantage of the symmetry within an object,
then major modes of motion that best describe the symmetric motions of a molecule
could be found. Their idea is the foundation for applying the SPSVD to protein
dynamic trajectories in Section 7.1. It is shown that calculating symmetric modes
better approximate the underlying nature of certain proteins than conventional methods and that the symmetric modes average out noise that are introduced by molecular
dynamic simulations.
Object recognition and orientation may become more efficient if symmetry is taken
into account. For instance, if an image can be represented by several forms of sym-
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metry, then the list of possible matches may be reduced by immediately neglecting
objects that do not exhibit similar properties [32, 28]. For example, most human
faces exhibit high degrees of reflective symmetry. Thus, if one was searching for a
human face among a stack of images, then photos that do not exhibit a high degree
of reflective symmetry would be deleted. Zabrodsky et al. [47] and Colliot et al. [11]
demonstrate how to find the correct orientation of symmetric 3D objects by optimizing a hyperplane of symmetry using a symmetry measure. Also, Zabrodsky et al. [47]
illustrate how to find locally symmetric regions using quad trees.
Data compression is an additional application that symmetry benefits. Since
compression is an approximation to a data set, this topic is discussed in more detail
in the next section.

2.6

Symmetric Approximation to a Set

Calculating a symmetric low rank approximation may benefit many applications since
only the generator of the data set has to be stored. For instance, if a reflectively
symmetric set of data is given, then only one of the mirror images needs to be saved
since the complete data set may be formed by constructing the orbit of the generator
(in this case one of the mirror images). Using this example, the benefit of only having
to save the generator for a symmetric data set can easily be seen. Furthermore, if a
set that is close to being symmetric is given, then one can save additional memory
by just calculating a symmetric approximation of the data and storing a low rank
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approximation to the generator of this approximation. This reduction is precisely
the objective of the SPSVD. The SPSVD produces the best symmetric low rank
approximation to a data set with respect to the Frobenius norm and matrix 2-norm.
This section concentrates on comparing the SPSVD to symmetric approximations for
the two applications presented in this thesis: protein dynamics and facial analysis.
Given a dynamical system, such as those in protein dynamics, one can perform
a model reduction based on the Gramian of the system. This reduction may be accomplished using the SVD or an equivalent factorization such as Proper Orthogonal
Decomposition (POD) or Karhunen–Loève (KL). The question arises of how close
these approximations are to the original system. In the case of symmetries, Aubry et
al. prove that any truncated approximation to a dynamical system must maintain its
respective symmetries. Therefore, they derive a method of truncation based on POD
that obeys the symmetries of the original infinite-dimensional system by symmetrizing the original data set [4]. Smaoui and Armbruster extend this research in [36] by
concentrating on the equivalent KL factorization. They find that symmetrizing the
eigenmodes of the system is more efficient than symmetrizing the original data set.
The SPSVD follows the same vein by symmetrizing the left singular vectors to calculate a symmetric approximation to the data set instead of symmetrizing the original
data set. Moreover, the formulation of the SPSVD allows for the best symmetric low
rank approximation. Specific applications of the SPSVD to protein dynamics will be
presented is Section 7.1.
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Calculating a symmetric low rank approximation also aids in facial analysis. Kirby
and Sirovich [22, 21] employ symmetric approximations to compress human faces.
They calculate a symmetric approximation of a face based on taking the average face,
that is, the average of the even and odd symmetric faces. They further compress the
data by taking low rank approximations to the average face. This thesis proves that
the average face is in fact the best symmetric approximation to the original face with
respect to the Frobenius and matrix 2-norm. Further details of taking the average
face as the best symmetric low rank approximation will be outlined in Section 7.2.
For these symmetric approximations, it is assumed that the symmetry of the data
is known. In the next chapter, a novel method for determining the symmetry of a
data set will be developed.

Chapter 3
Defining Symmetries
The first step in calculating an SPSVD is to characterize the symmetry group of the
data set. Previous research in the field of symmetry detection is not useful for the
SPSVD. A full description of the assumptions made in the literature, and how they
do not apply to this thesis is discussed in Section 2.4. Therefore, new methods for
calculating the generator for reflective, rotational, rotational-reflective, and dihedral
symmetries are constructed. The basic framework to formulate the generator for each
symmetry group is the same. First, a matrix characterization for the symmetry group
is designed. Next, an optimization problem is developed to determine the generator of
symmetry for a given (correctly paired) set of data. Finally, the generator of symmetry
is formed as the solution of an eigenvalue problem. Throughout, the center c of the
data set S is assumed to be at the origin. This can always be attained, in general,
by a simple rigid translation of all the points of S.
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3.1

Reflective Symmetry

Definition 3.1.1. A set of points S ⊂ Rn

T

w⊥ is reflectively symmetric with respect

to the hyperplane H if for every point s ∈ S, there exists a point ŝ ∈ S such that
ŝ = s + τ w for some scalar τ with s + τ2 w ∈ H.
Here, a hyperplane H is specified by a constant γ and a vector w via H := {x :
γ + wT x = 0}. In this case, the vector w is called the normal to the plane. It is easily
shown that the center c ≡

1
m

P

s∈S

s of the point set lies in the plane of symmetry,

where m is the number of elements in S. Since the center is assumed to be at the
origin, c = 0, this implies γ = 0.
The following lemma is an immediate consequence of the fact that for each s ∈ S
there is a reflected point ŝ = s + τ w ∈ S.
Lemma 3.1.2. A set S is reflectively symmetric with respect to a hyperplane H with
unit normal w if and only if

S = (I − 2wwT )S.

If S is reflectively symmetric about H, then the points of S may be arranged into
two sets represented as two n ×

m
-dimensional
2

matrices X0 and X1 such that

X0 = (I − 2wwT )X1 .
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Moreover, there is no loss of generality in assuming that wT X0 > 0 and that wT X1 <
0 (elementwise).
Generally, in practice, the given set S is not exactly symmetric with respect to
any particular plane. Therefore, a normal is needed that does the best possible job
of specifying a plane that separates S into two sets X0 and X1 (again represented as
matrices) that are “nearly” symmetric with respect to the plane.
It is possible to find an initial separation of S into X0 and X1 that are paired to
be nearly symmetric with respect to a plane determined by a calculated w. Methods
for this are discussed in [3]. However, for this discussion, a partitioning of S into X0
and X1 is assumed such that the columns of the two matrices are correctly paired.
The specification for the normal w may be expressed as an optimization problem

min {kX0 − WX1kF : W = I − 2wwT }.

kwk=1

(3.1)

Lemma 3.1.3. The solution w to the minimization problem (3.1) is the unit eigenvector corresponding to the smallest eigenvalue of the symmetric indefinite matrix

M = X0 XT1 + X1 XT0 .
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Proof. The proof follows from

kX0 − WX1 k2F = tr{(X0 − X1 )(X0 − X1 )T } + 4tr{wwT X1 (X0 − X1 )T }
+4tr{(wwT X1 )(wwT X1 )T }
= tr{(X0 − X1 )(X0 − X1 )T } + 4wT X1 (X0 − X1 )T w
+4wT (X1 XT1 )w
= tr{(X0 − X1 )(X0 − X1 )T } + 4wT (X1 XT0 )w
= tr{(X0 − X1 )(X0 − X1 )T } + 2wT (X1 XT0 + X0 XT1 )w,

because wT w = 1 and tr{AB} = tr{BA}.
Clearly this quantity is minimized when 2wT (X1 XT0 + X0 XT1 )w is minimized, and
this occurs precisely when w is the (unit norm) eigenvector corresponding to the
smallest eigenvalue of the symmetric matrix

M = X1 XT0 + X0 XT1 .

D

3.2

Rotational Symmetry

Definition 3.2.1. A set of points S ⊂ Rn

T

q⊥ is k-fold rotationally symmetric about

an axis q ∈ Rn if there exist an n × n orthogonal matrix Ck such that for every point
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s ∈ S, there are exactly k − 1 distinct points s1 , s2 , . . . , sk−1 ∈ S with Cik s = si for
i = 1, 2, . . . , k − 1.
The unit vector q is called the axis of symmetry, while Ck is known as the rotation
matrix. Lemma 3.2.2 gives an expression for the rotation matrix Ck .
Lemma 3.2.2. A set S is k-fold rotationally symmetric with respect to an axis of
symmetry q if and only if there exists some Q ∈ Rn×(n−1) and G ∈ R(n−1)×(n−1) such
that for i = 1, 2, . . . , k − 1,

S = Cik S = (I − QGQT )i S,

where [q, Q] forms an orthogonal matrix and I−G ∈ R(n−1)×(n−1) is a rotation (hence
orthogonal matrix) with (I − G)k = I.
Note Ckk = (I − QGQT )k = I, and for n = 3, the matrix I2 − G is a 2 × 2 plane
rotation through an angle of θ = 2π/k degrees.
If S is k-fold rotationally symmetric about q, the points of S can be arranged into
k sets represented as matrices X0 , X1 , . . . , Xk−1 such that

Xi = (I − QGQT )i X0

(3.2)

for i = 1, 2, . . . , k − 1. This specification suggests a means to compute the axis of
symmetry.
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Lemma 3.2.3. Suppose X0 has rank n and that G is nonsingular. Then q is an axis
of symmetry if and only if
"

qT (k − 1)X0 −

k−1
X

#

Xi = 0.

i=1

(3.3)

Proof. First, note that if q is an axis of symmetry, then qT Q = 0 must hold, and
thus,
qT Xi = qT (I − QGQT )i X0 = qT X0 , for i = 1, 2, . . . , k,
which implies equation (3.3) must hold.
From equation (3.2),

Xi = (I − QGQT )i X0
=
=

h

h

ii
qqT + Q(I − G)QT X0

i
qqT + Q(I − G)i QT X0 .

Thus,
k−1
X
i=1

Xi =

"

(k − 1)qqT + Q

k−1
X

!

#

(I − G)i QT X0

i=1
h
i
T
T
= (k − 1)qq − QQ X0 = kqqT X0 − X0

since (I − G)k = I implies

Pk−1

i=1 (I

(3.4)

− G)i = −I when G is nonsingular. From this
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representation, it follows that

(k − 1)X0 −

k−1
X
i=1



T
Xi = k I − qq X0 .

Now, suppose q̂ is any unit vector that satisfies equation (3.3) (in place of q).
Since X0 is full rank and q̂ satisfies equation (3.3),
"

0 = q̂T (k − 1)X0 −

k−1
X
i=1

#



Xi = kq̂T I − qqT X0

implies that q̂ = q(q̂T q). Since both q and q̂ are unit length, it follows from Cauchy–
Schwarz that q̂ = ±q.

D

Remark: In R3 the only way G can be singular is if it is identically 0, and since the
data consists of many points, it is also not unreasonable to assume X0 has full rank.
Lemma 3.3 gives a condition for calculating the axis of symmetry q when the
data is exactly symmetric. However, in general, a perfectly symmetric data set S is
not given. Therefore, an approximate axis of symmetry q that best fits the data is
needed. To this end, a partitioning of S into X0 , X1 , . . . , Xk−1 is assumed such that
the columns of the matrices are correctly paired. Then the solution of the optimization
problem

"

min qT (k − 1)X0 −

kqk=1

k−1
X
i=1

Xi

#

(3.5)
F

specifies the approximate axis of symmetry q. Thus, q can be characterized as follows:
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Lemma 3.2.4. The solution q to the minimization problem (3.5) is the unit eigenvector corresponding to the smallest eigenvalue of MMT , where

M = (k − 1)X0 −

k−1
X

Xi .

(3.6)

i=1

Note that this characterization provides a computational mechanism that is robust
in the presence of noise. An alternative specification of q, suggested by Minovic et
al. [28], is to consider the principal axis of the inertia matrix (correlation matrix)
associated with the distinct eigenvalue for an initial guess to the axes of symmetry.
The motivation is that for exact symmetry the inertia matrix will have a distinct
eigenvalue of multiplicity one and another eigenvalue of multiplicity n − 1. However,
in the presence of noise, this criteria may fail. For example, consider the following
4-fold perfectly rotationally symmetric data set with respect to q = [1, 0, 0]T :




0 1 4
0 1 4 0 
 1 4 0 1 4





X= 0 1 4 0 0
1 0 −1 −4 0 0 −1 





0 0 1 0 −1 −4 0 0 −1 0 1 4
with eigenvalues 34.667, 36, 36 (or singular values 5.888, 6, 6) after centering. In this
case, a distinct eigenvalue can be distinguished and its corresponding eigenvector is
the correct axis. However, if the SVD X = USVT , where S = diag{σ1 , σ2 , σ3 }, is
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0

0

0

0 0
0

lo

Original
Perturbed

-4
-4

0

4

Figure 3.1: Comparison of the projection of the original and perturbed points onto
the y-z plane. Notice that the points lie almost on top of each other, satisfying the
claim that the residual norm is well within the realm of experimental error in an
application.
perturbed by
X + E = USVT + USE VT
with SE = diag{0, −(1 + ǫ)τ, τ }, where τ = (σ2 − σ3 )/2 ≈ (6 − 5.888)/2 = 0.056 and
0 ≤ ǫ ≪ 1, then the Minovic condition fails. To see this, let ǫ = 0.001. Then the residual norm between the original and approximated data is approximately 0.007, which
is well within the realm of experimental error in an application. Also, the data points
remain symmetric (Figure 3.1), and the eigenvalues of the approximated system be-
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come 35.330, 35.330, 36 (or singular values 5.944, 5.944, 6). However, the eigenvector
associated with the distinct eigenvalue (here 36) corresponds to the vector [0, 0, 1]T ,
which is far from the correct vector [1, 0, 0]T . In contrast, formulation (3.5) clearly
identifies the correct axis of symmetry.

3.3

Rotational-Reflective Symmetry

Rotational-reflective symmetry will be split into two parts. Sets that consist of a kfold rotation immediately followed by a reflection along the hyperplane perpendicular
to the axis of symmetry q will be denoted as Sk , while sets that independently consist
of k-fold rotation about q and perpendicular reflection will be designated as Ckh.
Notice that
Sk = WCk = Ck W = I − 2qqT − QGk QT ,
where reflection about the normal q is represented by W = I − 2qqT , and k-fold
rotation about the axis q is denoted as Ck = I − QGQT . Therefore,
 For j odd, Wj = W and Sjk = WCjk .
 For j even, Wj = I and Sjk = Cjk .

Hence, there is a difference in operation generated by Sk depending on whether k
is even or odd. If k is odd, reflection (W) and k-fold rotation (Ck ) must exist
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independently as the following demonstrates:

Skk = Wk Ckk = W ⇒ W ∈ hSk i,

and
Sk−1
= Wk−1 Ck−1
= Ck−1
k
k
k
Sk+1
k

=W

k+1

Ck+1
k

=

C1k









⇒ Ck ∈ hSk i.

Thus, Sk = Ckh if k is odd. This is not necessarily the case when k is even [18].
Therefore, when dealing with Sk , k is assumed to be even.

3.3.1

Sk Symmetry

Definition 3.3.1. A set of points S ⊂ Rn
metry about an axis q ∈ Rn if the orbit

T

q⊥ depicts Sk rotational-reflective sym-

OhSk i (s) ⊂ S for all s ∈ S,

where hSk i is of order k.
Here, k is even since Sk = Ckh if k is odd. The unit vector q is called the axis of
symmetry.
Lemma 3.3.2. A set S is Sk rotational-reflectively symmetric with respect to an axis
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q if and only if for j = 1, 2, . . . , k − 1,
S = Sjk S = (WCk )j S.

Note that Sk = (WCk )k = I since k is even.
If S is Sk rotational-reflectively symmetric about q, the points of S can be arranged into k sets represented as matrices
h
i
T
j T
= qq + Q(I − Gk ) Q X0

Xj

(3.7)

if j is even, and if j is odd,

Xj =

h
i
−qqT + Q(I − Gk )j QT X0 ,

(3.8)

where the columns of [q, Q] form an orthogonal set. This specification suggests a
means to compute the axis of symmetry.
Lemma 3.3.3. Suppose X0 has rank n and that Gk is nonsingular. Then q is an
axis of symmetry if and only if
"

qT (k − 1)X0 −

k−1
X
j=1

#

(−1)j Xj = 0.

(3.9)

Proof. First, note that if q is an axis of symmetry, then qT Q = 0 must be true and
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thus, for j even,
h
i
T
j T
q Xj = q qq + Q(I − Gk ) Q X0 = qT X0 ,
T

T

while for j odd,
h
i
qT Xj = qT −qqT + Q(I − Gk )j QT X0 = −qT X0 ,
which implies equation (3.9) must hold.
Now, suppose q̂ is any unit vector that satisfies equation (3.9) (in place of q).
From equations (3.7) and (3.8),
k−1
X

(−1)j Xj =

j=1

k−1
X
j=1

=
=

"

h

"

#

qqT + (−1)j Q(I − Gk )j QT X0

(k − 1)qqT + Q

k−1
X
j=1

!

#

(−1)j (I − Gk )j QT X0

i
(k − 1)qqT − QQT X0

= kqqT X0 − X0

and (I − Gk )k = I implies
this, it follows that

Pk−1

j=1 (−1)

(k − 1)X0 −

k−1
X
j=1

j

(I − Gk )j = −I when Gk is nonsingular. From




(−1) Xj = k I − qq X0 .
j

T
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Since X0 is full rank,

T

0 = q̂

"

(k − 1)X0 −

k−1
X

#

j

T

(−1) Xj = kq̂

j=1



T

I − qq



X0

implies that q̂ = q(q̂T q). Since both q and q̂ are unit length, it follows from Cauchy–
Schwarz that q̂ = ±q.

D

This exact condition is satisfying, but in general, a perfectly symmetric data set S
is not given. Therefore, an approximate axis of symmetry q is needed that best fits the
data. To this end, a partitioning of S into X0 , X1 , . . . , Xk−1 is assumed such that the
columns of the matrices are correctly paired. Then the solution of the optimization
problem,
min qT M

kqk=1

F

(3.10)

gives an appropriate axis of symmetry that best describes the symmetry of the data.
Here,
k−1
X
M = (k − 1)X0 −
(−1)j Xj .
j=1

Lemma 3.3.4. The solution q to the minimization problem (3.10) is the unit eigenvector corresponding to the smallest eigenvalue of MMT .
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3.3.2

Ckh Symmetry

Definition 3.3.5. A set of points S ⊂ Rn
symmetry about an axis q ∈ Rn if the orbit

T

q⊥ exhibits Ckh rotational-reflective

OhCkh i (s) ⊂ S for all s ∈ S,

where hCkh i = hW, Ck i is of order 2k.
The unit vector q is called the axis of symmetry. Lemma 3.3.6 characterizes a
matrix representation for Ckh rotational-reflective symmetry:
Lemma 3.3.6. A set S is Ckh rotational-reflectively symmetric with respect to an
axis q if and only if for j = 0, 1, 2, . . . , k − 1,
S = WCjk S = Cjk S.

If a set is perfectly Ckh rotationally-reflective, then for j = 0, 1, . . . , k − 1,

X2j
X2j+1

h
i
T
2j T
= qq + Q(I − Gk ) Q X0 ,

h
i
T
2j+1 T
= −qq + Q(I − Gk )
Q X0

(3.11)
(3.12)

where the columns of [q, Q] form an orthogonal set. Therefore, the axis of symmetry
q can be computed by the following lemma.
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Lemma 3.3.7. Suppose X0 has rank n and that Gk is nonsingular. Then q is an
axis of symmetry if and only if
"

#

(3.13)

Proof. This proof is similar to the one from Lemma 3.9.

D

qT (2k − 1)X0 −

2k−1
X

(−1)j Xj = 0.

j=1

This condition is sufficient for calculating an axis of symmetry for a perfectly symmetric set of data; however, in general, data sets are noisy. Therefore, an approximate
axis q is needed that best fits the data. To accomplish this goal, S is partitioned into
X0 , X1 , . . . , X2k−1 such that the columns of the matrices are correctly paired. Then
the optimization problem is formulated as in Sk symmetry,

min qT M

kqk=1

F

.

(3.14)

However, in this case
M = (2k − 1)X0 −

2k−1
X

(−1)j Xj .

j=1

The unit vector q is, therefore, calculated in a method that is identical to the Sk case:
Lemma 3.3.8. The solution q to the minimization problem (3.14) is the unit eigenvector corresponding to the smallest eigenvalue of MMT .
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3.4

Dihedral Symmetry

Definition 3.4.1. If there exists rotations Ck and C2 such that for every point s ∈ S,
the orbit
O(s)Dk ⊂ S,
where Dk = hCk , C2 i, then the set of points S ⊂ Rn
symmetry about an axis q ∈ Rn .

T

q⊥ exhibits k-fold dihedral

Here, the rotation, Ck , is k-fold rotationally symmetric about an axis q and C2
is 2-fold rotationally symmetric about an axis p, which is perpendicular to q. The
unit vector q is called the major axis of symmetry, while the unit vector p is called
the minor axis of symmetry.
Lemma 3.4.2. A set S exhibits k-fold dihedral symmetry with respect to a major axis
q and minor axis p if and only if for i = 1, 2, . . . , k − 1

S = Cik S = C2 Cik S.

If S exhibits k-fold dihedral symmetry about the major and minor axes, q and p,
respectively, then the points of S can be grouped into 2k sets represented as matrices
X2j = Cjk X0

(3.15)

X2j+1 = C2 Cjk X0

(3.16)
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for j = 0, 1, 2, . . . , k − 1. A method to calculate both the major and minor axes of
symmetry is formulated in the following two lemmas:
Lemma 3.4.3. Suppose X0 has rank n and that Gk is nonsingular. Then q is a
major axis of symmetry if and only if
"

qT (2k − 1)X0 −

#

2k−1
X

(−1)j Xj = 0.

j=1

Lemma 3.4.4. Suppose X0 has rank n. Then p is a minor axis of symmetry if and
only if
h
i
pT X̂0 − X̂1 = 0,
where X̂0 = (X0 , X2 , . . . , X2k−2) and X̂1 = (X1 , X3 , . . . , X2k−1).
Notice that the condition for calculating the minor axis in Lemma 3.4.4 is equivalent to the condition of calculating an axis of symmetry for 2-fold rotation in Lemma
3.3. This is possible since X̂0 is 2-fold rotationally symmetric to X̂1 (X2j+1 = C2 X2j ).
In general, a perfectly symmetric data set is not given. Therefore, an approximate
major axis q and minor axis p that best fits the data while preserving the orthogonality conditions of q and p are needed. A partitioning of S into X0 , X1 , . . . , X2k−1
is assumed, where the columns of the matrices are correctly paired. The algorithm
begins by searching for the optimal major axis of symmetry by formulating the optimization problem
q = argmin qT M
kqk=1

F

(3.17)
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where
M = (2k − 1)X0 −

2k−1
X

(−1)j Xj .

j=1

Next, the optimal minor axis of symmetry is calculated by first solving the minimization problem
p = argmin pT N
kpk=1

F

.

(3.18)

Then, in order to preserve the orthogonality conditions between the major axis q and
minor axis p, p is projected onto the space orthogonal to q by the transformation
QQT p. Note that in the case of perfect symmetry QQT p = p since p already lives
in the space orthogonal to q. Here, the columns of Q span the space orthogonal to
q. Therefore, the major axis q and minor axis p can now be characterized as follows:
Lemma 3.4.5. The solution q to the minimization problem (3.17) is the unit eigenvector corresponding to the smallest eigenvalue of MMT .
Lemma 3.4.6. The solution to the minimization problem (3.18) is the eigenvector
corresponding to the smallest eigenvalue of NNT .
In conclusion, this chapter presents new methods for characterizing symmetry
groups for a given set of data. In the next chapter, novel techniques that formulate the
symmetry group if a weighting is placed on the points of the data set, are introduced.

Chapter 4
Weightings
In the previous chapter, an approach for distinguishing the symmetry group for a given
set of data was established. However, during this symmetry detection, there may be
a need to weight certain elements in the data set higher than other elements. For
instance, when calculating the generator of a protein dynamics trajectory, one may
wish to place more emphasis on the docking site since this site determines the function
of the protein and is where most of the dynamics occur. On the other hand, the side
chains, generally, have more noise and less influence on the overall dynamics of the
trajectory. Thus, less weight should be placed on those regions. The chapter begins
by calculating the generator of symmetry for a known weighting. This calculation
is followed by an introduction to novel iterative methods that automatically choose
weightings to effectively ignore outliers of the data set.
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4.1

General Weighting

In Chapter 3, it is demonstrated that for each symmetry group, calculating the optimal normal or (major) axis of symmetry reduces to an optimization problem: For
reflective symmetry, the normal

w = argmin kX0 − WX1 kF ,
kwk=1

for k-fold rotational symmetries (including minor axis calculations), the axis of symmetry

"

q = argmin qT (k − 1)X0 −
kqk=1

k−1
X
j=1

Xj

#

,
F

and for rotational-reflective and dihedral symmetries, the (major) axis of symmetry
"

q = argmin qT (k − 1)X0 −
kqk=1

k−1
X
j=1

(−1)j Xj

#

.
F

In each of these cases, the variable k is the order of the symmetry group in consideration.
A weighting may be introduced into the minimization problems which gives a
way to de-emphasize anomalies in the supposed symmetry relation. In each case,
a diagonal weighting matrix D = diag{δi } is introduced, where the jth diagonal
weights the jth column of the matrix of the objective function. Thus, the optimization
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problems become:
min k[X0 − WX1 ]Dk2F

(4.1)

kwk=1

for reflective symmetry,

T

min q

kqk=1

"

(k − 1)X0 −

k−1
X
j=1

#

2

(4.2)

Xj D
F

for k-fold rotational symmetry (including minor axis calculations), and
"

min qT (k − 1)X0 −

kqk=1

k−1
X

#

2

(−1)j Xj D

j=1

(4.3)
F

for rotational-reflective and dihedral (major axis) symmetries.
Lemma 4.1.1. The solution w to the minimization problem (4.1) is the unit eigenvector corresponding to the smallest eigenvalue of the symmetric indefinite matrix

M = X0 D2 XT1 + X1 D2 XT0 .

(4.4)

Lemma 4.1.2. The solution q to the minimization problems (4.2) and (4.3) is the
unit eigenvector corresponding to the smallest eigenvalue of

MD2 MT ,

(4.5)
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where
k−1
X

M = (k − 1)X0 −

Xj

j=1

for k-fold rotational symmetry (including minor axis calculations), and

M = (k − 1)X0 −

k−1
X

(−1)j Xj

j=1

for rotational-reflective and dihedral (major axis) symmetries. Here, k is the order of
the group in consideration.
Since the minimizations are with respect to the Frobenius norm, each of the above
optimization problems (4.1), (4.2), and (4.3) can be expanded column-wise into

min

kwk=1

m
X

δj wT Mi w,

(4.6)

j=1

where
(0)

(1)

Mi = xi − xi

2



(0) (1) T
(1) (0) T
I + 2 xi xi + xi xi

for reflective symmetry,
"

Mi = (k −

(0)
1)xi

−

k−1
X
j=1

(j)
xi

#"

(k −

(0)
1)xi

−

k−1
X
j=1

(j)
xi

#T

60
for k-fold rotational symmetry, and
"

Mi = (k −

(0)
1)xi

−

k−1
X
j=1

(−1)

j

(j)
xi

#"

(k −

(0)
1)xi

−

k−1
X
j=1

(−1)

j

(j)
xi

#T

for rotational-reflective and dihedral symmetries, where, again, k is the order of the
group in consideration.
Note that the calculation of the minor axis for dihedral symmetry is similar to
the 2-fold rotational method of above. Once the major axis has been calculated, the
data is split into two matrices X̂0 and X̂1 as described in equation (3.18). Then the
procedure of 2-fold rotational symmetry is performed with X0 = X̂0 and X1 = X̂1 .
However, the search space of the minor axis is restricted by searching only in Q, the
hyperplane perpendicular to the major axis of symmetry. This is accomplished by
projecting a guess for the minor axis onto Q by the projection matrix QQT , where
the columns of Q span Q, as described in Section 3.4.

4.2

Discrepancy Weighting

An iterative re-weighting scheme is now developed to construct a D that diminishes
the influence of outliers in the SPSVD. Given a guess z to the normal/axis of symmetry, the weight δi of the minimization (4.6) is set as

δi = (zT Mi z)−1 .

61
Therefore, if z is a good approximation to the normal/axis, then zT Mi z will be small;
thus δi will be a large weight.
Define
F (z, w) =

m
X

T

δi w Mi w =

i=1

m
X
fi (w)

----

i=1

fi (z)

where fi (z) = zT Mi z. To find the optimal normal/axis with respect to this weighting,
w is chosen as the point that solves the respective minimization problem as described
in Lemma 4.1.1 and Lemma 4.1.2. Then the approximate w associated with this
weighting solves
min F (z, w).

(4.7)

kwk=1

This suggests an iterative re-weighting scheme that will adjust the vector z to optimally diminish the effect of outliers. Beginning with an initial guess z0 , iterate

zp+1 = argmin F (zp , w), k = 0, 1, 2, . . .

(4.8)

kwk=1

until kzp+1 − zp k is sufficiently small. Upon convergence, this fixed point iteration
will solve the following max-min problem

max

kzk=1



min F (z, v)

kvk=1



(4.9)

as the following lemma indicates.
Lemma 4.2.1. If v = z is a fixed point of the minimization problem (4.7), then z is
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a solution to the max-min problem (4.9), and F (z, v) = m.
Proof. Given z, kzk = 1,

min

kvk=1

m
X
fi (v)
i=1

fi (z)

≤

m
X
fi (z)
i=1

= m.

fi (z)

Hence,
max

kzk=1



min F (z, v)

kvk=1



≤ m.

If v = z, then F (z, v) = F (z, z) = m. Therefore, any fixed point of the minimization
problem (4.7) is a solution to the max-min problem (4.9).

D

The above lemma explains that a fixed point of iteration (4.8) solves the maxmin problem (4.9). The existence of a fixed point to the iteration (4.8) is shown in
Theorem 4.2.2.
Theorem 4.2.2. There is a point z∗ of unit norm such that

z∗ = argmin F (z∗ , w).
kwk=1

Proof. Let Mi be defined for the respective symmetry group as outlined in (4.6). For
a given z, any w that solves

min F (z, w) =

kwk=1

min

kwk=1

m
X
wT Mi w
i=1

zT Mi z
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will also solve
min Φ(z)F (z, w) = min

kwk=1

where Φ(z) =

m
Q

kwk=1

zT Mi z, and φi (z) =

i=1

m
Q

m
X

φi (z)wT Mi w,

i=1

zT Mj z. The function Φ(z) restricted to the

j=1
j6=i

unit n-sphere is a continuous function on a compact set. Therefore, minz Φ(z) = Φ(z∗ )
is attained at some point z = z∗ on the unit sphere.
From Lagrange theory,

∇Φ(z∗ ) = 2

or, if M(z) =

Pm

i=1

m
X
i=1

φi (z∗ )Mi z∗ = 2z∗ λ,

φi (z)Mi , then

M(z∗ )z∗ = z∗ λ.

Now, it is straightforward to establish that an eigenvector corresponding to the smallest eigenvalue of M(z∗ ) is also an eigenvector corresponding to the smallest eigenvalue
of M in equation (4.4) for reflective symmetry or the smallest eigenvalue of MDMT
in equation (4.5) for all other symmetries. Here, the weighting matrix D = D(z∗ ).
Therefore, it is sufficient to prove that λ is the smallest eigenvalue of M(z∗ ) to show
that z∗ is a fixed point. The following argument will establish this.
Due to the Kurush–Kuhn–Tucker first- and second- order necessary conditions
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[31], for all w such that wT z∗ = 0,

wT ∇Φ(z∗ ) = wT M(z∗ )z∗ = 0,

and

wT ∇2 Φ(z∗ ) − 2λI w ≥ 0.

(4.10)

Now,
2

∇ Φ(z) = 2

m
X

φi (z)Mi + 2

m
X

Mi z∇φi (z)T ,

i=1

i=1

and




m

Q

∇φi (z) = ∇  zT Mj z
= ∇

=



j=1
j6=i

Φ(z)
zT Mi z



2Φ(z)
1
∇Φ(z)
−
Mi z.
zT Mi z
(zT Mi z)2

Therefore,
wT ∇φi (z∗ ) = −

2Φ(z∗ )
wT Mi z∗ .
(z∗ T Mi z∗ )2

(4.11)

Substituting expression (4.11) into the formula for wT (∇2 Φ(z∗ ) − 2λI) w in the
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second-order necessary conditions (4.10) gives

T

0 ≤ 2w M(z∗ )w − 4Φ(z∗ )
≤ 2(µ − λ),

2
m  T
X
w Mi z∗
i=1

z∗ T Mi z∗

− 2λ

where µ = wT M(z∗ )w. Thus, λ ≤ µ for any eigenvalue µ of M(z∗ ). Since λ is
the smallest eigenvalue of M(z∗ ), a constrained minimizer z∗ of Φ(z) satisfies z∗ =
argminkwk=1 F (z∗ , w).

D

Remark: Theorem 4.2.2 assumes Φ(z) 6= 0.
(0)

This is a reasonable assumption

(1)

(k−1)

since the only way Φ(z) = 0 is if kxj k = kxj k = . . . = kxj
(0)

(1)

(k−1)

(xj , xj , . . . , xj

k for some pair

), where k is dependent on the symmetry group in consideration.

Since the sets are assumed to be noisy, it is unlikely that these norms are precisely
equal in practice. Currently, work is being done to re-formulate the iteration in a way
that avoids this issue.
The convergence history depicted in Figures 4.1 and 4.2 is typical, and iteration
(4.8) seems to be convergent in practice, though no analytic proof showing the convergence of the iterates zp has been formed. However, Theorem 4.2.4 does at least
establish that the sequence of function values, F (zp , zp+1), is convergent.
Lemma 4.2.3. The sequence Φ(zp ) is convergent to Φ(z∗ ).
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Figure 4.1: Iterations depicting that the discrepancy weighting is a good choice.
Notice how as the iterations progress, the normal converges to the correct solution,
even in the presence of outliers (stars).
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Convergence of Iteration zk for 1000 Frames of HIV1 Protease
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Figure 4.2: Convergence of 1000 frames of HIV-1 protease using the discrepancy
weighting
Proof. Recall that zp+1 is chosen to minimize the optimization problem

min F (zp , w) = min

kwk=1

kwk=1

m
X
wT Mi w
i=1

zTp Mi zp

.

Thus,
m
X
zTp+1 Mi zp+1
i=1

zTp Mi zp

≤

m
X
zTp Mi zp

zT Mi zp
i=1 p

= m.

Since the geometric mean never exceeds the arithmetic mean,


Φ(zp+1 )
Φ(zp )

1/m

=

"m
#(1/m)
Y zTp+1 Mi zp+1
i=1

zTp Mi zp

m

1 X zTp+1 Mi zp+1
≤
≤ 1.
m i=1 zTp Mi zp
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Thus,
Φ(zp+1 ) ≤ Φ(zp ).
Hence, Φ(zp ) is a monotonically decreasing sequence that is bounded below and is
therefore convergent. Moreover, since Φ(z) is a continuous function on the compact
unit sphere, Sn , there exists a z∗ ∈ Sn such that

Φ(zp ) → Φ(z∗ ) as p → ∞.

D

Theorem 4.2.4. The sequence

F (zp , zp+1) → m,

as p → ∞.
Proof. First notice that Φ(zp ) is a monotonically decreasing function bounded below.
Thus, the sequence is convergent to some Φ(z∗ ) as shown in Lemma 4.2.3. Therefore,


Φ(zp+1 )
Φ(zp )

1/m

m
1 X zTp+1 Mi zp+1
≤
≤ 1.
m i=1 zTp Mi zp

In other words,


Φ(zp+1 )
m
Φ(zp )

1/m

≤ F (zp , zp+1 ) ≤ m.
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But Lemma 4.2.3 states that Φ(zp ) approaches Φ(z∗ ) as p → ∞. Thus,

F (zp , zp+1) → m,

as p → ∞.

D

A note should be made in the case of formulating an iterative search for dihedral
symmetry. Here, the algorithm begins by searching for an optimal major and minor
axes of symmetry with no weights. To preserve the orthogonality conditions between
the major and minor axes, the minor axis is projected onto the space perpendicular
to the major axis, as described before. Then, the iteration calculates the weights by
alternatively projecting the major/minor axis onto the space perpendicular to the minor/major axis. This projection is in order to preserve the orthogonality conditions.
The iteration continues until the current and previous major/minor axis is within a
specified tolerance. It should be noted that there are occasions where the iteration
oscillates between the best major and minor axis. However, these oscillations, generally, occur close to the pre-defined tolerance. In this case, the best major axis is
chosen.

4.3

Dot Product Weighting

Section 4.2 presents a weighting to diminish the effects of outliers when the generator
of symmetry is being detected. However, for a perfectly symmetric set the discrepancy
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weight fj −1 is undefined since the discrepancy fj = 0. One approach to solve this
problem is to introduce a scaling term such as the one shown in Beaton and Tukey’s
iterative biweighted least squares scheme [7]. However, such methods could lead to
all points over a pre-defined tolerance being weighted the same. Therefore, a second
weighting is constructed. Notice that for a perfectly symmetric set, the unit normal
w may be calculated as

w=

(0)

(0)

(0)

(0)

(0)

xj − (I − 2wwT )xj

kxj − (I − 2wwT )xj k

(0)

(1)

(0)

(1)

xj − xj

=

kxj − xj k

(1)

for every pairing (xj , xj ), while the rotational axis of symmetry q may be calculated
as


P
Pk−1 (i)
(0)
(0)
(0) 
(0)
(i)
xj + kqqT xj − xj
xj + k−1
i=1 xj
i=0 xj
q = (0) 
=
=

P
P
(0)
(0)
(0)
(i)
(i)
kxj + kqqT xj − xj k
kxj + k−1
k k−1
i=1 xj k
i=0 xj k
(0)

(1)

(k−1)

for every pairing (xj , xj , . . . , xj

) because of equation (3.4). Therefore, if one

weights the pairing by δj (z), where
(0)

δj (z) =

(0)

(1)

kxj − xj k

for reflection, and
z
δj (z) =

(1)

zT (xj − xj )

T

k

hP
k−1

(i)
i=0 xj

Pk−1
i=0

(i)

i

xj k
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for rotation, then for a perfectly symmetric data set about the normal/axis of symmetry z,
diag(D(z)) = diag(δj (z)) = (1, . . . , 1) = I.
For noisy data, if an initial guess z is given for the normal/axis of symmetry, then
the jth column of M is weighted by δj (z) ∈ [0, 1]. To find the optimal normal/axis of
symmetry with respect to this weighting, the normal/axis is computed as described
in Lemma 4.1.1 and Lemma 4.1.2. This formulation, again, suggests an iterative
re-weighting scheme that adjusts the vector z to diminish the effects of outliers.
Beginning with an initial guess z0 to the normal/axis, iterate

zp+1 = argmin G(zp , w).

(4.12)

kwk=1

In this case,
G(z, w) =

m
X

δj (z)wT Mi w.

j=1

Computational experience indicates that very good approximations to the true normal/axis of symmetry are attained with iteration (4.12) even in the presence of significant noise. However, there is no analytic proof showing that this conjecture is
true, or even that the iterates, zp , themselves converge.

Chapter 5
Calculating the SPSVD
Recall that the calculation of the SPSVD is a two step process:
1. Determine the generator

G = hR0 , R1 , . . . , Rk−1i

that best approximates the symmetry of the data.
2. Build the best symmetric low rank approximation that preserves the symmetry
from step 1 based on computing the standard SVD of

U0 S0 V0T =

1 T
(R X0 + RT1 X1 + RT2 X2 + · · · + RTk−1Xk−1 ).
k 0

-
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Methods to determine step 1 of the SPSVD, calculating the generator of symmetry
for perfectly symmetric data sets, are discussed in Chapter 3, while methods for noisy
data sets are discussed in Chapter 4. This chapter concentrates on step 2, defining
the best low rank approximation to the data set that preserves the symmetry from
step 1. The following theorem, Theorem 5.0.1, proves that this approximation gives
the best symmetric approximation to the given set with respect to the Frobenius
norm and the matrix 2-norm.
Theorem 5.0.1. If







X = 






X0
X1
..
.
Xk−1














where
RTi Xi = X0 + Ei ,
then


min

b j =Rj X
b0
X
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X
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b k−1
X
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in both the matrix 2-norm and Frobenius norm can be solved by





T
USV = 



where

and





1 
U= √ 
k



b0
X
..
.

b k−1
X












U0
..
.
Uk−1



√

 , S = kS0 , V = V0 ,




Uj = Rj U0 , for j = 0, 1, 2, . . . , k − 1,
with
U0 S0 V0T =

1
(X0 + RT1 X1 + RT2 X2 + · · · + RTk−1Xk−1).
k

Moreover, the best rank-ℓ symmetric approximation to the original data set is
ℓ
X

σj uj vjT

j=1

where uj and vj are the jth column of U and V, respectively, and σj is the jth
singular value of S.
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Proof. Consider
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is an orthogonal matrix. For j = 1, 2, . . . , k − 1, define the orthogonal matrices






Ik−(j+1)
√

T
R
jI
 k−j


1

 and B̂j = 
Bj = √
Bj



j+1
√

− jI Rk−j




Ij−1




.




Let
Z0 = X0
Zj = RTk−j Xk−j + RTk−(j−1)Xk−(j−1) + . . . + RTk−1Xk−1 + X0
Nj = √ −1

j(j+1)

(jXk−j − Rk−j Zj−1 ) .
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since



√
1
 Xk−j   √j+1 Zj 
 X̂k−j   j + 1X̂0 
=



 and Bj 
.
Bj 
=
√
 

 

√1 Zj−1
j
X̂
0
N
0
j
j












If this substitution continues until j = k − 1, then
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2

k−1

X
√
1
kNj k2 .
= √ Zk−1 − k X̂0 +
k
i=1

Hence, the best symmetric rank-ℓ approximation to the original data set is determined
by the best rank-ℓ approximation, X̂0 , to k1 Zk−1 for both the Frobenius norm and
2-norm [17].

D

b to
Intuitively, Theorem 5.0.1 states that the best symmetric approximation, X,

b 0 , to
a data set X is given by first finding the best symmetric approximation, X

X0 by calculating the average of Rk−i Xi, for i = 1, 2, . . . , k − 1, where Rk−iXi is
the transformation of Xi onto X0 . Notice if X is a perfectly symmetric set, then

Rk−iXi = X0 , so the average of Rk−iXi for i = 0, 1, . . . , k − 1 will equal X0 . Next, to
b multiply X
b 0 by Ri to get X
ci . This step
determine the symmetric approximation, X,

b to be a perfectly symmetric set, and Theorem 5.0.1 proves that this is, in
forces X

fact, the best symmetric approximation to X with respect to the Frobenius norm and
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Regular vs. ARPACK for 20 Singular Vectors
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Figure 5.1: The largest 20 singular vectors of an HIV-1 protease trajectory using
ARPACK and a dense SVD solver.
matrix 2-norm. Note that this result is identical to the conclusions of Zabrodsky et
al.’s paper [47]. However, Theorem 5.0.1 also presents a way to efficiently calculate
the best symmetric low rank approximation to the data set.
It is observed in Theorem 5.0.1 that the best symmetric ℓ-rank approximation
b =
to a data set X is given by Uℓ Sℓ VℓT , where the symmetric approximation X
Uℓ Sℓ VℓT . Also, Uℓ and Vℓ represent the leading ℓ columns of U and V, and Sℓ

denotes the leading ℓ×ℓ principal submatrix of S. One may construct Uℓ , Sℓ , and Vℓ
in a straightforward manner using the ARPACK software on a serial computer or
P ARPACK on a parallel system. It may seem counterintuitive to use ARPACK
on a dense system. However, for large data sets, it is indeed computationally more
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efficient to calculate only the leading ℓ terms (singular values) using ARPACK instead
of computing all of the singular values and then discarding n−ℓ of them as is depicted
in Figure 5.1. One may either specify ℓ or utilize a restarting scheme to adjust ℓ until
σℓ ≥ tol ∗ σ1 > σℓ+1 . The important computational point is that only matrix-vector
products are needed to calculate

u=

1
(X0 + RT1 X1 + RT2 X2 + · · · + RTk−1Xk−1 )v,
k

-

and this is essentially the same work per iteration one would require to compute the
corresponding standard SVD of X without the symmetry constraint.

Chapter 6
Updating the SPSVD
For many applications, only the dominant subspaces of an SVD are necessary for
computations. However, there are many cases when new information and/or data
is given and an efficient update to the SVD is required. Considerable research has
been accomplished in the area of updating the dominant SVD subspaces [5, 9], and
an extension of this work is presented here. This chapter concentrates on updating
the SPSVD for new data and/or information. Contrary to the SVD, updating the
SPSVD consists of three parts. First, if new data and/or information is acquired for
the system, an update to the normal/axis of symmetry is necessary. Choosing the old
normal/axis as an initial guess should, in general, be more efficient than recalculating
the full iteration search. Second, a change in the normal/axis of symmetry also alters
the SPSVD for the original data set. Therefore, an efficient update to the original
SPSVD is required. In the case of reflective symmetry, Section 6.1 economically
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recalculates the SPSVD using rank-1 updates. Third, if additional data is provided,
a new SPSVD has to be created that takes into consideration both the original and
added data. Therefore, Section 6.2 describes an efficient incremental update to the
SPSVD.

6.1

Updating the Reflective SPSVD

Suppose an SPSVD is calculated for a given set of data. Then new information
about the data is acquired, and the normal is recalculated. An efficient update to the
SPSVD may be computed in the following way.
First, recall from Chapter 5, that the SPSVD of a reflectively symmetric data set,
composed of X0 and X1 , may be given as the SVD of








 A  1 X0 + WX1
 = USVT ,

= 


 2
X1 + WX0
WA
where

and





√
1  U0 
 , S = 2S0 , V = V0 ,
U= √ 

2
WU0


1
A=
X0 + WX1 = U0 S0 V0T
2

is the SVD of the base set A. Now, assume the reflection operator is updated from
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W to Ŵ. To refresh the SPSVD efficiently, an update to the SVD of the base set is
provided by performing two rank-1 updates to the SVD of A, since






1
1
1
Ŵ − W X1 = A + E,
Â =
X0 + ŴX1 =
X0 + WX1 +
2
2
2
where


1
E=
Ŵ − W X1 = wwT X1 − ŵŵT X1
2
is a rank-2 matrix.
Calculating an efficient rank-1 update for an SVD is a two step process [10]. First,
consider the rank-1 update

A + abT = USVT + abT ,

and set

u = I − UUT a.
Then factor

A + abT =











S UT abT  VT 
 
U u/µ 

 
0
µbT
I

= U1 S1 V1T

83
where µ = kuk. Second, calculate the SVD of


T

T



S U ab 

S1 = 


0
µbT
in an economical manner by noticing that

S1 ST1





T

S UT abT  S UT abT 


= 



0
µbT
0
µbT



S2 + βUT aaT U µβUT a

= 


µβaT U
µ2 β



S2 0
 + βââT ,
= 


0 0

where â = (aT U, µ)T and β = kbk2 . This factorization leads to a diagonal plus
rank-1 update. There has been considerable research into determining efficient eigendecompositions of such matrices [10, 17]. Using this research, an economical SVD
factorization for S1 may be formed as S1 = U2 S2 V2T . Moreover,

A + abT = U1 S1 V1T


= U1 U2 S2 V2T V1T
T
= U1,2 S2 V1,2
,

84
where U1,2 = U1 U2 and V1,2 = V1 V2 , is the efficient rank-1 SVD update for A.
Once the SVD of the base set, A is updated to

Â = Û0 Ŝ0 V̂0T

by two rank-1 updates, then the SPSVD can be recalculated as








 Â  1 X0 + ŴX1 

= 
 = ÛŜV̂T ,

 2

ŴÂ
X1 + ŴX0
where





√
1  Û0 
 , Ŝ = 2Ŝ0 , V̂ = V̂0 .
Û = √ 

2
ŴÛ0

In conclusion, this section presents an efficient update to the SPSVD of a reflectively symmetric set of data for a changed normal. Instead of recalculating the full
SPSVD, one can take advantage of the fact that an update to a reflectively symmetric
data set may be decomposed into two rank-1 updates. The next section determines
how to effectively update an SPSVD if additional data is added to the set.

6.2

Incremental Updates

Suppose a symmetric approximation X̂ is given for X with respect to a symmetry
group Γ, where the size of X̂ and X is kn × m. If l new data points X+ are given,
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then an economical new symmetric approximation to the data set would be desired.
Using the SPSVD, a symmetric approximation X̂+ to X+ is created with respect
to the symmetry group Γ. The leading ℓ left and right singular spaces of the complete
data set
M=



X̂ X̂+



can be formed by the following method [5]. Let

M=









 R 

Q1 Q2 


0

be the QR factorization of M, and consider the SVD of

T

R = USV =



U1 U2








T
 Σ1 0 

 V V
,


1
2
0 Σ2

where Σ1 holds the largest ℓ singular values of R. Then if orthogonal transformations
GU and GV are formed such that




 TU 0 

GTU U = 


0 SU



 TV
and GTV V = 

0



0 
,

SV

then this leaves block diagonal matrices whose first ℓ columns span the singular
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subspaces. Applying these transformations to R leads to

Rnew =

GTU RGV



 TU Σ1 TTV
=

0

0
SU Σ2 STV




.


Therefore, a new block factorization of M is




M = Q1 R = (Q1 GU )(GTU RGV )GTV = Q̂ 


TU Σ1 TTV

0

0

SU Σ2 STV



 T
 GV ,


where the first ℓ columns of Q̂ and GV span the respective singular subspaces.
This algorithm produces an efficient update of the SPSVD. However, it is assumed
that the generator of symmetry stays the same when new data is added. In the case
of reflection, Section 6.1 suggests a way of efficiently updating the SPSVD if a new
normal is computed.

Chapter 7
Computational Results
Computational results for the SPSVD are presented in this chapter. The chapter
begins by applying the SPSVD to protein dynamics. Specifically, the study of the
induced fit process (i.e., the interactions that occur between a ligand and its receptor)
will be observed. Here, emphasis will be placed only on the flexibility of the receptor.
By comparing the SPSVD with the SVD and results from X-ray crystallography for
HIV-1 protease, it will be demonstrated that a low rank approximation calculated
with the SPSVD better resembles the crystal structures of HIV-1 protease when
compared with low rank approximations from the SVD. Full details are presented
in Section 7.1.1. Section 7.1.2 presents results of using the SPSVD on the EGFEGFR complex. Comparisons of the SVD and SPSVD against results from normal
mode analysis (NMA) will be made, and it will be shown that the SPSVD better
resembles the results from NMA when compared with the results from the SVD. The
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use of the SPSVD in compression and orientation of faces is discussed in Section
7.2. Here, one takes advantage of the high degree of reflective symmetry in faces
in order to compress the images more efficiently. Background information regarding
symmetric approximations to both protein dynamics and facial analysis is presented
in Section 2.6.

7.1

SPSVD in Protein Dynamics

One of the main problems facing molecular biochemists is understanding the interactions between various biologically active molecules — for instance, the interplay
between a ligand and its receptor. One approach to this problem is to study the flexibility of a receptor directly using computational simulations. However, this approach
can be very difficult. Since receptors typically consist of hundreds, if not thousands,
of individual atoms, modeling the movements of a receptor results in conformational
searches of a very high-dimensional search space. These searches are computationally taxing — taking anywhere from days to months to compute on even the most
powerful supercomputers. A method to overcome this limitation is to look in a lower
dimensional search space that still retains the essential flexibility of the receptor. This
reduction results in significant improvements in computation times. Modern computational biologists typically accomplish this task by using the SVD, which will now
be described.
For a specific receptor, a dynamical system ẋ = f(x), x(0) = x0 , can be built to
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model the movements of the protein. There are well known techniques for dimension
reduction based upon the Gramian of the trajectory {x(t), t ≥ 0}. The technique
is known as Proper Orthogonal Decomposition in computational fluid dynamics, as
Karhunen–Loève decomposition in face recognition and detection, and as Principal
Component Analysis in molecular dynamics. Each of these techniques are equivalent
to the SVD.
For a system with n-dimensional state vectors, the Gramian

P=

Z

∞

x(τ )x(τ )T dτ

0

is an n × n symmetric positive (semi-)definite matrix (assuming it exists). The eigensystem of P
P = US2 UT
provides an orthogonal basis via the columns of U, and in this basis there is the
representation
x(t) = USv(t)
with the components of v(t) being mutually orthogonal L2 (0, ∞) functions. If the
diagonal elements of the positive semidefinite diagonal matrix S decay rapidly (assuming they are in decreasing order), then a reduced basis representation of the
trajectory may be obtained by discarding the trailing terms and considering the approximation xℓ (t) = Uℓ Sℓ vℓ (t) where the subscript ℓ denotes the leading ℓ columns

90
and/or components. This reduced representation is usually approximated using snapshots consisting of values x(tj ) of the trajectory at discrete time points and forming
the n × m matrix


X = x(t1 ), x(t2 ), . . . , x(tm ) .

The SVD of X provides
X = USVT ≈ Uℓ Sℓ VℓT ,
where
UT U = VT V = In S = diag(σ1 , σ2 , . . . , σn )
with σ1 ≥ σ2 ≥ · · · ≥ σn . This factorization is a direct approximation to the continuous derivation if one considers

P≈

1
1 X
x(tj )x(tj )T ,
XXT =
m
m j

where the approximation to P is given by a quadrature rule. Symmetry constraints
may be introduced into this approximation when appropriate. For example, in protein
dynamics, there is often a known spatial structural symmetry for the state variables
and the purpose of the SPSVD approximation developed here is to impose such
symmetry constraints on the approximate trajectory that are generally lost when the
conventional SVD method is used. This loss is due to the orthogonality properties
of the left singular vectors. By imposing symmetry constraints onto the left singular
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vectors, the essential modes of motion are maintained, while the nonsymmetric (noise)
motions are averaged out. Section 7.1.1 will demonstrate that the SPSVD better
approximates crystal structures obtained from X-ray crystallography when compared
to conventional SVD methods. Also, the section will compare the computational
costs of the SPSVD versus the SVD. Section 7.1.2 provides an alternative example
that illustrates the strengths of using the SPSVD instead of the SVD on the molecular
complex EGF-EGFR. In addition, a comparison of the SVD and SPSVD with results
from normal mode analysis will be made.

7.1.1

HIV-1 Protease

A key protein in the replication of the Human Immunodeficiency Virus (HIV) is
HIV-1 protease, a 2-fold rotationally symmetric molecule. The main conformational
change consists of two flaps opening and closing over the molecule’s docking site [40].
Studying the symmetric motions of this conformational change is the main focus of
this section.
The SPSVD method has been implemented on a trajectory of HIV-1 protease using P - ARPACK on a Linux cluster with 6 dual-processor nodes consisting of 1600MHz
AMD Athlon processors with 1GB RAM per node and a 1GB/s Ethernet connection
to compute the leading 20 symmetric and regular major modes.. The molecule consists of 3120 atoms, and hence the state has 9360 degrees of freedom. The molecular
dynamics trajectory consisted of 10000 time steps (snapshots). The results from the
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simulation are that
1. The first 20 symmetric singular vectors took 244 seconds to simulate (includes
axis of symmetry determination).
2. The first 20 standard singular vectors took 118 seconds to simulate.
This may seem to contradict the claim that the SPSVD should be as efficient as the
regular SVD. However, the need to compute the axis of symmetry adds significantly
to the run time. If more singular vectors are taken, then the SPSVD indeed runs
faster than the regular SVD.
1. The first 50 symmetric singular vectors took 312 seconds to simulate (includes
axis of symmetry determination).
2. The first 50 standard singular vectors took 390 seconds to simulate.
These computations were done for both reflective and rotational symmetry with essentially the same computational time. The computation of the reflective normal or the
axis of symmetry was included in both SPSVD approximations. As this normal/axis
determination is quite demanding, these computations indicate that obtaining the
leading terms of the SVD is comparable for both the symmetry preserving and standard SVD cases. Moreover, both are well suited to the large scale setting when
P - ARPACK is used.
It turns out that HIV-1 protease has 2-fold rotational symmetry, and this aspect
is preserved while providing a good approximation to the full trajectory as can be
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Symmetric
Regular
Figure 7.1: Comparison of SVD versus SPSVD for HIV-1 protease. Notice the nice
agreement for all but the indicated region and its symmetric counterpart.
seen in Figure 7.1. Convergence of iteration (4.8) on a smaller scale HIV-1 protease
system can be seen in Figure 4.2.
Comparisons of the SVD and SPSVD with crystal structures of the receptor bound
to different ligands from the Protein Data Bank (PDB) are also made. Since the
flexibility of the receptor is all that is being considered, information regarding the
ligands are ignored. From these adapted structures, one can measure the distance
between the starting structure of the MD simulation with the crystal structures. By
adding linear combinations of the left singular vectors (obtained from either the SVD
or SPSVD) to the starting structure, one can see how well the left singular vectors
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model the movements of the receptor. The closer this approximation is to the original
crystal structures, the better the left singular vectors are at modeling the motions of
the receptor. Note that there will never be a perfect fit because of the limited scope
of the experimental simulations.
Figure 7.2 compares the crystal structures with approximations obtained from
the SVD and SPSVD from a 2ns NAMD trajectory. For a given number of left
singular vectors, the plots illustrate the average distance (least root mean square
deviation (least RMSD)) from the crystal structures to their projection onto the
left singular vectors for all atoms, the backbone, the docking site, and the extended
docking site. Figure 7.2(a) depicts the projection using the SVD, while Figure 7.2(b)
shows the projection using the SPSVD. Figure 7.2(c) demonstrates the differences
between Figure 7.2(a) and Figure 7.2(b). From these figures, one can see that the
SPSVD does a better job of approximating the crystal structures with a smaller
number of left singular vectors due to the sharp drop-off occurring earlier than the
drop-off for the SVD. However, as the number of left singular vectors increases, the
differences between the SVD and SPSVD slowly disappears, signaling that the stable
conformations of HIV-1 protease are all very symmetric [29]. This fact is confirmed by
looking at the close resemblance between the SPSVD and full trajectory of Figure 7.1.
A similar analysis is represented in Figure 7.3. Here, a comparison is made between
the SVD and SPSVD for a regular and reduced MD simulation (Figures 7.3(a) and
(b)). Again, due to the sharp drop-off, it is apparent that the SPSVD does a better job

95

2.8

2.8
All-atom
1 ······· Backbone
Binding site
Extended binding site

.!..\\'"" . . . ...................................................................
\ ~-, _____________________ _
.....
1.2
· ·~---·~
················• ~-·······································
20

40

60

80

100

RMSD

RMSD

·•........

1.6

0.8
0

--- -

2.4

.•.\
\.

-- . Binding site

1 ······· Backbone

--- -

2.4

2

All-atom

-- .

Extended binding site

\..
,;

2

! ·.......................................................................

1.6 , \
\ \~-,

:

1.2

0.8
0

..

________________________ _

·- ...__ ······· ......... ··--·· .............. .
20

Number of major modes

40

60

80

100

Number of major modes

(a) Regular major modes

(b) Rotational major modes

0.6
All-atom

1·······
-- . Backbone

0.5

--- -

RMSD

0.4

Binding site
Extended binding site

0.3
0.2
0.1
0

-0.1
0

20

40

60

80

100

Number of major modes

(c) Difference between regular major
modes and rotationally symmetric major modes
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(a) EGF-EGFR complex

(b) Initial and Final Structure

Figure 7.4: (a) The 2-fold rotationally symmetric protein complex EGF-EGFR. (b)
The initial (cyan) structure contracting to the final (blue) structure.
at approximating the variability of the crystal structures when compared with results
from the SVD [29]. Also, notice from Figure 7.3(c) that the differences between the left
singular vectors obtained from regular and reduced MD simulations are very small.
Therefore, it is apparent that the SPSVD of a reduced MD simulation accurately
models the movements of HIV-1 protease quickly and efficiently.

7.1.2

EGF-EGFR complex

Epidermal growth factor (EGF) is a single polypeptide chain comprised of 53 amino
acid residues, while its corresponding receptor (EGFR) is a 1186 residue transmembrane protein. EGF induces dimerization of EGFR by binding to the extracellular
region of the receptor, which leads to a 2-fold rotationally symmetric EGF-EGFR
complex as depicted in Figure 7.4(a). Only the Cα atoms (i.e., the carbon atoms for
which the side chains are attached [33]) of the EGF-EGFR complex are considered,
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which is an adequate assumption according to Amadei et al. [2] and Janezic et al. [12].
The least root mean square deviation (least RMSD) values from the 10 ns MD
simulation of the EGF-EGFR complex’s Cα atoms indicate a large conformational
change that reaches an equilibrium state (Figure 7.5(a)). The large decrease of the
solvent accessible surface area (SASA) from 529.75 nm2 for the initial conformation to
427.56 nm2 for the final conformation further supports the claim of a large conformational change in the 10 ns trajectory. By comparing the initial and final conformations
in Figure 7.4(b), one can see that this conformational change may be represented as
an overall contraction of the molecular complex.
The contraction from the initial to the final conformation exhibits a 2-fold rotationally symmetric motion. This idea is supported by looking at the root mean square
fluctuation (RMSF) values obtained from the Cα atoms of the 10 ns MD simulation.
In Figure 7.5(b), the RMSF values for the different chains of the complex are represented by different colors. The symmetric chains follow roughly the same patterns.
In other words, the symmetric chains appear to have similar motions. Therefore, the
overall EGF-EGFR complex exhibits symmetric motions. These symmetric motions
are also apparent if the atomic components from the standard SVD (Figure 7.6) and
SPSVD (Figure 7.7) are considered. From Figure 7.6, it is apparent that the SVD
modes are almost symmetric. Noise has been introduced to the system from the
limited sampling of the MD simulation, which is apparent by looking at Figure 7.8.
Figure 7.8 shows the projections of the trajectory along the first three symmetric
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Figure 7.5: (a) Least RMSD and (b) RMSF of EGF-EGFR configurations from a
10 ns MD simulation. (Thanks Zhiyong Zhang [48].)
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Figure 7.6: Atomic components of the first three modes from the standard SVD.
Ideally, the motions between EGFR-A and EGFR-B, between EGF-A and EGF-B,
should be symmetric. However, there exists noise in the SVD representation due to
the limited sampling in the MD simulation. (a) The first mode. Black: one chain
of EGFR (EGFR-A), red: the other chain of EGFR (EGFR-B), green: one chain of
EGF (EGF-A), and blue: the other chain of EGF (EGF-B). (b) The second mode.
(c) The third mode. (Thanks Zhiyong Zhang [48].)
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Figure 7.7: Atomic components of the first three modes from the SPSVD. Notice that
the noise introduced from the limited sampling of the MD simulation is corrected with
the SPSVD calculation. This correction is seen by the symmetric motions displayed
here. (a) The first mode. Black: one chain of EGFR (EGFR-A), red: the other chain
of EGFR (EGFR-B), green: one chain of EGF (EGF-A), and blue: the other chain of
EGF (EGF-B). (b) The second mode. (c) The third mode. (Thanks Zhiyong Zhang
[48].)
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and standard modes along with their auto-correlation functions. The results from
both methods are almost indistinguishable. Thus, the modes from both methods
describe essentially the same collective motions of the protein. However, in general,
the motions of a protein converge when their autocorrelation function approaches 0
within the sampling time [6]. This is not observed with either the SVD or SPSVD
autocorrelation functions. Therefore, the global collective motions of the EGF-EGFR
complex may be undersampled by the MD simulation. However, the noise has been
cancelled out due to the SPSVD enforcing symmetry onto the major modes.
The cancellation of noise with the SPSVD is apparent when one compares the
SPSVD with results from normal mode analysis (NMA) (Figure 7.9) — a technique
that does not suffer from the sampling problem [45, 48]. Here, the NMA produces
normal modes that assume a purely harmonic energy function about a local energy
minimum. Therefore, the receptor’s flexibility can be represented by looking at the
first few normal modes. Notice that the results from the SPSVD more closely resemble
the normal mode when compared to the SVD results. This resemblance implies that
the SPSVD accurately models the motions of the protein since the NMA does not
suffer from the sampling problem. Figure 7.9 also demonstrates that the SPSVD mode
follows the functional properties of contraction and expansion closer than the SVD
mode. In other words, the SPSVD reproduces the EGF-EGFR complex’s trajectory
more accurately than the SVD.
In conclusion, it is apparent that the SPSVD is a better method for studying the
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Figure 7.8: Projections of the trajectory along the first three modes (left), and their
auto-correlation functions (right). (a) The first mode. Dotted blue: from the SVD,
and red: from the SPSVD. (b) The second mode. (c) The third mode. The results
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the noise that is introduced with the standard SVD modes (Figure 7.9). (Thanks
Zhiyong Zhang [48].)
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(a) Normal Mode

(d) Normal Mode

(b) SPSVD

(e) SPSVD

(c) SVD

(f) SVD

Figure 7.9: Comparison of the first major modes calculated using normal mode analysis, SPSVD and SVD from a 7 ns trajectory. The edge of the arrows represent the
movements of the protein. (Thanks Zhiyong Zhang [48].)
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functional movements of the EGF-EGFR complex when compared to the conventional
SVD method. The SPSVD cancels noise that has been introduced to the system from
the limited sampling of the MD simulation, while preserving the symmetric motions
of the molecular complex.

7.2

Face Recognition

In the previous section, a description of the benefits of using the SPSVD on protein
dynamics was made. This section concentrates on another application of the SPSVD,
face recognition. By taking advantage of the inherent symmetry of faces, one may
be able to store a collection of faces more economically than conventional methods,
while still maintaining the key features of the face.
Once the correct orientation is attained, the SPSVD can find the best symmetric
approximation to the face. By noticing that a face seems to have reflective symmetry
through the vertical mid-line of the face (through the center of the eyes, middle of
the nose, etc.), a reflectively symmetric low rank approximation to the face may be
made. For a face that is correctly oriented, the intensity values from the left half of
the face forms X0 , while the right half gives us X1 . Note that the columns of X1 will
have to be in reverse order to maintain correctly paired data points with relation to
X0 . Then using the SPSVD, the best symmetric approximation is formed by taking
the average of the intensity levels from the left and right halves of the face, i.e., the

106
best symmetric approximation

S=





A Â ,

where A = 1/2(X0 + X1 ) and Â is the matrix A with its columns in reverse order.
These results are identical to those depicted in Kirby and Sirovich [22, 21]. However,
the SPSVD also yields the best symmetric low rank approximation to the face, which
can further compress the storage of the images.
The SPSVD was applied to a series of newly synthesized, laser-scanned (Cyberware TM), 256×256 gray scaled pixel heads without hair for testing purposes. The
face database was provided by the Max Planck Institute for Biological Cybernetics
in Tuebingen, Germany [41]. Results from this analysis is shown in [35]. In addition,
the SPSVD was applied to a series of pictures of people from Rice University. One
of the faces and its symmetric counterpart can be seen in subfigures (a) and (b) of
Figure 7.10. The SPSVD gives a good approximation to the original head, while the
storage is essentially cut in half. Note that the sudden decrease of the singular values
of the SPSVD occur at approximately half the number of iterations (Figure 7.11),
when compared to the regular SVD. This discrepancy suggests that a lower rank
approximation from the SPSVD could give a better approximation to the original
data set when compared to a regular low rank SVD approximation. Heuristically,
this makes sense since the SVD approximates a face, which is inherently symmetric, with components that are not symmetric. Therefore, the SVD would need more
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(a) SVD

(b) SPSVD

(c) Rank-four SVD

(d) Rank-four SPSVD

Figure 7.10: Comparison of SVD versus SPSVD on faces.
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Figure 7.11: Singular values of SVD and SPSVD on face example.
components to represent the face, then the SPSVD which incorporates the inherent
symmetry with its low rank approximation. In fact, by comparing figures (c) and (d)
of Figure 7.10, one can see that the rank-four SPSVD approximation is clearer than
the rank-four SVD approximation. In addition, key features of the face are apparent
with the SPSVD approximation, whereas the SVD approximation remains unclear.
In conclusion, the SPSVD calculates the best symmetric low rank approximation
to a face in both the Frobenius norm and 2-norm. This low rank approximation seems
to better approximate a face than conventional SVD approximations with essentially
half the storage requirements.

Chapter 8
Conclusion
This thesis concentrates on the formulation and application of a symmetry preserving singular value decomposition (SPSVD). The decomposition extends the singular
value decomposition (SVD) by constructing the best low rank approximation to a set
of data that also preserves the symmetry inherent in the data set. Reflective, rotational, reflective-rotational, and dihedral symmetries are considered in this thesis. An
obvious extension of this work is to expand the research to other symmetry groups.
The SPSVD is constructed in two steps. The first step develops a generator that
describes the symmetry of the set. This step is outlined in Chapters 3 and 4, and
is formulated as two distinct iterative reweighting methods. The first method to
calculate the generator is formed as a discrepancy weighting and can be generalized
to all symmetry groups. Questions regarding the convergence of this iteration are
still being investigated; however, preliminary results are presented in Chapter 4. An-
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other area of concern for the method deals with perfect symmetry. In this case, the
discrepancy weighting becomes undefined. However, since one generally deals with
noisy data sets, this concern is not a factor. Nevertheless, different formulations
of the discrepancy weighting are being investigated that work when there is perfect
symmetry. In addition, for the case of reflective and rotational symmetry, a second
iterative method has been created that weights the set of points to one in the case
of perfect symmetry. In other words, the weighting matrix D = I in the case of
perfect symmetry. Currently, methods to generalize this iteration to other symmetry
groups are being investigated. Also, the existence of a fixed point and convergence
of the iteration are yet to be shown. Once a generator has been picked, then the
second step of the SPSVD calculates the best low rank approximation that preserves
the symmetry of the generator. In Chapter 5, it is shown that this approximation
is, indeed, the best symmetric low rank approximation to a set of data. In addition,
the chapter illustrates how the SPSVD can be calculated using only matrix-vector
products and shows that it is no more expensive than computing the conventional
SVD factorization.
An efficient update to an SPSVD may be needed if new information and/or data
is presented for a data set. Updating an SPSVD is presented as a three step process.
First, a method to effectively update the generator of symmetry is given. Second, a
proficient formulation to update the generator of symmetry in the case of reflection
is presented. Methods to generalize this formulation to other symmetry groups are
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currently being researched. Finally, if new data is acquired, then step 3 calculates an
incremental update to the SPSVD.
Applications of the SPSVD to protein dynamics and facial analysis are presented
in Chapter 6. In the case of protein dynamics, conventional SVD methods often
ignore symmetric motions of the protein due to the orthogonality properties of the
left singular vectors. By enforcing symmetry conditions onto the left singular vectors,
the SPSVD generates modes of motion that preserve the symmetric motions of the
molecule. With HIV-1 protease, these symmetric modes lead to efficient methods
to locate low-energy (stable) conformations of the protein. In the case of the EGFEGFR complex, the SPSVD produces results that are not as highly influenced by
the sampling problem when compared with the SVD. Currently, new analysis of the
applications of the SPSVD in protein dynamics is being investigated, specifically with
regards to the EGF-EGFR complex and the 7-fold rotationally symmetric GROEL
molecule. In facial analysis, the SPSVD offers a method to efficiently store a large
number of faces. By taking advantage of the large degree of reflective symmetry in
faces, the SPSVD may also be able to construct a better low rank approximation to a
face while reducing the storage requirements when compared with conventional SVD
methods. Extensions of this research are currently being studied. In addition, new
applications of the SPSVD are also being investigated.
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