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Abstract

A Sensitivity-Driven Greedy Approach to Fluence

Map Optimization in Intensity-Modulated

Radiation Therapy

by

Michael S. Merritt

Intensity-modulated radiation therapy (IMRT) is a state-of-the-art technique for ad-

ministering radiation to cancer patients. The goal of a treatment is to maximize the

radiation absorbed by the tumor and minimize that absorbed by the surrounding

critical organs. Since a plan can almost never be found that both kills the tumor

and completely avoids irradiating critical organs, the medical physics community has

quantified the sacrifices that can be tolerated in so-called dose-volume constraints. Ef-

ficiently imposing such constraints, which are fundamentally combinatorial in nature,

poses a major challenge due to the large amount of data. Also, the IMRT technol-

ogy limits which dose distributions are actually deliverable. So, we seek a physically

deliverable dose distribution that at the same time meets the minimum tumor dose



iii

prescription and satisfies the dose-volume constraints. We propose a new greedy al-

gorithm and show that it converges to a local minimum of the stated formulation of

the fluence map problem. Numerical comparison is made to an approach represen-

tative of the leading commercial software for IMRT planning. We find our method

produces plans of competitive quality with a notable improvement in computational

performance. Our efficiency gain is most aptly attributed to a new interior-point gra-

dient algorithm for solving the nonnegative least squares subproblem every iteration.

Convergence is proven and numerical comparisons are made to other leading methods

demonstrating this solver is well-suited for the subproblem.
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Chapter 1

Introduction

Over a million people are diagnosed with cancer each year. In the United States, one

out of every two men and one out of every three women can expect to have some form

of cancer in their lifetime [1]. Oncologists typically employ a combination of treatment

methods, among which chemotherapy, surgery, and radiation therapy are the most

common. Approximately half of all cancer patients will receive some form of radia-

tion therapy. This may be administered internally with radioactive drugs/implants

or externally using beams of ionizing radiation. This work concerns the modeling of

external beam radiation treatment planning in an optimization setting. Such treat-

ments are widely-used in clinics around the world to treat a variety of cancers, so an

effective and practical technique for treatment planning has far-reaching impact.

Extreme care must be taken when treating cancer with beams of radiation. Bom-

barding malignant tumors with high-energy X-rays can kill cancerous cells or at least

1
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hinder their growth, but it is usually impossible to deliver a terminal dose to the

tumor without damaging nearby healthy organs in the process. Serious patient com-

plications can occur when the surrounding normal tissues receive too much of this

collateral radiation. On the other hand, sacrificing a modest portion of the healthy

tissue may be tolerable since many organs are resilient and can still provide their

anatomical function or recover eventually. Therefore, research in radiation therapy

seeks methods of delivering a sufficient dose to the tumor, while carefully controlling

the dose received by neighboring organs and other healthy tissues.

1.1 Intensity-Modulated Radiation Therapy

Patients receive radiotherapy via a linear accelerator that rotates on a gantry around

the patient, emitting beams of X-rays from various angles. Relatively low-energy

beams are “shot” from the different angles to produce a superposition of dose absorp-

tion at the beam intersection. This eliminates the need to shoot the patient with one

immensely powerful beam to kill the tumor and thus prevents major damage to the

skin and lowers dose to other healthy tissue as well. Note that one can have many

targets (tumors) and many organs-at-risk (critical organs) in the region of interest.

Moreover, a beam with rectangular cross-section yields less than adequate results.

Consider a spherical target. We would prefer a beam with a circular field shape so

that we can hit the target shape precisely, without letting any more radiation bleed

over to the critical organs than necessary. Similarly, if the tumor is next to a critical
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organ we want to protect, it might behoove us to have a beam whose cross-section

was shaped so as to avoid the organ-at-risk, while matching the shape of the tumor.

This consideration led to the development of the multi-leaf collimator (MLC) device.

Its computer-controlled leaves act as a filter, blocking or allowing radiation through

in order to tailor the beam field to the shape of the tumor and minimize exposure of

the critical organs.

In conventional 3D conformal radiotherapy (3DCRT), the MLC has a static shape

pre-determined by examining the beam’s-eye-view of the region of interest. This

approach keeps a uniform fluence (roughly, energy density) across the beam field.

It has been around for many years and is widespread in clinics today because of its

ability to conform radiation well to the 3D geometry. On the other hand, the resulting

dose distributed in the region of interest is severely limited by the beam uniformity

and may not be sufficiently high to achieve the treatment goals. So, a radiation

physicist may use custom-made blocks and wedges to modulate the beam so that the

patient can receive a greater dose in some areas than others. If, however, more dose

escalation or precision in its deposition is required, this may not be satisfactory.

The state-of-the-art 3D conformal radiotherapy method is known as intensity-

modulated radiation therapy (IMRT) and has been in clinical use for about 10 years.

In contrast to traditional 3DCRT, it utilizes dynamic multi-leaf collimation in most

cases. That is, the leaves of the MLC move while the beam is turned on, modulating

the beam intensity in real-time during treatment. The IMRT paradigm breaks up
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each beam into many smaller beamlets, each having its own distinct intensity, so that

a non-uniform distribution of intensity may be realized. In this way, tighter dose con-

formation and higher dose escalation may be achieved with IMRT than conventional

3DCRT. Although it is not necessarily well-suited for all cancer sites, in general,

IMRT produces far less patient complications than conventional 3DCRT because the

dose delivered to critical organs tends to be much lower.

As a side note, strictly speaking, IMRT modulates the beam fluence, not the

intensity [36]. The physics involved are beyond the scope of this thesis, but we want

to clarify that this misnomer is accepted in the medical physics community and so

we shall refer to the beamlet fluence values as intensities.

1.2 IMRT Planning

Planning intensity-modulated radiation therapy is a multi-step process. A patient

first comes in for initial scans with CT, MRI, PET, or other imaging modalities. The

region around the tumor/s is discretized by the scanner into 3D volume elements, or

voxels (typically several millimeters in each dimension). The images are scrutinized

and automated software used to delineate structures. This in itself can be an error-

prone process that has serious implications on treatment. Determining whether voxels

should be considered as belonging to a critical organ or a target can be quite a

subjective matter. For instance, two expert physicians may differ in what they call

“tumor” and what they call “lung.” Significantly different plans may result for each
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distinct choice. Moreover, there are hosts of ad hoc strategies to force the planned

dose distribution to obey certain requirements. It is desirable, for example, for dose

to fall off sharply outside the tumor. So, one may define an annular region around the

tumor with an independent prescription to achieve this goal. These sorts of artificial

structures are common in radiation therapy planning. After pre-treatment scans and

contouring are complete and a radiation oncologist prescribes treatment goals, there

are three distinct problems that must be solved before treatment can begin.

First, the beam selection process seeks to identify the best gantry angles from

which to administer the radiation beams. During treatment the accelerator is fixed

at some angle while the beam is on, then it rotates to another angle after that beam

turns off. If one were to optimize the treatment as a function of these (finitely many)

angles, the resulting problem would be combinatorial in nature. We, however, will

assume the fixed beams angles are provided a priori. This is most often done by the

planner who tries to “eyeball” beam angles that avoid major critical organs, based

on their intuition and experience.

Once beam angles are selected, fluence map optimization proceeds. Fluence maps

are 2D functions that correspond an intensity, or fluence, value to each point on

the MLC treatment head. Discretization yields a finite set of beamlets for each beam

angle. The fluence map optimization problem seeks (nonnegative) beamlet intensities

for which the resulting dose distribution meets the minimum dose required to kill the

targets while minimizing the radiation delivered to the critical organs. It can be
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viewed as the inverse problem of determining beamlet intensities at each angle such

that some desired dose distribution is delivered to the patient. A major drawback

of IMRT is its increased planning complexity due to the need to compute all these

intensities. Whereas conventional 3DCRT requires finding as many intensities as there

are beams (less than 10), IMRT requires setting thousands of beamlet intensities. This

can quickly become computationally prohibitive to the planning process, so efficient

algorithms are essential.

Finally, leaf sequencing converts beamlet intensities into MLC leaf movements in

order to deliver the dose distribution computed during fluence map optimization. In

fact, it may not even be possible to realize the computed dose distribution due to

the physical limitations of the MLC device. For instance, highly oscillatory fluence

maps or ones with large variations can be problematic. This represents a major

barrier to effective fluence map planning because one can compute fabulous treatment

plans that are impossible to deliver. Some authors claim that their fluence map

planning algorithms are not adversely affected by leaf sequencing, but in most cases

the quality loss can be significant. The obvious solution is to build constraints into the

fluence map optimization that account for delivery hindrances, but precise regularity

conditions are seldom imposed on the fluence map since there is so much uncertainty

in the delivery process. Ordinarily, clinicians simply plug their computed fluence maps

into a leaf sequencer program and hope it does not degrade their dose distribution

too much.
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Though it is ideal to integrate beam selection, fluence map optimization, and

leaf sequencing into one problem, this makes the resulting optimization too costly

in practice, for all but the simplest problems. More efficiently, algorithms can be

implemented to solve each planning problem separately. Still, dividing up the tasks

and neglecting the requirements of another stage endangers the reliability of the solu-

tion. Indeed, a seemingly wonderful solution can end up being completely unusable.

Plus, there are other sources of error in IMRT that can degrade treatments such as

measurement, discretization, organ motion, and dose calculation. Despite efforts to

mitigate some of these factors, in general, there is still a large potential for errors.

In the context of such errors, we will develop a new fluence map optimization

strategy. A significant practical consideration is that requesting high solution accu-

racy may be unnecessary if it is only to be wasted in the final delivery stage. Instead,

it may often suffice to obtain a low accuracy fluence map in an affordable manner, a

primary goal of this thesis.

1.3 Dose Calculation

The standard IMRT model for dose at the i-th voxel within the patient is

di =

n
∑

j=1

aijxj, (1.1)

where n is the total number of beamlets and aij gives the dose absorbed by the i-th

voxel per unit intensity emission from the j-th beamlet. The values (aij) form the
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influence matrix A ∈ R
(mt+mh)×n
+ , where mt and mh are the number of target and

critical structure voxels, respectively. Typically, (mt + mh) � n with (mt + mh) on

the order of 105 or larger whereas n might range in value from 103 to 104. Figure 1.1

shows how each element aij relates to a beamlet emitted from the MLC and a voxel

in the patient.

Figure 1.1: Influence Matrix Element

In actuality, the influence matrix A is a discretized kernel operator of some integral

transport equations that model the dose absorbed by the patient as a function of the

emitted beamlet intensities. Since approximating the discretized kernel operator A

can be quite expensive computationally, several different methods have been proposed.

Note that any approximation adds errors to the already idealized model and that

this can be a major source of error in the IMRT planning process. For computing

element of the 
influence matrix 

voxel i 
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A, Monte Carlo sampling and convolution/superposition techniques, which consider

substantial scattering of radiation in the model, are extremely accurate. But, they

tend to be so slow that they limit the performance of optimization algorithms when

a significant number of iterations is required. The matrix A in such situations can

also be very dense. Alternatively, a much less accurate but cheaper method uses

thin pencil beams to determine the influence beamlets have on voxels more or less

along a straight line path. This leads to much sparser A matrices. Some fluence map

optimization algorithms even use a combination of these at different stages in the

optimization when varying levels of accuracy may be necessary [33]. We will assume

for this thesis that the matrix A is available upfront and does not change for the

entire optimization process.

1.4 Dose-Volume Constraints

To achieve a terminal tumor dose in radiation therapy, the surrounding critical organs

are inevitably harmed. There is no choice but to make sacrifices in order to treat the

cancer, so we want to carefully control how much healthy tissue can be damaged

in the process. Toward this end, radiation oncologists often prescribe dose-volume

constraints (DVCs) that allow a modest amount of healthy tissue to be sacrificed in

order to escalate the dose to the targets. These constraints are natural for oncologists

to specify, although they may not always know how realistic they are.

Each row of Table 1.1 represents a distinct dose-volume constraint for that struc-
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Structure % Vol Rx Dose Rx

Target ≥ 95 ≥ 50.4 Gy

≤ 1 ≥ 54 Gy

Lung ≤ 35 > 10 Gy

≤ 20 > 20 Gy

≤ 10 > 30 Gy

Spinal Cord ≤ 0 > 45 Gy

Heart ≤ 40 > 40 Gy

Table 1.1: DVC Example

ture. For example, the heart DVC specifies that no more than 40% of the voxels in

the heart may exceed a 40 Gray dose. One could equivalently require at least 60% to

be below 40 Gy. We will use these two complementary forms interchangeably, though

we favor the first for its interpretation as the maximum allowable volume that may be

sacrificed. We will refer to the dose (e.g. 40 Gy) as the dose-volume threshold, or tol-

erance. Furthermore, note that target prescriptions may also be specified with DVCs.

For the lung, we have three levels of DVCs. These might be useful, for instance, if the

functional capacity of lung tissue starts diminishing at 10 Gy, is seriously damaged

at 20 Gy, and is irreparably destroyed above 30 Gy.

How well a dose distribution agrees with the DVCs is measured with a cumulative

dose-volume histogram (DVH). Following dose computation via d = Ax, the number

of doses for each bin is counted and accumulated so that the (10, 35) point on a DVH

graph means that 35% or less of the voxels in that structure have doses of 10 Gy or

more. Figure 1.2 shows some DVHs for several structures. The DVCs from Table 1.1
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Figure 1.2: Dose-Volume Histogram

are included in Figure 1.2 as color-coordinated dots. A dose distribution satisfies that

DVC if the curve is below or goes through the corresponding point. Qualitatively, one

can think of “up and to the right” as being bad and “down and to the left” as good

for critical organs, and the opposite for targets. We can see that for this particular

solution, the lung’s lowest dose level DVC is violated because the curve is above the

corresponding point, whereas the next two levels of DVCs are satisfied because the

curve is below those points.

Clearly, dose-volume constraints can be advantageous because they provide fur-

ther degrees of freedom for the escalation of tumor dose by allowing some leeway in

damaging the critical organs. On the other hand, the most straightforward formu-

lation for imposing them introduces a combinatorial component to the optimization

problem [17]. This is because the constraints do not specify which 40% of the heart
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voxels, for instance, can have their 40 Gy bounds violated and therefore be sacrificed.

In fact, finding the globally optimal combination of critical organ points to sacrifice

is an extremely costly problem, given the typical problem size could easily involve

millions of integer variables (plus thousands of continuous ones). For this reason,

researchers have labored to find an affordable means of imposing such conditions

without resorting to the (NP-complete) mixed-integer problem.

1.5 Planning Software

The utility of an integrated commercial planning system is that it allows one to com-

plete all the necessary steps of the IMRT planning process. Advanced visualization

software can be used to quickly view multiple perspectives of the 3D scan images and

facilitate structure segmentation. Different beam angles may be considered with a

beam’s-eye-view of the target to improve the beam angle selection. Most planning

software also comes with a dose calculation engine with options for varying levels of

accuracy. Such systems typically have their own models and optimization algorithms

for finding a fluence map. The computed beamlet intensities can then be fed to an

integrated leaf sequencer to find the deliverable MLC parameters for delivery. Dose

distributions can be seen immediately using advanced visualization software.

Of these systems, the most popular is probably Philips r© Pinnacle3 r© . Since

large-scale commercial software is unavailable to us, we have sought out the freely

available Computational Environment for Radiotherapy Research (CERR) developed
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by Joe Deasy at the University of Washington at St. Louis [9]. This is a Matlab r©

implementation of the vital features we need for fluence map planning, namely dose

calculation and visualization. CERR allows us to import the CT scans and contours

that define targets and critical structures, calculate influence matrices for use in our

algorithm, and visualize dose distributions corresponding to our solutions. The dose

calculation is admittedly inaccurate and there are some limitations to its usefulness,

but CERR gives us a computational platform on which to run our experiments.

1.6 Optimization Models

The body of literature on IMRT is staggering for a topic that has only been in clinical

use for about 10 years. The following is a brief overview of some physical models for

fluence planning, but is by no means an exhaustive list and does not include biological

or stochastic models. More comprehensive reviews may be found in [32, 31].

Linear models have long been used in this problem [2, 26]. To summarize, they

offer very satisfactory theoretical results at the cost of a large number of constraints

and variables, typically one for each voxel. Linear programs are often used when

absolute limits on dose are desired, but they can also be rigid because of this. In

contrast to the tight bounds imposed by many linear formulations, elastic variables

can be used to allow slight over- or under-dosing [11]. Alternatively, a relaxation

approach may be employed to satisfy dose-volume constraints [22]. We have also

mentioned above that one can impose dose-volume constraints exactly using a mixed-
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integer linear programming formulation, but this can be inefficient [17, 14]. Column

generation, on the other hand, may be an affordable strategy to mitigate this cost

[28]. Some interesting work also appears in [29], where convex quadratic least-squares

objectives are approximated using piecewise linear convex functions.

Probably the most fundamental characterization of this problem is that we want

to maximize the dose to the targets, while minimizing dose to the critical structures.

Thus, it can be viewed as a multi-objective optimization problem. Instead of gener-

ating a single optimum, multi-criteria problems contain a family of Pareto optimal

solutions [8]. Many different objective functions have been used for the fluence map

problem, when in fact many of these seemingly different approaches produce nearly

the same Pareto optimal solutions [30]. It thus is important to keep in mind that

underlying any model for fluence map planning is the multi-criteria nature of the

problem, meaning that all we are doing is sampling points on the Pareto front using

different formulations. This is the most difficult challenge to determining optimality

because oftentimes solutions appear to have roughly equal tradeoffs. For instance,

two plans might be generated where the DVCs are satisfied because the DVH goes

directly through the DVC point, yet one curve is “concave up” and the other “con-

cave down,” resulting in significantly different biological responses. Some attempts

to rank plans have been made, though in our opinion such decisions are best left up

to the physician [24].

Moreover, dose-volume-based least squares models are widely-used to encourage
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dose-volume feasibility. These models are somewhat related to our approach, so we

will now discuss some details. The standard technique is to associate a least squares

functional of some kind with every anatomical structure and minimize their weighted

sum. The weights can be thought of as the relative importance of one structure over

another. A tedious trial-and-error process of weight, or importance factor, selection

usually accompanies such an approach, in which complete re-optimization is required

for each new set of importance factors. In this way, the Pareto optimal front can

be sampled, but of course an acceptable plan is not guaranteed. They take the

inverse planning point-of-view by specifying a desired dose distribution and fitting it

in the least squares sense. Additional terms and custom penalty functions are used

to encourage dose-volume feasibility. Dose-volume-based least squares models usually

have the form

min
x≥0

∑

k∈T ∪C

F k(x) (1.2)

where each target in T and critical organ in C has its own function F k associated

with it, and x is the vector of beamlet intensities. For k ∈ C,

F k(x) =
ωk

Nk

∑

i∈Vk

H(di − dk)H(dη − di)

(

di − dk

dk

)2

, (1.3)

where Nk is the size of Vk which indexes the critical organ’s voxels, ωk an associated

importance factor, di = [Ax]i the current dose in voxel i, dk the dose-volume threshold,

and dη the current dose received by the structure at the η dose-volume level. The

Heaviside function H(y) = y when y > 0 and 0 otherwise, so that only doses between

dk and dη are penalized. This is a common choice in dose-volume-based least squares
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models for objectives [34, 38, 6].

For example, if our dose-volume constraint is “no more than η = 50% of the lung

can receive more than dk = 20 Gy” and yet the current dose d is such that 50%

of the voxels get at least dη = 40 Gy, then this formulation penalizes all the voxels

with doses between 20 and 40 Gy in order to bring the dose into compliance with

the DVC [38, 20]. If one has multi-level dose-volume constraints, more terms may be

added to F k to penalize if those requirements are not met as well. Opinions vary on

what is the best F k for the targets, but some possibilities are simple least squares

fit to a desired target dose distribution, upper and lower bound terms with distinct

importance factors for limiting hot and cold spots [38], or even a form similar to

(1.3) where only voxels with doses below the minimum terminal dose and above the

maximum target dose are penalized.

The form of F k specified in (1.3) is only meant to be a representation of a very

large class of models. We feel (1.3) is a prominent model both in the literature and

in clinical use. Its popularity in clinics comes from its utilization in the Phillips r©

Pinnacle3 r© treatment planning system. In fact, we have taken this model from a

description of the Pinnacle3 RayOptimizer r© [20], used in over 1,200 clinics around

the world to treat patients.

Indeed, many are treated everyday using this model and it generally produces good

results, but has some potential limitations. Most notably, the nonlinear function F k in

(1.3) is nonconvex due to the penalization strategy involving dη and even nonsmooth
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due to the step functions. Such an objective is less desirable for developing theory

or for computation as derivatives will not exist at points x where di = dη. Also,

the nonconvex nature of the objective poses the problem of local minima. There are

numerous studies that propose that local minima do not pose a problem here (e.g

[39, 34, 19]), but we find that most of the time, the community ignores the fact that

they are updating the importance factors ωk iteratively (thus perturbing the objective

to a potentially more amiable disposition). We believe the presence of local minima

is still a major drawback of this model that most authors attribute to a need to alter

importance factors and re-optimize.

Our approach to the fluence map optimization problem resembles dose-volume-

based models mainly in the sense that it uses a least squares functional as measure of

distance between what is achievable and what is desirable with respect to the dose-

volume constraints. The distinguishing feature of our approach is truly its handling of

the DVCs. A close relative of our work is the successive projections work of Lee and

Cho [18]. The distinction is that theirs is a projection onto a convex relaxation of the

dose-volume constraint set, whereas our algorithm tackles the actual nonconvex set

head on. Furthermore, our method may also be reminiscent of a body of work that

views this as a constraint satisfaction problem, where projection onto convex sets is

used [23]. Although similar in that we navigate the feasibility set with projection, the

sets onto which we project are nonconvex until the final iterations of our algorithm.



Chapter 2

Successive Least Squares Model

In this chapter, we develop a new model for the IMRT fluence map optimization

problem that successively adjusts the “desirable” dose distribution so as to minimize

the least squares fit every iteration. We attempt to minimize dose-volume infeasibility

and simultaneously attain the dose needed to kill the targets. In Section 2.1, we

motivate our method by examining the geometry of the set defined by the dose-

volume constraints. Section 2.2 establishes a formulation to describe the problem.

Section 2.3 explores some theoretical properties of the formulation that will help us

solve the problem. Finally, we construct a new algorithm for solving the proposed

problem formulation in Section 2.4 and prove convergence to a local solution.

18



19

2.1 Geometry of the Feasible Set

To motivate our approach, we discuss the geometry of the dose-volume constraint

set in the IMRT fluence map optimization problem. Fundamentally, our goal is to

sufficiently dose the targets while satisfying the dose-volume constraints (DVCs) as

closely as possible.

Definition 1. Let Dv ⊂ R
mt+mh

+ be the set of dose vectors that satisfy all the dose-

volume constraints for a given problem.

There may be many targets and critical organs with (possibly multi-level) DVCs,

but vectors in Dv satisfy all such requirements. Note the first mt components of a

vector in Dv contains the target voxel doses and the last mh the healthy tissue doses.

Correspondingly, we assume the rows of A are organized such that AT = [AT
t AT

h ],

where At is the submatrix consisting of target voxel rows and likewise Ah is made up

of healthy tissue voxel rows. Thus, if we let x ∈ R
n
+ = {y ∈ R

n : y ≥ 0} stand for

the beamlet intensities, Atx gives the dose in the target voxels and Ahx dose in the

healthy ones.

Suppose we have a vector u ∈ Dv satisfying the dose-volume constraints. We

notate the first mt components corresponding to the target as ut and likewise the last

mh components as uh. Then to find beamlet intensities x ∈ R
n
+ whose resulting doses

satisfy the dose-volume constraints, we must have Ax ≤ u. (For this reason, we will

loosely refer to the u values as “bounds” throughout.) Equivalently, we can impose
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the condition Ax + s = u, for some auxiliary (slack) variable s ∈ R
mt+mh

+ where

A =





At

Ah



 , s =





st

sh



 , and u =





ut

uh



 .

Let m = 2mt + mh and let bt ∈ R
mt

+ be the given prescription dose vector. We define

the prescription set

H =











bt

u



 : u ∈ Dv







⊂ R
m
+ , (2.1)

to contain doses that meet the fixed prescription bt and satisfy the DVCs. Further-

more, we define the (augmented) physical set

K =











Atx

Ax + s



 : x, s ≥ 0







⊂ R
m
+ (2.2)

to contain the doses that can be realized physically (up to dose calculation and deliv-

ery errors). The word “augmented” refers to the addition of the slack variable to the

last mt+mh components. It will soon be clear that this definition allows extra degrees

of freedom so that there is no penalty for a component i for which (Ax)i ≤ ui. Since

bt is fixed in the definition (2.1), H consists of Dv embedded in the higher dimensional

affine subspace {[ bt
u ] : u ∈ R

mt+mh}.

Proposition 1. Dv is nonconvex.

Proof. To prevent the proof of a simple fact from becoming tedious, we will only

consider one dose-volume constraint for one critical structure. In fact, we wll assume

there are no targets (mt = 0) to simplify the notation. The proof can easily be
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generalized, however, for multiple targets and critical structures and multi-level dose-

volume constraints.

Without loss of generality, let the set Dv contain all doses that satisfy dose-volume

constraints of the form “no more than 1 voxel can exceed dose γ.” Let u, v ∈ Dv be

such that u1 = v2 > γ, v1 = u2 = γ, and ui = vi = γ for i ∈ C = {3, . . . , mh}. For

α ∈ (0, 1), consider the point

α











u1

u2

uC











+ (1 − α)











v1

v2

vC











= α











u1

γ

γe











+ (1 − α)











γ

v2

γe











=











αu1 + (1 − α)γ

αγ + (1 − α)v2

γe











,

where e is the vector of all ones with length |C| − 2. Since u1 = v2 > γ, the first two

components must also be greater than γ. Therefore, the point αu + (1 − α)v /∈ Dv

because at most 1 voxel dose can exceed γ.

Clearly, K is a closed convex cone and H is nonconvex by Proposition 1, but we

can say a little more. In fact, each set Dv is a nonconvex union of convex “boxes.”

For example, suppose we have one target containing one voxel with no associated

DVCs and one critical structure containing two voxels with the DVC: at least 50%

volume of this structure must be less than or equal to 1 Gy. In order to illustrate the

geometry for this example in low enough dimensions to draw pictures, we will assume

Dv ⊂ R
mh

+ (DVCs for just critical organs) rather than R
mt+mh

+ (DVCs for both targets

D 
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and critical organs). In this case, we would have

Dv = {u ∈ R
2
+ : u1 ≤ 1} ∪ {u ∈ R

2
+ : u2 ≤ 1},

where subscripts refer to individual components. Figure 2.1 illustrates the geometry

of Dv for this case, while Figure 2.2 shows the relation of Dv to H and K. Note that

with more dose-volume constraints, target structures, critical structures, or voxels,

we would have a higher dimensional generalization of this geometry. We will refer to

the “arms” of the set Dv in Figure 2.1 as branches. The reason for this will become

clear when we discuss an algorithm for solving the problem.

Figure 2.1: Dose-Volume Constraint Set Dv ⊂ R
2
+

Dv = {ul < = 1} U {u2 < = 1} 

(1 , 1) 

(0,0) 
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Figure 2.2: Prescription Set H and Augmented Physical Set K in R
3
+

2.2 Formulation

To treat the targets and yet make the most of our sacrifice in the critical structures,

we would ideally like to find x ∈ R
n
+ and s ∈ R

mt+mh

+ such that both Atx = bt

and Ax + s = u, but Figure 2.2 suggests this is not always possible. The reality of

the IMRT fluence map problem is that there may be no physically achievable dose

that both satisfies the DVCs and meets the prescription. That is, generally speaking

dist(H,K) > 0, or equivalently H ∩ K = ∅. Thus, we are motivated to determine

dH ∈ H and dK ∈ K such that

dist(dH , dK) = dist(H,K) = min
u∈Dv

dist









bt

u



 ,K



 , (2.3)

where the minimization is actually over Dv because bt is fixed a priori. In other words,

Desirable and Deliverable 
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we find a physical set vector dK and a prescription set vector dH that are closest to

each other. For a given u ∈ Dv, the objective in the problem (2.3) describes the

distance from a given prescription set vector to the physical set:

dist









bt

u



 ,K



 = min
x,s≥0

∥

∥

∥

∥

∥

∥





bt

u



−





Atx

Ax + s





∥

∥

∥

∥

∥

∥

(2.4)

Note that an equivalent solution can be obtained by minimizing one half times the

square of the norm, so that we can replace (2.4) with the quadratic functional

q(x, s, u) =
1

2
‖Atx − bt‖

2 +
1

2
‖Ax + s − u‖2 . (2.5)

Thus, we define our objective function over the set of all u ∈ Dv to be

f(u) = min
(x,s)≥0

q(x, s, u). (2.6)

Namely, f(u) is itself the optimal value of a linear least squares problem with a

nonnegativity constraint. Using this notation, we re-pose the problem (2.3) with the

equivalent formulation

min
u∈Dv

f(u). (2.7)

If we can solve this problem, then we will have found a u∗ ∈ Dv and associated

beamlet intensities x∗ ∈ R
n
+ such that the “deliverable” dose distribution Ax∗ is as

close as possible to being feasible with respect to the dose-volume constraints and to

meeting the prescribed bt in the targets.
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2.3 Theoretical Properties of f

Our objective f is itself the minimum of another problem, making it somewhat com-

plicated. In this section, we examine the properties of f on the domain Dv with a

mind toward constructing an algorithm for solving our overall problem (2.7). We

make the following assumption in all our theoretical results.

Assumption 1. The matrix At is full column rank.

In our experience, this assumption almost always holds and certainly does for all

of our data in Chapter 4. However, if At is not full column rank, then the solution

to the optimization subproblem (2.6) may not be well-defined. Effective algorithms

for finding one of the solutions still remain, though some additional work is necessary

[4]. Our theoretical work depends on uniqueness properties that follow from this

assumption. In particular, we will use this assumption to prove the subproblem

solutions are unique and continuously differentiable functions of u.

2.3.1 Optimality of the Subproblem

Evaluating f(u) requires solving a subproblem parameterized by u ∈ Dv which we

will denote Q(u):

min
(x,s)≥0

q(x, s, u) (2.8)

Subproblem Q(u) is a convex bound-constrained quadratic program that we will need

to solve repeatedly, so let us examine it in more detail.
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Proposition 2. The subproblem objective function q(·, ·, u) is a uniformly convex

function for every u and thus f is a well-defined function of u.

Assumption 1 implies this strong convexity property. Moreover, it follows from a

well-known existence result that Q(u) has a unique solution in this case, giving f a

single value for every value of u.

The convexity of the function q(·, ·, u) implies that the Karush-Kuhn-Tucker (KKT)

conditions for problem Q(u) are necessary and sufficient for optimality. Note that for

two vectors v and w of the same dimension, the component-wise minimum min(v, w) =

0 is equivalent to v ◦w = 0 and v, w ≥ 0. Using this notation, we can write the KKT

conditions for Q(u) as

min (x,∇xq(x, s, u)) = 0, (2.9a)

min (s,∇sq(x, s, u)) = 0, (2.9b)

where

∇xq(x, s, u) = AT
t (Atx − bt) + AT (Ax + s − u), (2.10a)

∇sq(x, s, u) = Ax + s − u. (2.10b)

In addition, we say that strict complementarity holds for Q(u) at (x, s) if

x + ∇xq(x, s, u) > 0, (2.11a)

s + ∇sq(x, s, u) > 0. (2.11b)

Definition 2. Let (x(u), s(u)) be the solution to Q(u). That is, x(u) and s(u) satisfy

the KKT conditions (2.9a) and (2.9b), respectively.
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Proposition 2 guarantees the existence and uniqueness of x(u) and s(u) for every

u, i.e. they are well-defined functions of u themselves. With Definition 2, we can

rewrite (2.6) as

f(u) = q(x(u), s(u), u). (2.12)

Lemma 1. For any u,

s(u) = max(0, u − Ax(u)), (2.13a)

∇sq(x(u), s(u), u) = max(Ax(u) − u, 0), (2.13b)

where the maximum is taken component-wise.

Proof. Substituting (2.10b) into (2.9b) and using the notation in Definition 2, we

have min (s(u), Ax(u) + s(u) − u) = 0.

If [Ax(u)]i < ui, then necessarily [s(u)]i > [Ax(u) + s(u) − u]i ≥ 0. Complemen-

tarity then implies that in fact [Ax(u)+s(u)−u]i = 0 and thus [s(u)]i = [u−Ax(u)]i.

Otherwise, [Ax(u)]i ≥ ui implies [Ax(u)+ s(u)−u]i ≥ [s(u)]i, meaning we must have

[s(u)]i = 0. To obtain (2.13b), substitute (2.13b) into (2.10b).

Definition 3. Let the “sensitive” index set S ≡ S(x, u) = {i : (Ax)i > ui} and

E(S) =
∑

i∈S eie
T
i , where ei is the i-th column of the identity matrix.

That is, E(S) is the diagonal matrix with diagonal elements [E(S)]ii = 1 for

all i ∈ S and zero otherwise. Using Lemma 1 and this definition of E(S), we can

eliminate s and simplify the KKT conditions for Q(u).

D 
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Proposition 3. The KKT conditions for Q(u) can be written as

min
(

x, AT
t (Atx − bt) + AT E(S)(Ax − u)

)

= 0. (2.14)

By observing that AT = [AT
t AT

h ] and that all the target voxels are involved in this

condition while only the “sensitive” healthy voxels show up, one can infer from this

result that the only healthy voxels ultimately involved in determining x(u) are those

with [Ahx(u)]i > ui. As we will see in the next section, these voxels are included in

the set that the objective function f is sensitive to, a fact that will have significant

algorithmic implications.

Finally, we give an explicit expression for the solution x(u) of Q(u). Note that

s(u) can then be computed from (2.13a). We first partition the indices for x(u):

P = {i : x(u)i > 0}, O = {i : x(u)i = 0}. (2.15)

For a vector v, let vP denotes the sub-vector of v consisting of the components with

indices in P (similarly for vO). For a matrix M , MOP is the sub-matrix of M with

row indices from O and column indices from P (similarly for MPP ). The next result

follows directly from Proposition 3.

Proposition 4. Let the index set S∗ and E(S∗) be defined as in Definition 3 for

x = x(u). Then the nonzero elements of x(u) are given by

x(u)P = [AT
t At + AT E(S∗)A]−1

PP

(

AT
t bt + AT E(S∗)u

)

P
> 0, (2.16)

and at the same time satisfy

[AT
t At + AT E(S∗)A]OPx(u)P ≥

(

AT
t bt + AT E(S∗)u

)

O
. (2.17)
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Note that the matrix [AT
t At +AT E(S∗)A]PP is positive definite under Assumption 1.

2.3.2 Sensitivity of f

To solve the problem (2.7) we are interested in how f changes as we adjust u. Again,

we have made Assumption 1 for all the following results.

Theorem 1. The objective function f(u) is monotone non-increasing as u increases.

Proof. Let d ∈ R
mt+mh
+ and d 6= 0. Then

f(u + d) =
1

2
‖Atx(u + d) − bt‖

2 +
1

2
‖Ax(u + d) + s(u + d) − (u + d)‖2

≤
1

2
‖Atx(u) − bt‖

2 +
1

2
‖Ax(u) + (s(u) + d) − (u + d)‖2

= f(u),

since the subproblem Q(u + d) has the unique minimizer (x(u + d), s(u+ d)) and the

point (x(u), s(u) + d) is feasible with respect to Q(u + d).

So, an algorithm for solving (2.7) can possibly achieve decrease in the objective,

and definitely not make it any worse, by increasing the components of u. Note that in

the proof of Theorem 1, we can only say f(u+d) ≤ f(u) (instead of strict inequality)

even though Q(u + d) has a unique solution because it may be that x(u + d) = x(u)

and s(u + d) = s(u) + d. We would now like to know how to increase u in order to

produce the most change in f every iteration.

Definition 4. Let the sensitivity of f to increases in ui be

σ(u)i = lim sup
t→0+

f(u + tei) − f(u)

t
.

D 
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The lim sup is used in our sensitivity definition because the limit may not exist.

Observe that when the limit does exist, σ(u)i is the one-sided partial derivative that

gives us information about how f(u) changes locally as we increase ui. Furthermore,

whenever f is Gâteaux differentiable, σ(u) = ∇f(u). We will provide a mild condition

under which f is indeed Fréchet differentiable. However, before we restrict ourselves,

we examine a straightforward yet important consequence of the definition of σ(u).

Theorem 2. The sensitivity vector satisfies

σ(u)i







≤ −[Ax(u) − u]i < 0, if [Ax(u)]i > ui,

= 0, otherwise.
(2.18)

Proof. First consider any index i such that [Ax(u)]i ≤ ui. It can be easily verified that

for any t > 0 the pair (x(u), s(u) + tei) satisfies the KKT conditions for Q(u + tei),

so that

x(u + tei) = x(u), s(u + tei) = s(u) + tei.

Moreover, for any t > 0,

f(u + tei) ≡ f(u).

Hence, we have σ(u)i = 0.

Now consider any index i such that [Ax(u)]i > ui. Since f(u + tei) is the optimal

value of Q(u + tei), we have

f(u + tei) = q(x(u + tei), s(u + tei), u + tei)

≤ q(x(u), s(u), u + tei)

= f(u) − [Ax(u) − u]it +
1

2
t2.-
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Therefore,

f(u + tei) − f(u)

t
≤ −[Ax(u) − u]i +

1

2
t.

Let t go to zero and we obtain the inequalities in (2.18).

Consequently, f(u) is sensitive to increases in ui if and only if [Ax(u)]i > ui. This

characterization of sensitivity is extremely simple and yet completely natural. Also,

it agrees with our conclusion following Proposition 3 concerning the healthy voxels’

influence on x(u). With no more information about the solutions x(u) and s(u), this

is all we can say about the sensitivity σ(u). So, we introduce a condition on the

subproblem solutions that we will assume from now on.

Assumption 2. The solution of Q(u) is strictly complementary.

Under this condition we will examine the differentiability of f(u), beginning with the

well-defined functions x(u) and s(u).

Lemma 2. The functions x(u) and s(u) are continuously differentiable in a neigh-

borhood of points where Assumption 2 holds.

Proof. Let us write the complementarity equations in the KKT conditions (2.9) as

K(x, s, u) =





x ◦ ∇xq(x, s, u)

s ◦ ∇sq(x, s, u)



 = 0,

which is clearly satisfied at (x̂, ŝ, û) = (x(û), s(û), û). We will verify the invertibility

D 
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of the Jacobian of K with respect to (x, s) at (x̂, ŝ, û). The Jacobian

K(x,s)(x, s, u) =




Diag(∇xq(x, s, u)) + Diag(x)∇2
xq(x, s, u) Diag(x)AT

Diag(s)A Diag(s + ∇sq(x, s, u))



 ,

where Diag(w) is the diagonal matrix with wi on the i-th diagonal entry and zeros

everywhere else. Suppose K(x,s)(x̂, ŝ, û)z = 0 with zT = [zT
1 zT

2 ]. Then

Diag(∇xq̂)z1 + Diag(x̂)∇2
xq̂z1 + Diag(x̂)AT z2 = 0 (2.19)

Diag(ŝ)Az1 + Diag(ŝ + ∇sq̂)z2 = 0, (2.20)

where “hats” denote a gradient or Hessian is evaluated at (x̂, ŝ, û). The assumption

of strict complementarity implies the (2, 2) block of K(x,s)(x̂, ŝ, û) is positive definite.

Thus, we can solve (2.20) for z2:

z2 = −Diag(ŝ + ∇sq̂)
−1Diag(ŝ)Az1 = −[I − E(Ŝ)]Az1,

where E(Ŝ) is defined as in Definition 3 with Ŝ = S(x̂, û). Let

D1 = Diag(x̂ + ∇xq̂)
−1Diag(∇xq̂)

D2 = Diag(x̂ + ∇xq̂)
−1Diag(x̂)

M = AT
t At + AT E(Ŝ)A.

Moreover, partition {1, . . . , n} into P = {i : ∇xq̂ = 0} and O = {i : x̂ = 0}.

Substituting z2 into (2.19), collecting terms, and pre-multiplying by Diag(x̂+∇xq̂)
−1

we get

(D1 + D2M)z1 =
∑

i∈O

eie
T
i z1 +

∑

i∈P

eie
T
i Mz1 = 0. (2.21)
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Note that D1 and D2 could be simplified by using strict complementarity in x. We

can further simplify (2.21) to [z1]O = 0 and MPP [z1]P = 0. Since M is positive

definite under Assumption 1, MPP is positive definite and thus z = 0.

Having established the nonsingularity of K(x,s)(x(û), s(û), û), the result follows

from the Implicit Function Theorem.

By adding the strict complementarity condition, we can conclude that f is dif-

ferentiable and the inequalities in (2.18) become equalities, providing a closed form

expression for the gradient, or sensitivity, of f .

Theorem 3. If Assumption 2 holds at u, then f is differentiable at u with

σ(u) = ∇f(u) = −max(Ax(u) − u, 0) ≤ 0. (2.22)

Proof. Observe from (2.12) that we can write f(u) = q(x(u), s(u), u). That is, f is q

composed with the functions x(·), s(·), and the identity mapping. From Lemma 2, we

know that x(·) and s(·) are differentiable at u and clearly the quadratic function q is

differentiable. Thus, the well-known chain rule theorem implies that f is differentiable

at u so that σ ≡ ∇f .

Let x ≡ x(·) and s ≡ s(·). Using this notation to distinguish arbitrary variables x

and s from the functions in Definition 2, we apply the chain rule to (2.12) to obtain

the j-th component of the gradient

σ(u)j = ∇f(u)j =

n
∑

i=1

∂q

∂xi

∂xi

∂uj

+

mt+mh
∑

i=1

∂q

∂si

∂si

∂uj

+
∂q

∂uj

.
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where the partial derivatives of q are evaluated at (x(u), s(u), u) and the partial

derivatives of x and s are evaluated at u. We claim that in the two summations, each

term is zero. It suffices to consider the k-th term in the first summation, ∂q

∂xk

∂xk

∂uj
.

From the KKT conditions in (2.9a), complementarity gives ∂q

∂xk
xk = 0, where ∂q

∂xk
and

xk are evaluated at (x(u), s(u), u) and u, respectively. If xk > 0, then ∂q

∂xk
= 0; so the

product ∂q

∂xk

∂xk

∂uj
= 0. On the other hand, if xk = 0, then differentiating both sides of

(2.9a) with respect to uj,

0 =
∂

∂uj

(

∂q

∂xk

xk

)

=
∂2q

∂uj∂xk

xk +
∂q

∂xk

∂xk

∂uj

=
∂q

∂xk

∂xk

∂uj

.

Similarly, each term in the second summation must be zero. Substituting (2.13a) for

s(u), we obtain the formula

∇f(u) = ∇uq(x(u), s(u), u) = −(Ax(u) + s(u) − u) = −max(Ax(u) − u, 0).

We have shown that strict complementarity provides a sufficient condition for the

desirable property of differentiability, but how strong of a condition is this? Although

degenerate behavior in x is difficult to predict, Lemma 1 provides a simple character-

ization of strict complementarity in s. We see that (2.11b) is violated in component

i exactly when [Ax(u)]i = ui. Given our least squares formulation, this degenerate

case seems unlikely in practice so that in regards to s, Assumption 2 is perhaps not

that restrictive.

On the other hand, strict complementarity may not be necessary for differen-

tiability. Consider what is necessary simply for one-dimensional differentiability of

D 
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f(u+ tei). In this case, the sensitivity analysis of Berkelaar et al. characterizes inter-

vals for t in which derivatives (along the ray) exist, yet strict complementarity does

not hold [3]. So, there are at least some points where f may be differentiable yet

Assumption 2 is not satisfied.

2.4 Algorithm

In this section, we describe our method for solving problem (2.7). As we have seen

in Section 2.1, the feasibility set Dv is a complicated, nonconvex set consisting of a

large number of “branches,” where one or more voxel doses exceed the dose-volume

constraint threshold. While the DVCs specify how many voxel doses can violate dose-

volume constraint tolerances, they leave unspecified which ones may do so. Given

this combinatorial aspect of the problem and the inherently-large data sets in IMRT,

obtaining or verifying a global minimum on Dv has unreasonable computational com-

plexity. Essentially, this would correspond to checking every branch in Dv. Therefore,

we will construct an algorithm that seeks a “good” local minimum of (2.7) in an ef-

ficient manner.

Algorithm 1 represents a general framework for solving (2.7). Recall that the

gradient captures the local sensitivity of f to changes in u. We can therefore use it to

relax (increase) bounds in some intelligent fashion, obtaining monotone non-increase

in f . Now we will discuss how we should relax the “bounds” u to maintain feasibility

and progress toward a solution.
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Algorithm 1 Framework for solving problem (2.7).

Inputs: Initial bound u0 ∈ Dv; Outputs: Beamlet intensities x(uk)

for k = 0, 1, 2, . . .

1. Solve Q(uk) for x(uk)

2. Check stopping condition

3. Compute ∇f(uk) = −max(Ax(uk) − uk, 0)

4. Use ∇f(uk) to relax bounds

endfor

2.4.1 One Relaxation Scheme with Two Names

With ∇f in hand, a natural starting place might be to employ a gradient descent

algorithm for solving (2.7). If ∇f(u) = 0, then Ax(u) ≤ u and consequently Ax(u) is

dose-volume feasible, deliverable, and Atx(u) fits the desired target dose bt as closely

as possible. Otherwise, [∇f(u)]i < 0 and thus [u − ∇f(u)]i > ui for at least one i,

implying that f(u −∇f(u)) ≤ f(u) by Theorem 1. Decrease in f is obviously good,

but we may lose dose-volume feasibility in the process if too many bounds violate

their dose-volume thresholds. Therefore, one choice for the relaxation procedure in

step 4 of Algorithm 1 projects the update onto Dv:

uk+1 = ProjDv
(uk −∇f(uk)) for uk ∈ Dv. (2.23)

This guarantees feasibility at the risk of disturbing the decrease provided by the

gradient descent step. Below, we show how we define the operator ProjDv
uniquely.
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Another update scheme based on consideration of the geometry discussed in Sec-

tion 2.1 is alternating projections, or projection onto convex sets. This ubiquitous

method is used to find a point in the intersection of two convex sets by successively

projecting between them [35]. If the sets have no intersection, it will converge to the

minimum distance between any two points in the sets [7]. The cartoon in Figure 2.3

illustrates the convergence of alternating projections between the general convex sets

E and F. The problem (2.3) (equivalent to (2.7)) is to find the Euclidean distance be-

tween two sets H and K, so this might seem like an appropriate algorithm. However,

Proposition 1 shows that even in the simplest situation, H is nonconvex. Thus, there

is no guarantee that alternating projections will converge to the solution, but we can

nevertheless consider the update in “dose space:”

dk+1 = ProjH(ProjK(dk)), for dk ∈ H. (2.24)

As it turns out, this updating scheme is identical to the proposed gradient projection

update. The value of examining it from the alternating projections point of view will

become clear in the next section.

Proposition 5. The gradient projection update (2.23) and alternating projections

update (2.24) are equivalent relaxations of u ∈ Dv.
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Figure 2.3: Alternating Projections Convergence

Proof. For any d ∈ H, consider the alternating projections iterate

ProjH(ProjK(d)) = ProjH



ProjK





bt

u









= ProjH









Atx(u)

Ax(u) + s(u)









=





bt

ProjDv
(Ax(u) + s(u))



 .

So, the first mt components are left unchanged, while the last mt + mh components

become

ProjDv
(Ax(u) + s(u)) = ProjDv

(u + max(Ax(u) − u, 0))

= ProjDv
(u −∇f(u)),

since s(u) = max(0, u − Ax(u)) according to Lemma 1.

From either perspective, we must solve for x(uk) every iteration. In the gradient

projection version, it fits into step 1 of Algorithm 1. From the alternating projec-
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tions point of view, the task is a projection onto K. Either way, we must solve the

nonnegative least squares (NNLS) subproblem

f(uk) = min
x,s≥0

q(x, s, uk)

for x(uk), resulting in the dose Ax(uk) and consequently the gradient ∇f(uk). Note

that this is a linear least squares problem, but is complicated by the bound con-

straints x, s ≥ 0. While many general quadratic programming solvers may suffice,

this subproblem has some special structure we can exploit to improve performance.

In Chapter 3, we describe a new algorithm that was designed with this subproblem

in mind. In Chapter 4, we study its performance on some test problems.

In addition, we must project onto Dv (or H). Despite Dv (and thus H) being

nonconvex, projecting an iterate in R
mt+mh

+ onto it is trivial and is intuitively what

we want. Projection accomplishes relaxation of the components with the largest

sensitivities, “pushing down” the less sensitive ones. For simplicity, suppose mt = 0

and Dv ⊂ R
10
+ describes the dose-volume constraint: at least 80% of the healthy tissue

voxels must have doses of no more than 5 Gy. Then

ProjDv
[5, 2, 4, 1, 3, 9, 6, 10, 8, 7]T = [5, 2, 4, 1, 3, 9, 5, 10, 5, 5]T .

Here projection sets the eight smallest components equal to the minimum of their

value and 5. Clearly, this is the closest point in Dv as it affects the least change on

the original point in R
10
+ . Applying this projection operator can be very efficient since

sorting is the most significant computational task.



40

However, ProjDv
is not uniquely defined since Dv is a nonconvex set. We have

chosen an example where there is no ambiguity, but if instead we want to project

[5, 2, 4, 1, 3, 7, 7, 10, 7, 7]T onto Dv, then it becomes unclear which three of the four

components with value 7 should be set to 5. To overcome this issue, one can set up

an a priori convention that assigns a precise order in which to relax components in

case of a tie. We can, for instance, decide to allow relaxation in the highest component

indices in which there is a tie so that

ProjDv
[5, 2, 4, 1, 3, 7, 7, 10, 7, 7]T = [5, 2, 4, 1, 3, 5, 5, 10, 5, 7]T .

So, it is really a projection onto a particular branch of Dv defined by our convention.

We admit that this convention does indeed favor branches corresponding to the higher

indices. This priority rule could also be based on some additional information that

may be available such as relative distance to the tumor, tissue density, individual

voxel weights, etc. In practice, this is very unlikely to occur because of the least

squares formulation, but it is nevertheless necessary to define a unique projection

operator to make relaxation robust. Note that in all our results in Chapter 4, our

(arbitrary) convention is the same as our toy example above (to relax the higher

component indices first).

We have now seen that the relaxation (2.23) can be applied uniquely and efficiently

in step 4 of Algorithm 1. But, there is no guarantee the resulting iterates will converge

to a solution. While the gradient descent update uk −∇f(uk) increases bounds (thus

decreasing f) to which f is sensitive every iteration, the subsequent projection ProjDv
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makes the behavior difficult to analyze. Specifically, it is possible for some previously

relaxed bounds to decrease in favor of other bounds whose sensitivities have become

larger. Geometrically, this means that the iterates could jump from one branch of Dv

to another, possibly preventing convergence to a local minimum in Dv.

2.4.2 Greedy Relaxation

We would like to make a minor modification to the relaxation procedure (2.23) to

prevent the erratic behavior discussed. Our goal is to maintain relaxations made

in previous iterations by not allowing the bounds to ever decrease. Geometrically,

this means we stay in the same branch of Dv the entire time. Obviously, relaxation

should still depend on local information in the gradient ∇f(uk), but the subsequent

projection should not interfere with the choices that have already been made as to

which bounds will violate the dose-volume thresholds. In this way, we would obtain

truly monotone non-increase of the objective while successively resolving a subset of

the bounds that should be relaxed beyond the associated dose-volume thresholds.

In order to accomplish this, we will modify the set onto which we are projecting.

For clarity of presentation, we again simplify the scenario to only one critical organ,

no targets, and the single-level dose-volume constraint:

“No more than P% of the healthy voxels can have dose greater than γ.”

To make the following definition clearer, we convert from percentage P to Np =

Pmh/100, the number of voxel doses this DVC allows to exceed γ.
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Definition 5. Let Dk
v ⊆ Dv be the set of dose vectors that satisfy the DVC:

“No more than (Np − Nk) of the previously unrelaxed

healthy voxels can have dose greater than γ.”

where Nk ∈ {0, 1, . . . , Np} is the number of bounds that exceed γ at iteration k.

In this setting, once a voxel has taken a bound value uk
i > γ, it must remain greater

than γ for all subsequent iterations. Moreover, once N k = Np at some iteration k,

no additional bounds will be allowed to exceed γ. By inserting such a relaxation

procedure into step 4 of Algorithm 1, we arrive at Algorithm 2, the Sensitivity-Driven

Greedy (SDG) Algorithm. Each iteration we relax the bounds to which f is most

sensitive, allowing new relaxations until we have exhausted our quota Np and thus

resolved a set of bounds that should violate γ. Each time Dk
v is updated, we further

limit which branch of Dv we are in, since Dv = D0
v ⊇ D1

v ⊇ D2
v ⊇ · · · . Note that

in the presence of multiple targets, critical structures, and/or levels of dose-volume

constraints, projection onto Dk
v is still straightforward, though it involves complicated

bookkeeping and careful implementation.

This method has the distinction of protecting relaxations made in previous itera-

tions. The tradeoff is the risk that by keeping previous relaxations, we could miss out

on a better combination of bounds to relax. We are willing to make this tradeoff for

the sake of a robust, convergent algorithm that produces clinically acceptable results.
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Algorithm 2 Sensitivity-Driven Greedy Algorithm for Solving Problem (2.7).

Inputs: Initial bound u0 ∈ D0
v = Dv; Outputs: Beamlet intensities x(uk)

for k = 0, 1, 2, . . .

1. Solve Q(uk) for x(uk)

2. Check stopping condition

3. Compute ∇f(uk) = −max(Ax(uk) − uk, 0)

4. Update uk+1 = ProjDk
v
(uk −∇f(uk))

5. Update Dk+1
v according to Definition 5

endfor

2.4.3 Convergence

When strict complementarity holds in Q(u), the sensitivity vector σ(u) is the gra-

dient ∇f(u). We have made Assumption 2 in Algorithm 2 to use the gradient for

simplicity and clarity of presentation. However, we could just as well use the formula

−max(Ax(u)−u, 0) without any assumptions that make it the gradient of f . Indeed,

we now show convergence of the modified algorithm to a local minimum using this

sensitivity estimate to relax bounds, whether or not strict complementarity holds.

Theorem 4. Under Assumption 1, the Sensitivity-Driven Greedy Algorithm con-

verges to a local solution of problem (2.7).

Proof. Our proof will only consider single-level constraints, but can be extended to
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multi-level DVCs in a trivial manner. Let an estimate of the sensitivity

σ̂(u) = −max(Ax(u) − u, 0)

replace ∇f(u), in Algorithm 2. From Definition 5, if uk ∈ Dk
v , then

uk+1 = ProjDk
v
(uk − σ̂(uk)) = ProjDk

v
(max(Ax(uk), uk)) ≥ uk.

Since the number of components in each uk is finite and the sequence {uk}∞k=0 is

nondecreasing, there exists K ≥ 0 such that uk
R > γ, ∀k ≥ K, where R is some fixed

relaxation index set with |R| ≤ Np. That is, the iterates will eventually lie in the set

DR
v = {u ∈ R

mt+mh

+ : uR̄ ≤ γ} ⊂ Dv. It can easily be shown that DR
v is both closed

and convex.

For k ≥ K, if we let dk =
[

bt

uk

]

with uk ∈ DR
v , then we can consider our update

of u in step 4 of Algorithm 2 equivalent to the update of u performed by

dk+1 = ProjHR(ProjK(dk)) (2.25)

where

HR =











bt

u



 : u ∈ DR
v







⊂ H.

This means that (2.25) projects onto the physical set K and then onto a particular

branch of the prescription set H that is defined by R. Since HR inherits closedness

and convexity from DR
v and K is clearly a closed convex set, asymptotic convergence

is guaranteed by the convergence theory for alternating projections between convex

sets [7]. In fact, the limit point will be in HR and the last mt + mh components
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u∗ ∈ DR
v minimize the distance functional f(u) locally in that branch of Dv where

u∗
R > γ.

We should remark that the statement that Theorem 4 makes about convergence

of Algorithm 2 inherits the alternating projection algorithm’s deficiency. Namely, its

convergence can be arbitrarily slow. In our computational experience, Algorithm 2

resolves most of the sacrifices that should be made in only 2–3 iterations. The rest

of the time is spent resolving the last few (typically insignificant) relaxations and

projecting back and forth between K and the final branch HR. Thus, a practical

stopping criterion should be designed with care to prevent minuscule improvements

in f at the cost of many iterations. Finally, observe in Theorem 4 that no conditions

are put on the initial uk, except feasibility. Therefore, we may say that under the

mild Assumption 1, our algorithm is globally convergent to a local minimum of (2.7)

for any u0 ∈ Dv.

Finally, we have assumed that the solution for Q(uk) satisfies the KKT conditions

(2.9) exactly. In this context, however, it may be wasteful to obtain high-accuracy

subproblem solutions. If the solution of Q(uk) is inexact, then the distance between

H and K is not minimized, possibly influencing convergence. Nevertheless, uk+1 ≥ uk

since −max(Ax(uk) − uk, 0) ≤ 0, even if x(uk) is inexact. Thus, the iterates will

eventually arrive in some branch DR
v ⊆ Dv from which they will not escape. So, our

conjecture is that inaccuracies simply affect which branch the bounds asymptotically

inhabit, i.e. which local solution is obtained, though further investigation is needed.
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Chapter 3

Nonnegative Least Squares Solver

In the preceding chapter, we presented a Sensitivity-Driven Greedy (SDG) Algorithm

for solving the problem (2.7). At every iteration of Algorithm 2, we must solve the

subproblem Q(uk):

min
x,s≥0

1

2
‖Atx − bt‖

2 +
1

2

∥

∥Ax + s − uk
∥

∥

2
. (3.1)

With the typical sizes of mt, mh, and n mentioned in Section 1.3, this can be a very

large-scale problem. In fact, it comprises the bulk of the computation in Algorithm 2.

Since an efficient means of solving this subproblem is imperative to the overall per-

formance of the SDG algorithm, we will now study its solution separately.

In Section 3.1, we examine structure inherent to the IMRT application and recast

the problem in more general notation. Section 3.2 reviews some leading algorithms

for solving such a problem. Finally, in Section 3.3, we introduce a new algorithm,

show convergence, and discuss its use in the IMRT fluence map problem.

46
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3.1 Structure in the IMRT Subproblem

First, let us simplify the notation of the IMRT subproblem (3.1). Unless otherwise

noted, we will disregard all previous conflicting notation for this chapter only.

Definition 6. Let A ∈ R
m×n with m > n be full rank and b ∈ R

m. Define the

nonnegative least squares (NNLS) problem as

min
x≥0

q(x) ≡
1

2
‖Ax − b‖2 . (3.2)

The NNLS problem is a strictly convex quadratic program with a simple bound

constraint whose KKT conditions

x ◦ (AT Ax − AT b) = 0 (3.3a)

x ≥ 0 (3.3b)

AT Ax ≥ AT b (3.3c)

are necessary and sufficient for minimization (◦ is component-wise multiplication).

Thus, any point x ∈ R
n satisfying (3.3) is the unique solution to (3.2).

Our IMRT subproblem (3.1) in Algorithm 2 has the form (3.2) if we take

A =





At 0

A I



 , x =





x

s



 , b =





bt

uk





with the notation on the right-hand-side referring to the IMRT subproblem data and

that on the left referring to the general NNLS notation. We must also make the mild

assumptions for strict convexity that mt > n and At is full column rank (Assumption

-
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1). Indeed, most algorithms for solving this problem make this assumption upfront.

Also, we will use the following additional structure.

Definition 7. If b > 0 and A ≥ 0 with no zero rows or columns, then we call the

problem (3.2) a totally nonnegative least squares (TNNLS) problem.

Proposition 6. In any TNNLS problem, AT b > 0 and AT Ax > 0 for any x > 0.

After some pre-processing, A will never have zero rows or columns in the IMRT

application. In addition, the TNNLS properties that the desired doses/upper bounds

b be positive and the influence matrix entries be nonnegative are inherent to IMRT.

Proposition 6 is an obvious consequence that will be utilized in Section 3.3.1.

3.2 NNLS Algorithms

In this section, we review some leading algorithms for solving the NNLS problem

(3.2). We discuss each in the context of the challenges and goals specific to the IMRT

application. In particular, we need to consider how well each algorithm balances

accuracy in the solution with efficiency of computation. If some algorithm yields an

extremely accurate approximation to the solution in a prolonged period of time, it

may not be suitable since the SDG algorithm potentially calls the NNLS solver many

times. On the other hand, if it quickly produces too poor of an approximation to the

solution, the algorithm may converge to a spurious solution or even fail to converge

at all. We want to find a reasonable balance between these competing goals.
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3.2.1 Primal-Dual Interior-Point Methods

A primal-dual interior-point method is perhaps the most obvious choice to solve the

NNLS subproblem. The linear programming version found in [37] can be extended in

a straightforward way to a bound-constrained quadratic program with strictly convex

objective such as (3.2). Our description closely follows the presentation in [27]. Note

the KKT conditions

AT Ax − λ − AT b = 0 (3.4a)

xiλi = 0, i = 1, . . . , n (3.4b)

(x, λ) ≥ 0 (3.4c)

are necessary and sufficient for optimality since q in (3.2) is convex and the constraints

are linear. Define

F (x, λ) =





AT Ax − λ − AT b

XΛe





where X = diag(x1, . . . , xn), Λ = diag(λ1, . . . , λn), and e = (1, . . . , 1)T . This function

is linear in the first n components and only slightly nonlinear in the last n. The

strategy of interior-point methods is to keep iterates strictly feasible, i.e. (xk, λk) > 0,

by starting from a strictly feasible point and solving the perturbed KKT system

F (xk, λk) =





0

µke



 (3.5)

as µk ↓ 0, damping the Newton direction so that (xk+1, λk+1) > 0.
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One approach to compute this biased Newton step (∆xk, ∆λk) requires factoring

the matrix AT A + X−1
k Λk, which can be dense even if A itself is sparse, every itera-

tion. In our IMRT application, this matrix is also very large, so although it is well

known this algorithm converges to the solution in a polynomial number of Newton

iterations [37], the cost of computing so many dense factorizations could swamp the

SDG algorithm.

Another viable alternative might be to use conjugate gradient to solve the per-

turbed Newton system, avoiding factorization of AT A + X−1
k Λk. Conjugate gradient

iterations will eventually run into trouble, however, as the diagonal matrix X−1
k Λk

becomes increasingly ill-conditioned near the solution. Applying appropriate precon-

ditioners improve the convergence properties of iterative solvers and would indeed

make such a method more competitive. Yet, in the IMRT application the matrix A

tends to be unstructured and fairly dense such that to the best of our knowledge,

effective preconditioners are not available.

Therefore, a direct solve may still be the best option within this algorithm class.

If so, such a primal-dual interior-point method offers accuracy in a relatively low

number of iterations with high cost per iteration.
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3.2.2 Active-Set Methods

Active-set methods for the NNLS problem (3.2) seek to identify the set of active

constraints at the solution x∗. If we knew the active set

A(x∗) = {i ∈ {1, . . . , n} : x∗
i = 0},

then we could simply solve the (lower dimensional) problem

min
x

q(x) = 1
2
‖Ax − b‖2 (3.6a)

s.t. xi = 0, i ∈ A(x∗) (3.6b)

to obtain the solution x∗. Note that we can simply set xi = 0 for all i ∈ A(x∗) and

solve an unconstrained linear least squares problem to find the solution of (3.6).

However, one does not usually have a priori knowledge of the active set, so instead

the idea is to construct a working set Wk which is a subset of A(xk), the set of

constraints active at xk. The problem

min
x

q(x) = 1
2
‖Ax − b‖2 (3.7a)

s.t. xi = 0, i ∈ Wk (3.7b)

is then solved for the next iterate xk+1. This problem (3.7) can be a very reasonable

approximation to the problem (3.6) because Wk ⊆ A(xk). Although this constitutes

the general strategy of active-set methods, the fine points come from how we choose

to update the working set Wk at each iteration and the choice of the initial working

set W0.
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Classical active-set methods are extremely accurate at the cost of a large number

of iterations. Typically, they add or subtract one index at a time from the working set,

meaning that if the initial working set identifies n0 of the nf active constraints at x∗,

then at least (nf−n0) iterations will be required to converge to the solution [27]. Thus,

classical active-set methods for the NNLS problem, such as the widely-used “NNLS

algorithm” of Lawson and Hanson [15] (implemented in Matlab r©’s lsqnonneg), tend

to be too slow for large problems such as ours. Nevertheless, the FNNLS algorithm

of Bro and De Jong modifies Lawson and Hanson’s algorithm, speeding it up dramat-

ically for problems where m � n [5].

Since the IMRT application has m � n, this FNNLS algorithm may perform

much better than Lawson and Hanson’s algorithm on our subproblem (3.1). Still, the

large number of iterations characteristic of active-set methods could make FNNLS

unattractive as a subproblem solver in the SDG algorithm.

3.2.3 Gradient Projection Methods

The major shortcoming of classical active-set methods is that there is usually so little

change in the working set every iteration that they can be painfully slow in identifying

the active set. Gradient projection has frequently been used to speed up this process

by allowing rapid changes to the working set [13]. It is well known that gradient

projection methods have been most successful when applied to problems with bound

constraints, such as (3.2). Every iteration begins by computing the gradient descent
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step −∇q(xk) and projecting it back into the feasible region (nonnegative orthant)

whenever it leaves. In this way, a path from xk is constructed that “bends” when it

hits a face of the rectangular box described by the constraints. A search can then be

conducted along the piecewise-defined path to discover the first local minimizer, or

Cauchy point, xc. In the simplest form of gradient projection, this point becomes the

next iterate [13].

Alternatively, a more sophisticated strategy that speeds up convergence minimizes

q on the face of the feasibility box on which xc lies. That is, after finding the Cauchy

point at iteration k, we solve

min q(x) (3.8a)

s.t. xi = 0, i ∈ A(xc), (3.8b)

xi ≥ 0, i /∈ A(xc). (3.8c)

This problem may be almost as hard as the original one, but an inexact solve using

a modified conjugate gradient algorithm may yield a significantly improved iterate.

Several algorithms have been produced which use different stopping conditions

for CG in the face exploration (3.8). One consideration is to stop whenever a bound

is encountered for the components in A(xc) so that feasibility is maintained [27].

Another stopping condition might seek sufficient decrease along the piecewise-defined

path of the projected gradient, rather than simply accepting the Cauchy point. A

critique of some of these methods can be found in Moré and Toraldo, who showed

that their GPCG algorithm with some very particular stopping conditions converges
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to the solution in a finite number of steps if the solution is nondegenerate [25].

The face exploration phase (3.8) usually terminates in a small number of conjugate

gradient iterations. Yet, it may take many matrix-vector products (AT Ax) to find a

Cauchy point (several for every segment along which we search). When the dimensions

are large, as we have in IMRT, this cost could be prohibitive for the SDG algorithm.

3.3 Interior-Point Gradient Method

As an alternative to the methods in Section 3.2, we offer a new algorithm for solving

the NNLS problem (3.2). Recall that the steepest descent method for solving uncon-

strained convex quadratic programs is globally convergent and its convergence rate

depends on the condition number of the optimal Hessian. In general, it is extremely

slow for even moderately conditioned problems [27]. Nonetheless, it merely costs

a few matrix-vector multiplications per iteration, making it very efficient. Indeed,

steepest descent is often used when one wants an affordable method where high accu-

racy is not essential. Since our NNLS problem (3.2) is constrained, we will consider

a scaled modification of steepest descent that enforces feasibility, while preserving

global convergence.

Thus, we propose Algorithm 3, the Interior-Point Gradient (IPG) Algorithm. In

step 3, α∗
k is the exact minimizer of q(xk + α pk) and τkα̂k is a step just before the

iterate hits the nonnegative orthant. The steplength αk is chosen to ensure the next

iterate is as close as possible to the exact minimizer in the pk direction without getting
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Algorithm 3 Interior-Point Gradient Algorithm for solving NNLS problem (3.2)

Inputs: A, b, τ ∈ (0, 1), x0 > 0; Outputs: Approximate solution xk

for k = 0, 1, 2, . . .

1. Compute ∇qk = AT Axk − AT b, and set pk = −dk ◦ ∇qk,

where dk
i =

xk
i

(AT Axk)i

2. Check stopping condition

3. Choose τk ∈ [τ, 1) and set αk = min (τkα̂k, α
∗
k),

where α̂k = max{α : xk + α pk ≥ 0} and α∗
k = − (pk)T ∇qk

(pk)T AT Apk

4. Set xk+1 = xk + αkp
k

endfor

too close to the boundary. The salient feature, the “Lee-Seung” scaling

dk
i =

xk
i

(AT Axk)i

, (3.9)

is derived from the multiplicative update in [16], though this work took quite a dif-

ferent algorithmic point of view and does not include a rigorous convergence proof.

Substituting other positive scalings here would yield dramatically different results.

In fact, Zhang has established conditions for dk which guarantee convergence for a

broader class of bound-constrained problems [40]. However, the Lee-Seung scaling

(3.9) has the significant advantage of keeping the iterates strictly feasible on problems

with the TNNLS properties. So, we motivate the use of this particular scaling by

observing that these properties are present in the IMRT subproblem (3.1) data. How
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this scaling affects the convergence properties of a gradient-type method and the

effect it has on the conditioning of the problem is not currently well-understood and

needs further research.

In the context of the IMRT fluence map problem, we submit that this algorithm

offers an adequate approximation to the solution in an affordable amount of time. As

discussed in detail in Section 1.2, the errors in the IMRT planning and delivery process

make high accuracy fluence maps unnecessary in general. We will use Algorithm 3 in

the results of Chapter 4 because we believe it strikes a balance between reasonable

accuracy and efficiency in this application. In Section 4.1, the numerical performance

of the IPG solver and the other NNLS solvers in Section 3.2 will be studied as some

justification for this claim.

3.3.1 Convergence

The IPG algorithm (Algorithm 3) is simply a positively-scaled gradient descent method

where the iterates are kept positive. It is easily shown by standard analysis for gra-

dient descent that q decreases monotonically along pk and that pk is always a descent

direction for q when ∇qk 6= 0. Recall A is full rank and m > n, so we have AT A

positive definite.

We will assume the algorithm is applied to a problem with the TNNLS struc-

ture given in Definition 7. This simplifies the analysis and is appropriate since our

subproblem (3.1) always has this structure. However, a slightly modified version
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of Algorithm 3 can be shown to converge to the unique solution even for a NNLS

problem without the TNNLS properties (3.2). We will establish convergence of our

method using several lemmas and propositions.

Lemma 3. Let α̂k and α∗
k be defined as in Algorithm 3. Then α̂k > 1 and α∗

k ≥ 1.

Consequently, αk ≥ τk > τ > 0.

Proof. Let us omit the superscripts k. Consider for x > 0,

(x + p)i = xi − di (A
T Ax − AT b)i = xi

(AT b)i

(AT Ax)i

,

Since all the quantities involved in the right-hand side are positive, clearly x + p is

positive. Therefore, because x + p > 0 ⇒ ∃ε > 0 such that x + (1 + ε)p > 0 and

α̂ ≥ 1 + ε > 1.

Now we prove that α∗ ≥ 1. Again, by substitution we calculate

α∗ =
(e − u)TDiag(x ◦ AT Ax)(e − u)

(e − u)T Diag(x)(AT A)Diag(x)(e − u)
, (3.10)

where Diag(w) is a diagonal matrix with the i-th diagonal element equal to wi and

zeros elsewhere, e is the vector of all ones, and

ui ≡ [u(x)]i :=
(AT b)i

(AT Ax)i

.
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For any v 6= 0, we have

vT Diag(x ◦ AT Ax)v − vT Diag(x)(AT A)Diag(x)v

=

n
∑

i=1

v2
i xi(A

T Ax)i −
n
∑

i,j=1

(AT A)ijxixjvivj

=
n
∑

i,j=1

(AT A)ijxixjv
2
i −

n
∑

i,j=1

(AT A)ijxixjvivj

=
1

2

(

n
∑

i,j=1

(AT A)ijxixj(v
2
i + v2

j ) − 2

n
∑

i,j=1

(AT A)ijxixjvivj

)

=
1

2

n
∑

i,j=1

(AT A)ijxixj(vi − vj)
2 ≥ 0,

since AT A ≥ 0 and x > 0. Thus, take v = e − u and together with (3.10), we

have α∗ ≥ 1. Obviously, since αk = min(τkα̂, α∗) and τk ∈ [τ, 1) for 0 < τ < 1,

αk ≥ τk > τ .

Lemma 4. For Algorithm 3,

lim
k→∞

∇q(xk)T (xk+1 − xk) = 0. (3.11)

Proof. Noting that αk ≤ α∗
k, we calculate

q
(

xk+1
)

= q(xk + αkp
k)

= q(xk) + (pk)T∇qkαk +
1

2
(pk)T AT Apkα2

k

= q(xk) +
αk

2
(pk)T∇qk +

αk

2
(pk)T AT Apk

(

αk +
(pk)T∇qk

(pk)T AT Apk

)

= q(xk) +
αk

2
(pk)T∇qk +

αk

2
(pk)T AT Apk(αk − α∗

k)

≤ q(xk) +
αk

2
(pk)T∇qk

D 
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where qk ≡ q(xk). Therefore,

q(x0) ≥ q(x0) − q
(

xk+1
)

=

k
∑

j=0

(

q(xj) − q
(

xj+1
))

≥ −
1

2

k
∑

j=0

αj(p
j)T∇qj ≥ 0,

from which we conclude that αk(p
k)T∇qk → 0 = ∇qkT

(xk+1−xk) → 0 as k → ∞.

Proposition 7. The iterates generated by Algorithm 3 are bounded.

Proof. Since q(xk) decreases monotonically,

||Axk − b|| ≤ ||Ax0 − b||

⇒ ||Axk|| ≤ ||Ax0 − b|| + ||b|| := M

with M ≥ 0. So, the sequence yk := Axk is bounded. Since yk ∈ Range(A) by

construction, the unique solution is xk = A†yk = (AT A)−1AT yk. Thus,

||xk|| ≤ ||A†yk|| ≤ ||A†||||yk|| ≤ ||A†||M.

Lemma 5. If {xk : k ∈ M ⊆ N} is a convergent subsequence of the iterates in

Algorithm 3 with the limit x̂ ∈ R
n, then

x̂ ◦ ∇q(x̂) = 0.

Proof. From Lemma 3 we know αk > τ > 0. Since xk+1 − xk = αkp
k, Lemma 4 also

implies |(pk)T∇qk| → 0 as k → ∞. Since |(pk)T∇qk| is just a sum of nonnegative

terms, each term must go to zero as well. That is, for i = 1, . . . , n,

lim
k→∞

xk
i

(AT Axk)i

(AT Axk − AT b)2
i = 0

⇒ lim
k∈M

xk
i

(AT Axk)i

(AT Axk − AT b)2
i = 0

⇒ lim
k∈M

xk
i ∇qk

i

(AT Axk − AT b)i

(AT Axk)i

= 0.

D 

D 
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Suppose limk∈M xk ◦ ∇qk 6= 0 ⇒ limk∈M
(AT Axk−AT b)i

(AT Axk)i
= 0, for i = 1, . . . , n. By

Proposition 7, it cannot be that limk∈M (AT Axk)i = ∞, so we have limk∈M∇qk = 0.

But, this contradicts that limk∈M xk ◦ ∇qk 6= 0 since xk > 0 for all k.

Proposition 8. The sequence of objective function values generated by Algorithm 3

converges.

Proof. The sequence {q(xk)} is clearly monotone decreasing and bounded below by

0, so it converges to some value q∗.

The following result is crucial to our convergence argument. For a non-convergent

sequence of iterates, it establishes the existence of two subsequences of successive

iterates that have distinct limits.

Lemma 6. Let {xk} be the sequence of iterates generated by Algorithm 3. If {xk} does

not converge, then there exist two distinct limit points xα and xβ and subsequences

{xk : k ∈ M ⊂ N} and {xk+1 : k ∈ M ⊂ N} such that

lim
k∈M

xk = xα and lim
k∈M

xk+1 = xβ.

Proof. By Proposition 7, the iterates are bounded and therefore there exists a con-

vergent subsequence with some limit we label xα. Lemma 5 implies xα ◦∇q(xα) = 0.

Proposition 8 gives q(x̄) = q∗ for any limit point x̄. Let N = {i : [∇q(xα)]i 6= 0}.

Then clearly xα
N = 0. By continuity, ∃ε > 0 such that [∇q(x)]N 6= 0, ∀x ∈ B(xα, ε),

an ε-neighborhood of xα.

D 

D 
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Suppose for contradiction that there exists another limit point x̂ ∈ B(xα, ε). Then

q(x̂) = q∗, x̂ ◦ ∇q(x̂) = 0, and x̂N = 0. Since q is strictly convex and xα 6= x̂, using

the fact that xα
N = x̂N = 0 implies ∇q(xα)T x̂ = ∇q(xα)T xα = 0, we have

q∗ = q(x̂) > q(xα) + ∇q(xα)T (x̂ − xα) = q(xα) = q∗,

a contradiction. Therefore, xα is the only limit point in B(xα, ε). In addition, one

can always make ε “a little smaller” and use the preceding argument to show there

are in fact no other limit points on the boundary of B(xα, ε) either.

Now, there must be infinitely many points of {xk} inside B(xα, ε) and infinitely

many outside. We can thus select an infinite subset M0 ⊂ N of indices such that

{xk : k ∈ M0} ⊂ B(xα, ε) and {xk+1 : k ∈ M0} ⊂ R
n\B(xα, ε).

Since the iterates are bounded, both of these subsequences themselves have convergent

subsequences so that we can further select M ⊆ M0 such that

lim
k∈M

xk = xα ∈ B(xα, ε) and lim
k∈M

xk+1 = xβ ∈ R
n\B(xα, ε),

for some xβ where B denotes the closure of B. Clearly, xα 6= xβ.

Now we arrive at our main convergence result, which we will prove in two stages

by first showing the iterates converge and then showing the limit satisfies the KKT

conditions.

Theorem 5. Let {xk}∞k=0 be the sequence of iterates generated by Algorithm 3. Then

the iterates converge to the unique solution of the NNLS problem (3.2).

D 
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Proof.

(i) First, we will show the iterates converge in R
n by contradiction. Suppose the

iterates do not converge. By Lemma 6, there exist two distinct limit points

xα 6= xβ of {xk} such that for some M ⊂ N,

lim
k∈M

xk = xα and lim
k∈M

xk+1 = xβ.

Lemma 4 gives ∇q(xα)T (xβ − xα) = 0, but Proposition 8 that q(xα) = q(xβ) =

q∗ ⇒ ∇q(xα)T (xβ − xα) < 0 since q is a uniformly convex function. Thus, we

have a contradiction, giving that the iterates converge.

(ii) Now we prove the iterates converge to the solution by verifying the KKT con-

ditions (3.3). Let x∗ be the limit of {xk}. Since x∗ ≥ 0 and x∗ ◦∇q(x∗) = 0 (by

Lemma 5), we only need to show that ∇q(x∗) ≥ 0. Suppose some component

[∇q(x∗)]i < 0. Then by complementarity x∗
i = 0. Continuity of ∇q(x) implies

[∇q(xk)]i < 0 for all sufficiently large k. Note that for all components i,

[∇q(xk)]i (x
k+1 − xk)i = αk[∇q(xk)]i p

k
i = −αkd

k
i [∇q(xk)]2i ≤ 0

since αk > 0 and dk > 0. So, xk+1
i ≥ xk

i for all k sufficiently large, contradicting

the fact that xk
i → x∗

i = 0.

3.3.2 IPG Solver in the SDG Algorithm

As for performance, the dominant operations in Algorithm 3 are one matrix-matrix

product AT A upfront and a matrix-vector product (AT A)xk every iteration. The

D 
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methods discussed in Section 3.2 can incur much more overhead than this compu-

tationally. Primal-dual interior-point methods factor the dense Schur complement

AT A + X−1
k Λk every iteration. Active-set methods solve a reduced set of normal

equations based on the current working set quickly, but may need a large number of

such iterations to converge. Simple gradient projection line search can be substantial

because it can require many function evaluations, amounting to many matrix-vector

products (AT A)x. Per iteration, our IPG algorithm can be much more efficient, but

the convergence rate is unlikely to be as favorable in general because it is a close

relative of steepest descent. If low accuracy solutions are acceptable, however, then

IPG may be reasonable since few iterations (and thus few matrix-vector products)

would be required. In the next chapter, the experiments of Section 4.1 explore how

IPG compares to these three NNLS algorithms, within the context of the IMRT

application.



Chapter 4

Numerical Results

The two preceding chapters taken together constitute a complete approach to the

IMRT fluence map optimization problem. In this chapter, we will demonstrate that

the Sensitivity-Driven Greedy (SDG) approach given in Algorithm 2 is capable of

producing clinically acceptable treatment plans in an efficient manner when paired

with the Interior-Point Gradient (IPG) solver in Algorithm 3. Since performance

primarily depends on the efficiency of the subproblem solver, we begin in Section 4.1

by comparing IPG to other NNLS solvers to justify its use. In Section 4.2, we point

out some relevant features of our SDG implementation, present a technique for emu-

lating the results of the Pinnacle3 r© planning system, and describe the clinical cases

used for our experiments. Finally, Sections 4.3 and 4.4 study the application of our

SDG approach to several clinical cases for uniform and tuned importance factors,

respectively, comparing our results to simulated Pinnacle3 results.

64
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4.1 Numerical Experiments with IPG Solver

In this section, we will provide some empirical support for using the IPG method as

the NNLS subproblem solver in the SDG algorithm. The goal of these experiments is

to evaluate the utility of some leading solvers in the very particular context of IMRT

fluence map planning.

In such a setting, it may be difficult to say how much accuracy in the subproblem

solution would benefit the resulting treatment plan. Even if we require a high qual-

ity solution, we may lose the fruit of our labor to IMRT leaf sequencing and other

delivery errors. Given these considerations, requesting high levels of accuracy in the

subproblem may be wasting valuable time. The potential time savings for the clini-

cian could be used to evaluate more treatment plans, treat more patients, or consult

with colleagues to better assess the quality of a plan. Thus, we proceed with the

understanding that only a low to moderate level of accuracy will ever be requested

in this application for an NNLS solver.

In truth, it may even make more sense practically to ask for as much accuracy

as possible in a given time frame. For example, assume the SDG algorithm seems

to be taking 10 outer iterations to converge on average and we think a reasonable

total planning time is about 5 minutes, then perhaps we could set 30 seconds as the

maximum subproblem time. These decisions could be based on, for instance, the

total treatment planning workload that week or the amount of time left over before a

treatment plan must be settled on. Therefore, we would like to experiment with each
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NNLS algorithm by examining how much accuracy it can provide in limited amounts

of time.

We have taken an instance of each algorithm class described in Section 3.2 for

comparison to IPG. Specifically, we implement a standard quadratic programming

primal-dual interior-point method (PDIPM) in a straightforward manner consistent

with Section 3.2.1. For the active-set method, we choose Bro and de Jong’s FNNLS

algorithm, a modification of Lawson and Hanson’s ubiquitous NNLS algorithm [5, 15].

We expect this method should yield good results as the number of rows is so much

larger than the number of columns in the IMRT subproblem. In Section 3.2.3, we

presented a class of gradient projection algorithms that search along the projected

gradient for a local minimizer, then explore the face of the feasible set in which it lies

using conjugate gradient. Based directly on the discussion of these methods in [27],

we have implemented a gradient projection method we refer to as MGPCG.

Our experiments will consist of polling each algorithm for ‖min(∇q(xk), xk)‖2

near chosen time points, to compare the accuracy of each, relative to the required

time. Recall that the KKT conditions for (3.2) are min(∇q(x), x) = 0, so that this

norm gives a measure of the optimality of xk as time proceeds. Observe that each

algorithm uses a different stopping condition and clearly iterations have different

meaning. Measuring efficiency with the time spent to converge at a certain tolerance

or with the number of iterations seems quite unfair to us in this context. Instead, we

have set tolerances and maximum iterations such that each algorithm should solve the
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problem to very high accuracy if given sufficient time. We examine each algorithm

during a 300 second (5 minute) time frame for several problem sizes that are common

in the clinical data used later in this chapter.

For the NNLS problems, we generate uniformly distributed random data (A, b)

with values between 0 and 1 that satisfy the TNNLS conditions in Definition 7 (con-

sistent with structure in the IMRT subproblem (3.1)). The matrix A is constructed

to be approximately 15% dense and have condition number of approximately 1012 to

reflect the oftentimes ill-conditioned influence matrices calculated by the dose calcu-

lation algorithm used in our main fluence planning results. The following numerical

results have been obtained in Matlab r© , using a Linux workstation with a 3.8 GHz

Intel Xeon processor and 8 GB of memory.

First, let us consider a random problem whose matrix A has 300, 000 rows and

1, 000 columns. Figure 4.1 shows that the clear winners in the 300 sec. time frame

are FNNLS and PDIPM. A final (unshown) accuracy of 1.71 × 10−13, which occurs

as FNNLS falls off the bottom of the plot, is what we would expect from an active-

set method once it resolves all the active constraints. In one iteration, it goes from

roughly 10−2 to 10−13 by solving the reduced normal equations corresponding to the

components of x that are inactive at solution. The PDIPM algorithm takes a little

longer, but still achieves a very respectable accuracy of 3.31 × 10−13 (unshown) as it

converges. As the number of variables increases, however, we would expect PDIPM to

take much longer to converge with such precision as the linear system solves become
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Figure 4.1: NNLS Algorithm Comparison - 300000× 1000

more costly. Both MGPCG and IPG did not converge in the given time frame, but

obviously IPG gives better accuracy if we were to stop them at any given time in

this span. In fact, before about 40 seconds, IPG has a much more accurate solution

than even FNNLS. If we were only willing to pay about 40 seconds for a subproblem

solution, then IPG would give us good tradeoff for the time we spend.

The effect of a larger problem is tested in Figure 4.2 with the same number

of rows and 1, 500 columns in A. The increased size of the linear system AT A +

X−1
k Λk seems to be limiting the effectiveness of PDIPM in this time span. Erratic

behavior in MGPCG makes its convergence difficult to analyze, but it repeats its slow

improvement of the KKT conditions. The characteristics of IPG in this experiment

remain essentially the same as well, but note that its main competitor for early

progress, FNNLS, now takes much longer to identify the active set and drop to an
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Figure 4.2: NNLS Algorithm Comparison - 300000× 1500

(unshown) accuracy of 2.22×10−13, indicating a sensitivity to the number of variables.

Lastly, we look at a slightly larger problem with 2, 000 variables. Now we see

that FNNLS convergence has been pushed off the “available” time frame, whereas

IPG stays true to form. FNNLS will eventually produce a very accurate answer,

as should PDIPM, if allowed sufficient time. But, in the IMRT context, that may

be too long given that a lower quality solution might be acceptable. We have also

tested problems whose matrices have 5000, 104, and 105 rows for increasing numbers

of variables. They are not included because, qualitatively, they tell precisely the

same story. This is actually consistent with Bro and de Jong’s statements about

their algorithm that it is intended to improve on Lawson and Hanson’s algorithm for

problems where the ratio of rows to columns is large [5, 15]. As the variables increase,

this advantage diminishes so that our IPG method wins in the short term. In all our
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experiments, MGPCG improves the slowest of all four, but this is curious because

gradient projection has long been used to make more rapid changes to the working set

than classical active-set methods like FNNLS. We conjecture that the large number

of matrix-vector products (AT A)v needed to find a Cauchy point slow the algorithm

down significantly. It is also the case with IPG that a large number of matrix-vector

products are performed, but it seems to make more progress early on in its iterations.

While we do not currently have a theoretical estimate of the rate of IPG con-

vergence, the consistency of its behavior on such problems is highly encouraging for

NNLS problems that only require modest accuracy in a short time period. Most

notably, it provides rapid improvment of accuracy in early iterations. This can most

likely be attributed to the Lee-Seung scaling, though a satisfactory explanation of its

benefits is currently lacking.
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4.2 Main Results Preliminaries

4.2.1 SDG Implementation

Now we discuss some details of the SDG code previously unmentioned in Chapters 2

and 3. Most importantly, observe that it may not be necessary to solve a subproblem

with the full influence matrix A. The number of voxels can be quite large (105 − 106)

so if we can exclude some voxels (rows of A) from the computation, then we may

greatly improve efficiency. Consider that it is wasteful to include them if they do not

even cross their corresponding dose-volume threshold to become “sensitive.” This is

reflected in the subproblem KKT condition given in Proposition 3. Only those voxels

in the sensitive index set S(x(uk), uk) will affect the solution. The others are essen-

tially inactive with respect to their dose-volume tolerances and can be excluded with

no loss of information. Thus, we can save computation by adding voxels adaptively.

Our strategy takes a given x(uk), computes which voxels exceed their lowest level

dose-volume thresholds and are not yet included, puts them into the computational

influence matrix, and re-solves the subproblem. We begin with no voxels included

and add voxels in a loop until no more need to be added or 3 iterations of this process

have occurred. If the max number of add-iterations have been reached, then we may

not have truly included all the relevant voxels but we have observed that the most

influential ones seem to be included immediately. A limit is needed to keep the code

from making minuscule adjustments at the cost of re-optimization each time.
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In addition, the relaxation procedure has some features we have not yet discussed.

When a bound is relaxed, the theory of Chapter 2 says it is set to that voxel’s

computed dose, but we may be able to go further and obtain more improvement in

f . The key is that once a bound has been relaxed past a certain dose-volume level, it

can take on any value up to the next dose level without violating any DVC. Since we

also know f decreases monotonically as we increase any bound, we can relax all the

way to the next level with the confidence that we are making extra progress toward

minimizing f without leaving Dv. One may ask how far a bound should go when it

is relaxed past the top level. Even for relaxed voxels, we cannot allow doses to get

too high or there may be serious patient complications beyond the predictions of the

DVCs. Therefore, each anatomical structure also has a dose upper bound in addition

to its DVCs which is the maximum a relaxed bound at the top level can attain. Of

course, because the least squares nature of the subproblem means that we may still

have some doses over the “upper bound.”

Next, we consider the relevant issues in the IPG implementation. The structure

in the subproblem (3.1) is exploited in the implementation to prevent solving the

problem with the much larger matrix in the general form of (3.2). Since we are

interested in solving this problem quickly and high accuracy in the beamlet intensities

may be wasted by the errors inherent to delivery, etc., a low accuracy of 10−3 is used

in our results for the IPG relative decrease stopping condition. However, there is

also a maximum allotted number of 100 iterations and a maximum time budget of 60
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seconds. These parameters are used for all the cases for convenience, but in practice

it would be more advantageous to adjust them based on the size and difficulty of the

problem.

As for starting points, the IPG algorithm theory in Section 3.3.1 proves conver-

gence to the unique minimizer for any strictly feasible initial guess. In practice,

however, different starting beamlet intensities may yield slightly different solutions

since we are not solving the subproblem very accurately. Our choice is the uniform

vector of all 10’s. In the SDG algorithm, we use an initial bound u0 with values

that are exactly the lowest-level DVC thresholds. This prevents the initial point from

biasing the relaxation toward any branch.

Finally, we have some miscellaneous holes to fill. For the stopping condition in

Algorithm 2 we use relative change in f with a tolerance of 10−2. In our implementa-

tion, we actually use a prescription vector bt whose components are the average value

between the prescribed dose and the dose upper bound for the target. This gives much

better results than simply using the prescribed dose. Next, we have scaled every row

of our least squares residual by dividing by the number of voxels in that structure.

This is an ad hoc scaling to make it consistent with the below PL formulation with

which we will make comparison, since it uses a similar scaling. The convergence the-

ory is nonetheless preserved, as this amounts only to scaling the Euclidean norm we

use in Chapter 2. Furthermore, the SDG algorithm may allow a small number of

large beamlet intensities that lead to dose spikes in a very small number of voxels. To
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control this, we chop off intensities more than 3 standard deviations from their mean

when the algorithm stops. This affects the resulting dose distribution only slightly,

so we include this post-processing step in all our results. For more information about

the software design and our graphical user interface, see Appendix A.

4.2.2 A Pinnacle-Like Approach

As discussed in Section 1.6, a least-squares-type model for the IMRT fluence map

optimization problem is implemented in the Pinnacle3 r© RayOptimizer r© [20]. In

addition to its widespread clinical use, this model bears some resemblance to our

formulation, making it a reasonable candidate for comparison. Since this clinical

software is unavailable to us, we have attempted to mimic its formulation as closely

as possible to provide a meaningful basis for comparison.

Therefore, we will compare our SDG algorithm to the following model we call a

Pinnacle-like (PL) formulation:

min
x≥0

∑

k∈T ∪C

F k(x) (4.1)

where each target index k ∈ T and critical organ index k ∈ C has its own function

F k associated with it. Assume critical structure k has the dose-volume constraints

“no more than ηk
j % of the voxels can have doses above dk

j” for j = 1, 2, . . . , ck, where

ck is the number of DVCs for critical structure k. Then for k ∈ C,

F k(x) =
ωk

Nk

ck
∑

j=1

∑

i∈Vk

H(di − dk
j )H(dηk

j − di)

(

di − dk
j

dk
j

)2

, (4.2)
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where Nk is the size of Vk which indexes the critical organ’s voxels, ωk an associated

importance factor, di = [Ax]i the current dose in voxel i given by influence matrix

A, and dηk
j the current dose received at the ηk

j dose-volume level. The Heaviside

function has H(y) = max(y, 0), so that only doses between dk
j and dηk

j are penalized

(see Figure 4.4). For each target structure k ∈ T , we take

F k(x) =
ωk

Nk

∑

i∈Vk

[

H(dk − di) + H(di − dmax)
]

(

di − δ

δ

)2

, (4.3)

where dmax is the target dose upper bound, dk is the target prescription, and δ =

dk+dmax

2
is the target fit value. It is unclear to us what the target objectives are in

RayOptimizer, so (4.3) is probably not precisely what is implemented, but is in the

same spirit as the critical structure objective definitions. Namely, penalization by

relative deviation from δ occurs whenever dose is below the prescribed dose dk or

above the maximum dose dmax. We have chosen this particular value of δ because we

feel it should lead to good target dose distributions and makes this formulation more

comparable to our own (δ is the same value which we use in our SDG implementation

for bt). With this exception, we have attempted to stay as close as possible to the

Pinnacle3 formulation in [20].

It is well known that dose-volume-based objectives of the form (4.2) are both

nonconvex and non-differentiable. The lack of convexity makes starting point selection

an issue. In addition, note that the value dηk
j actually depends on the dose d = Ax.

These points form the set of points where derivatives of F k do not exist. Thus,

this set changes as x changes, complicating the regularity of the objective greatly.
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Figure 4.4: Pinnacle-Like DVH Penalization

This can potentially be disastrous for numerical algorithms. Some of the negative

repercussions will be discussed as we go along.

Moreover, the Pinnacle3 RayOptimizer employs NPSOL r© to solve the problem for-

mulation [20, 10]. NPSOL is Fortran 77 code that solves smooth nonlinear programs

by sequential quadratic programming (SQP) with a quasi-Newton approximation of

the Hessian of the Lagrangian, an augmented Lagrangian merit function to promote

convergence from arbitrary starting points, and dense linear algebra. It is especially

effective when the objective and constraints are expensive to evaluate. On a bound-

constrained problem such as this, NPSOL amounts to an active set method on the

quadratic subproblems that are used to determine the step.

In contrast to NPSOL, our SDG implementation has been developed in Matlab.

In an effort to level the computational playing field, we make use of TOMLAB, which



77

provides a Matlab interface to NPSOL [12]. The only significant cost of using such

an interface comes from evaluating the objective and gradient subroutines in Matlab

instead of compiled Fortran. We have an unsubstantiated report from Tomlab that

evaluation may be up to 10 times slower in Matlab than in Fortran. Even if that is

the case, our SDG code would likely speed up dramatically if it were also ported to

Fortran.

As stated above, the PL objective is not a smooth function of x, so we are unsure

whether RayOptimizer uses NPSOL blindly, hoping not to encounter points where F k

is non-differentiable or implements some strategy to deal with such points. Erratic

numerical behavior may take place near such a point, but for lack of any better

information we have chosen to supply a gradient subroutine and simply check if

points of non-differentiability are encountered within a tolerance of 10−6. Indeed, in

our results, NPSOL often attempts to evaluate the gradient near such points. For

this reason, it is very disturbing that PL-type formulations are so ubiquitous as they

may have doubtful numerical properties for optimization unless some other stabilizing

techniques are applied.

For our PL results, we use a stopping tolerance of 10−1 as in the SDG results.

The NPSOL documentation indicates that it stops whenever the relative change in

the objective drops below this value, as in our SDG implementation (though our

objective (2.6) is different). For the initial beamlet intensities, we used uniformly

distributed random values from 0 to 10. Since the objective is nonconvex, we may
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have better luck with other starting points. We found that some starting points

only allow 1 iteration before convergence to a spurious stationary point occurs. To

be fair to our hypothetical competitor, we continue changing the random number

generator seed and re-solving until NPSOL arrives at a reasonable stationary point.

Finally, in an effort to prevent extreme dose values and (somewhat) mitigate barriers

to deliverability caused by too irregular a solution, we chop off any intensities that

exceed 3 standard deviations from the mean after the algorithm terminates, just as

in the SDG implementation.

4.2.3 Clinical Data Description

Our data set consists of 8 clinical cases: two esophagus, four lung, one head and

neck, and one prostate. The esophagus and lung cases are courtesy of M.D. Anderson

Cancer Center Thoracic Oncology Department, while the head-neck and prostate

cases are distributed with CERR [9]. Influence matrices were calculated with the QIB

dose calculation algorithm native to CERR which includes direct-hit contributions

as well as some scatter, making the matrices between 10 and 20% dense [9]. A

simulated 18 MeV linear accelerator models delivery of 9 equispaced beams to the

target isocenter.

In the lung and esophagus cases, the major critical organs are the lung, spinal

cord, esophagus, and heart because of their proximity to the tumor. Multi-level dose-

volume constraints are specified only for the lung, while other structures have one



79

level or only have hard upper bounds on dose. Particular attention should be paid to

the lowest-level lung DVC and the upper bound on the spinal cord dose, as these are

fairly stringent constraints. For these cases, all the planning requirements have been

specified by an actual physician.

Prescriptions for the head-neck and prostate cases, on the other hand, have been

chosen by taking advantage of physicians’ experience at Memorial Sloan-Kettering

Cancer Center. They lay out guidelines for treatment of head-neck and prostate

cancers that have been developed at their clinic for the last 10 years [21]. However,

since these requirements have been taken from a book that examines general strategies

for treatment instead of our actual cases, the planning goals we have settled on

probably leave some room for improvement if a qualified physician were to review

them. We do not claim to have the most precise prescriptions for these two cases. In

the head-neck case, the oral cavity, brain stem, parotids, and mandible tend to be the

most important structures to watch. In the prostate case, the rectum and bladder

are the significant critical organs.

Although there is no clear metric for assessing a treatment plan’s quality, we say a

result is acceptable clinically if the minimum target prescription is met in roughly 95%

of the planning target volume (PTV) and the final dose distribution is close to being

feasible with respect to the dose-volume constraints. We are intentionally leaving

quite vague the amount of dose-volume constraint violation that may be permitted.

This is a decision only an oncologist is qualified to make, but nevertheless we will



80

attempt to make some limited qualitative observations.

4.3 Uniform Importance Results

In Section 1.6, we have discussed the use of importance factors, or weights, in least

squares models to manage tradeoffs between the competing objectives of maximizing

dose to the targets and minimizing dose to the critical organs. Comparing one model

to another can be tricky because a lot can be swept under the rug with a good or

bad selection of weights. With this in mind, we would first like to explore the world

without weights for both the Sensitivity-Driven Greedy (SDG) and Pinnacle-Like

(PL) methods. In no way will this prove one better than the other since weights

will almost always be needed in practice, but may provide valuable insight into the

behavior of each when relative importance is not apparent.

For the most part, the following results will not be clinically acceptable. The

purpose is only to compare the performance of SDG and PL to each other, not to

how well they satisfy the prescription. Thus, dose distributions will not be generated

for these cases as dose-volume data sufficiently tells the tale. Data tables summa-

rizing the most important dose-volume constraints, SDG and PL percentages above

the dose-volume threshold, and the importance factors used for SDG and PL, re-

spectively, are given. Dose-volume histograms have also been generated for a more

global view, showing the SDG data with solid lines and PL with dashed, as well as

color-coordinated points representing dose-volume constraints and dose upper bounds
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used for each. Computational run times for all 8 cases are included at the end of the

section. These results have been obtained in Matlab on a Linux workstation with a

3.8 GHz Intel Xeon processor and 8 GB of memory.

In Table 4.1, the Esophagus A results are shown. We see that PL provides signif-

icantly more PTV coverage than SDG and satisfied the lung DVCs almost perfectly

whereas SDG overdoses the lung with respect to its lowest level DVC and does not

even get close to using up all the slack allowed by its higher level DVCs. The heart is

much more protected for SDG, but the sacrifices are certainly worth it for the extra

tumor coverage one can obtain with PL here. From the raw values in the table, how-

ever, one would miss some important behavior that can be seen in Figure 4.5. The

DVH shows that although both models approximately satisfy the spinal cord DVC,

PL has made a choice somewhere along the way that allows much more total dose in

that structure (one curve is “concave up” while the other is “concave down). Note

that just because two plans satisfy the dose-volume constraints exactly does not mean

they produce the same biological response.

For Esophagus B, the comments for Esophagus A can be repeated almost verba-

tim, as reflected in Table 4.2 and Figure 4.6. As in Esophagus A, the SDG solution

places an infeasible number of doses between the first and second dose-volume levels

(10 Gy and 20 Gy) without using up the higher level DVC allowances and this is

clearly undesirable. Moreover, this behavior will also be seen in the tuned esophagus

results of Section 4.4. One new twist seen in the Esophagus B DVH is that PL seems
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Structure % Vol SDG % Vol PL % Vol Rx Dose Rx Imp

PTV (0.5cm) 73.21 85.72 ≥ 95 ≥ 50.4 Gy 1/1

Total Lung 42.68 35.58 ≤ 35 > 10 Gy 1/1

12.64 18.07 ≤ 20 > 20 Gy

7.86 10.36 ≤ 10 > 30 Gy

Spinal Cord 0.00 0.88 ≤ 0 > 45 Gy 1/1

Heart 14.19 24.90 ≤ 40 > 40 Gy 1/1

Table 4.1: Esophagus A - Uniform Importance - Dose-Volume Data
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Figure 4.5: Esophagus A - Uniform Importance - DVH (SDG solid/PL dashed)
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to put a kink in the lung curve at the 10 Gy DVC. Examining Figure 4.5 a little more

closely, one might even say the same for Esophagus A. Recall that every iteration,

PL penalizes all voxels with doses between the dose-volume threshold and whatever

dose corresponds to the DVC percentage on the DVH curve. We surmise that this

scheme for encouraging dose-volume compliance could lead to DVHs that have the

appearance of being “pulled” toward the DVC points, as Figure 4.6 seems to indicate.

Structure % Vol SDG % Vol PL % Vol Rx Dose Rx Imp

PTV Total 49.36 70.36 ≥ 95 ≥ 50.4 Gy 1/1

Total Lung 51.19 38.08 ≤ 35 > 10 Gy 1/1

16.14 20.31 ≤ 20 > 20 Gy

7.51 11.63 ≤ 10 > 30 Gy

Spinal Cord 0.02 2.66 ≤ 0 > 45 Gy 1/1

Heart 24.16 28.16 ≤ 40 > 40 Gy 0/0

Table 4.2: Esophagus B - Uniform Importance - Dose-Volume Data

The uniform importance results for cases Lung A and Lung C bear such a re-

semblance to each other that only Lung A data is included. Table 4.3 has the PTV

coverage SDG provides as about 25% of the coverage given by PL (almost identical

for Lung C), yet both have roughly the same lung dose-volume data. The major gain

of PL over SDG in PTV coverage seems to have been made by trading off esophagus

sacrifices. Again, note how PL satisfies the spinal cord DVC with a larger mean dose

than SDG and how the PL lung DVH curve seems to be “kinky” near the DVC points.

Once more for Lung B, we see that PL plans a larger mean dose for the spinal
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Figure 4.6: Esophagus B - Uniform Importance - DVH (SDG solid/PL dashed)

Structure % Vol SDG % Vol PL % Vol Rx Dose Rx Imp

PTV 24.67 90.65 ≥ 95 ≥ 70 Gy 1/1

Total Lung 43.66 45.16 ≤ 45 > 10 Gy 1/1

28.11 34.47 ≤ 35 > 20 Gy

Spinal Cord 0.00 0.83 ≤ 0 > 45 Gy 1/1

Esophagus 0.07 40.74 ≤ 50 > 50 Gy 1/1

Heart 1.32 3.10 ≤ 40 > 40 Gy 0/0

Table 4.3: Lung A - Uniform Importance - Dose-Volume Data

----------....... 
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Figure 4.7: Lung A - Uniform Importance - DVH (SDG solid/PL dashed)

cord than SDG in Figure 4.8. Otherwise, PL does an excellent job of planning a

nearly-acceptable plan with no importance weighting. It seems SDG, on the other

hand, may need some additional prodding (via importance factors) to use the leftover

DVC slack to treat the target.

Structure % Vol SDG % Vol PL % Vol Rx Dose Rx Imp

PTV 58.33 92.13 ≥ 95 ≥ 70 Gy 1/1

Total Lung 40.53 45.31 ≤ 45 > 10 Gy 1/1

21.51 32.23 ≤ 35 > 20 Gy

Spinal Cord 0.15 0.15 ≤ 0 > 45 Gy 1/1

Esophagus 23.89 42.61 ≤ 50 > 50 Gy 1/1

Heart 0.00 0.00 ≤ 40 > 40 Gy 0/0

Table 4.4: Lung B - Uniform Importance - Dose-Volume Data

We have stated that the PL formulation has a non-convex objective function,
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Figure 4.8: Lung B - Uniform Importance - DVH (SDG solid/PL dashed)

making it susceptible to local minima that could potentially be spurious. This disad-

vantage of PL is demonstrated in the Lung D results. For all our PL runs, a uniformly

distributed 0 to 10 random starting point was used. We attempted to generate plans

with five different random starting points, but each time NPSOL converged in exactly

1 SQP iteration with none of the resulting plans having sufficient quality to compare

with the SDG solution. The data in Table 4.5 and Figure 4.9 shows SDG did much

better, but indeed we believe this is due to a bad starting point, not the inferiority

of the PL method. In fact, all our cases were originally run using a uniform starting

vector of all 10’s to initialize PL. Three of the eight exhibited similar behavior in that

they converged to a local minimum with horrible plan quality in exactly 1 iteration.

For this reason, the PL approach does not seem so robust as SDG.

To summarize the Headneck and Prostate findings, the PL approach has slightly



87

Structure % Vol SDG % Vol PL % Vol Rx Dose Rx Imp

PTV 38.81 0.00 ≥ 95 ≥ 70 Gy 1/1

Total Lung 62.38 66.59 ≤ 45 > 10 Gy 1/1

42.95 29.92 ≤ 35 > 20 Gy

Spinal Cord 0.08 0.00 ≤ 0 > 45 Gy 1/1

Esophagus 32.48 0.00 ≤ 50 > 50 Gy 1/1

Heart 22.15 0.00 ≤ 40 > 40 Gy 0/0

Table 4.5: Lung D - Uniform Importance - Dose-Volume Data
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Figure 4.9: Lung D - Uniform Importance - DVH (SDG solid/PL dashed)
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Casename PL Time SDG Time PL/SDG

Esophagus A 917 467 1.9

Esophagus B 1845 161 11.5

Lung A 1028 160 6.4

Lung B 546 107 5.1

Lung C 771 78 9.9

Lung D - 200 -

Headneck 457 26 17.6

Prostate 45 36 1.3

Table 4.6: Run Times (sec.) - Uniform Importance

better target coverage with nearly-feasible critical organ doses. The SDG solution is

mostly dose-volume feasible, but like the Lung B results, it seems unmotivated to use

all the leniency provided by the dose-volume constraints. Otherwise, these results do

not offer any additional insight in our opinion, so we have not included them.

Lastly, Table 4.6 lists run times in seconds for SDG and PL, along with the ratio

of PL time to SDG time. Clearly, our SDG approach is much faster in general on

these problems. The PL Lung D runs (for five different random starting points) took

about 24 seconds each, but are not included in the table because we consider the

solutions of dubious quality for any kind of comparison with SDG.
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4.4 Tuned Importance Results

This section contains the main numerical results of this thesis. Our experiments in

the previous section have shown an advantage to using PL over SDG when uniform

importance factors are used and have brought out some noteworthy behavior in each

approach. Unfortunately, non-uniform importance factors are usually necessary to

achieve acceptable treatment plans in practice.

Toward this end, the following results have been generated using importance fac-

tors that have been “tuned” to each method. Our procedure for selecting weights was

to tune the SDG weights, then use them as a starting point to tune the PL weights.

In some cases, the final choices are the same for both, or very similar. In others, they

differ greatly. This tedious trial-and-error process took hours for some cases while

only minutes for others. On average, about 10 adjustments were made before a plan

was accepted. In choosing weights, we required that around 95% of the target voxels

receive terminal dose coverage. Moreover, we have tried to make consistent decisions

for critical organ sacrifices. For example, since the spinal cord and the lung con-

straints tend to compete strongly, one tends to have the choice in importance factor

selection of damaging the cord or the lung more. In such a scenario, we have tried to

injure the same organ, all things being equal.

Furthermore, tuning allows us to obtain clinically relevant plans, as opposed to

the results of the previous section. We are therefore interested in evaluating not only

dose-volume compliance, but also how well the dose distribution associated with the
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solution beamlet intensities conforms to the target volume and protects the critical

organs. The dose scale is in Grays and are kept the same to ensure a fair comparison of

SDG and PL dose distributions. On the basis of these dose distributions, we attempt

to make some observations about dose conformation for each method, but note that

such conclusions are necessarily limited by our ability to present only a few slices for

consideration. Slices were chosen that seem to indicate the big picture of what is

happening over the whole dose distribution, but for some cases, note that this can

be very subjective. The following results have been produced in Matlab on a Linux

workstation with a 3.8 GHz Intel Xeon processor and 8 GB of memory.

Structure % Vol SDG % Vol PL % Vol Rx Dose Rx Imp

PTV (0.5cm) 95.40 94.76 ≥ 95 ≥ 50.4 Gy 1.2/1.4

Total Lung 44.87 37.91 ≤ 35 > 10 Gy 0.15/0.15

15.16 19.33 ≤ 20 > 20 Gy

8.42 11.15 ≤ 10 > 30 Gy

Spinal Cord 4.37 3.07 ≤ 0 > 45 Gy 0.05/0.05

Heart 19.23 25.08 ≤ 40 > 40 Gy 0.05/0.05

Table 4.7: Esophagus A - Tuned Importance - Dose-Volume Data

We begin with the dose-volume data for Esophagus A in Table 4.7. Clearly, PL

has better dose-volume compliance than SDG in this case. The PL solution is barely

infeasible, in fact. We observe that just as in the esophagus cases in the previous

section, SDG distributes too many doses between the first and second DVC levels (10

Gy and 20 Gy), while there is still extra slack leftover in the upper levels. In addition,
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SDG does not seem to make good use of the heart DVC as its corresponding dose-

volume percentage is much lower than that of PL. In Figure 4.10, we see that both

approaches yield roughly the same DVHs. As in the uniform results, the lung DVH

bends slightly toward the lowest level DVC point. The dose distributions for SDG and

PL are given in Figures 4.11 and 4.12, respectively. The orange contour surrounds

the PTV and contains the esophagus in brown. The green contour represents the

heart and the pink/purple contours represent the spinal cord and lung. Comparing

the transverse slices on the left, one might say SDG conforms dose better to the PTV,

as PL allows a large region of high dose outside the PTV in that slice. However, the

sagitarrial slices on the right show that both allow some high dose to bleed outside

the PTV with SDG doing slightly worse perhaps than PL, so that there is no clear

winner here on conformation.
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Figure 4.10: Esophagus A - Tuned Importance - DVH (SDG solid/PL dashed)



92

Sag 129/256
x:0.0977cm
∆y:28.76cm
∆z:25.28cm

 

 

Trans 83/205
z:2cm
∆x:42.48cm
∆y:26.85cm

0

10

20

30

40

50

Figure 4.11: Esophagus A - SDG with Tuned Importance - Dose Distribution
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For the Esophagus B results, the closest we could come for SDG to 95% cover-

age in the PTV was about 97%, producing higher target coverage than PL at the

cost of substantial violation of the lowest level lung DVC. Nevertheless, the percent-

ages in Table 4.8 for SDG are much closer to the dose-volume requirements than for

Esophagus A, and SDG protects the spinal cord and heart better than PL. The severe

indiscretion of SDG here is again in the lowest level DVC, but unlike the tuned Esoph-

agus A result and both uniform esophagus results, we do not see the phenomenon

that higher levels have unused sacrifices left to contribute. Certainly, PL achieves a

more dose-volume compliant (less infeasible) solution than SDG here, but we point

out that it also violates the DVCs significantly in doing so. Note that this may be due

to DVC prescriptions that are grossly infeasible, not a failure of the algorithm. The

PL lung DVH in Figure 4.13 again looks like it might have been dragged down by the

penalization. Comparing the sagitarrial views on the right in Figures 4.14 and 4.15,

we can clearly tell that SDG conforms dose tighter to the PTV (in orange), allowing

less radiation to encroach on the spinal cord (light blue) or the heart (yellow).

Structure % Vol SDG % Vol PL % Vol Rx Dose Rx Imp

PTV Total 97.41 95.05 ≥ 95 ≥ 50.4 Gy 30/60

Total Lung 59.41 40.82 ≤ 35 > 10 Gy 2.65/3

21.52 22.10 ≤ 20 > 20 Gy

10.59 13.66 ≤ 10 > 30 Gy

Spinal Cord 5.19 9.76 ≤ 0 > 45 Gy 0.01/0.01

Heart 24.98 31.02 ≤ 40 > 40 Gy 0/0

Table 4.8: Esophagus B - Tuned Importance - Dose-Volume Data
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Figure 4.13: Esophagus B - Tuned Importance - DVH (SDG solid/PL dashed)

Three of the four lung cases demonstrate that very comparable outcomes can result

from using SDG and PL. Scrutinizing the Lung A data in Table 4.9, for instance,

reveals no discernible distinction. For both, the spinal cord and lung DVCs are

violated, but the similarity of these results leads us to hypothesize that this may be

the best one can do in the critical organs when treating the target sufficiently. The

advantage in dose conformation might go to SDG here based on the transverse slices

on the left in Figures 4.17 and 4.18. The high dose regions shown in red seem to

match the rounded shape of the PTV contour (in purple) more than the “pointy” PL

dose.

The SDG algorithm produces a much better solution for the Lung B case based

on the dose-volume data. In Table 4.10, the lowest level lung DVC is violated less
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Figure 4.14: Esophagus B - SDG with Tuned Importance - Dose Distribution
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Figure 4.15: Esophagus B - PL with Tuned Importance - Dose Distribution
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Structure % Vol SDG % Vol PL % Vol Rx Dose Rx Imp

PTV 96.47 97.73 ≥ 95 ≥ 70 Gy 100/140

Total Lung 52.40 52.43 ≤ 45 > 10 Gy 0.5/0.7

40.41 39.91 ≤ 35 > 20 Gy

Spinal Cord 1.30 1.38 ≤ 0 > 45 Gy 20/25

Esophagus 39.28 41.70 ≤ 50 > 50 Gy 0.5/0.5

Heart 4.17 3.16 ≤ 40 > 40 Gy 0/0

Table 4.9: Lung A - Tuned Importance - Dose-Volume Data
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Figure 4.17: Lung A - SDG with Tuned Importance - Dose Distribution
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Figure 4.18: Lung A - PL with Tuned Importance - Dose Distribution
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by SDG than PL. Most importantly, there is far less spinal cord and esophagus

injury with SDG, as can be seen further in the wide discrepancies between DVHs in

Figure 4.19. On the other hand, the sagitarrial views on the right in Figures 4.20 and

4.21 demonstrate a much tighter PTV (green) conformation in the top segment for

PL than SDG.

Structure % Vol SDG % Vol PL % Vol Rx Dose Rx Imp

PTV 95.62 96.07 ≥ 95 ≥ 70 Gy 40/4 × 106

Total Lung 52.53 57.84 ≤ 45 > 10 Gy 0.03/0.03

35.31 39.09 ≤ 35 > 20 Gy

Spinal Cord 0.11 3.71 ≤ 0 > 45 Gy 1/1

Esophagus 33.02 45.92 ≤ 50 > 50 Gy 3/3

Heart 0.46 0.00 ≤ 40 > 40 Gy 0/0

Table 4.10: Lung B - Tuned Importance - Dose-Volume Data
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Figure 4.19: Lung B - Tuned Importance - DVH (SDG solid/PL dashed)
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Figure 4.20: Lung B - SDG with Tuned Importance - Dose Distribution
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Figure 4.21: Lung B - PL with Tuned Importance - Dose Distribution
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Lung C is a particularly unflattering case for our SDG algorithm. Table 4.11 shows

the SDG and PL results differ mainly in the lung, where PL violates the DVCs only

slightly but SDG has about 3 times as much percentage violation. Some features of

the DVH in Figure 4.22 that stand out are the sharp corner of the PL lung curve near

the lowest level dose-volume point and the smaller maximum dose to the esophagus

with SDG. Just as dismal for SDG are the dose distributions in Figures 4.23 and

4.24. At first glance, the sagitarrial views on the left seem fairly similar, but on

close inspection one notices a deeper shade of yellow (higher dose) in the SDG plot,

extending from the the orange-contoured PTV to intrude on the lung (purple). This

is consistent with the large lung DVC violation seen in the dose-volume data.

Structure % Vol SDG % Vol PL % Vol Rx Dose Rx Imp

PTV 95.32 95.44 ≥ 95 ≥ 70 Gy 80/80

Total Lung 57.54 49.49 ≤ 45 > 10 Gy 1/1

43.08 37.14 ≤ 35 > 20 Gy

Spinal Cord 7.17 8.98 ≤ 0 > 45 Gy 1.5/1.5

Esophagus 39.53 40.83 ≤ 50 > 50 Gy 0.5/0.5

Heart 6.11 6.60 ≤ 40 > 40 Gy 0/0

Table 4.11: Lung C - Tuned Importance - Dose-Volume Data

By the looks of Table 4.12, the SDG and PL solutions are quite comparable

on Lung D. The slightly worse spinal cord injury for PL is probably insignificant

and other than a slightly lower max esophagus dose, the DVH reveals very little

distinction. Studying Figures 4.26 and 4.27, we observe that the total dose planned
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Figure 4.22: Lung C - Tuned Importance - DVH (SDG solid/PL dashed)
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Figure 4.23: Lung C - SDG with Tuned Importance - Dose Distribution
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with SDG seems much higher and that PL clearly conforms more tightly to the orange

PTV region.

Structure % Vol SDG % Vol PL % Vol Rx Dose Rx Imp

PTV 95.12 96.13 ≥ 95 ≥ 70 Gy 20/103

Total Lung 70.42 70.69 ≤ 45 > 10 Gy 0.4/1

57.76 57.00 ≤ 35 > 20 Gy

Spinal Cord 9.25 11.60 ≤ 0 > 45 Gy 0.7/1.8

Esophagus 46.66 47.54 ≤ 50 > 50 Gy 2/5

Heart 22.49 20.49 ≤ 40 > 40 Gy 0/0

Table 4.12: Lung D - Tuned Importance - Dose-Volume Data
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Figure 4.25: Lung D - Tuned Importance - DVH (SDG solid/PL dashed)

We highlight a particularly difficult situation in the Headneck case, where Target

1 encroaches on the oral cavity severely so that the dose-volume limit for the oral

cavity is not realizable given the current structure contouring and prescription. This

II 
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Figure 4.26: Lung D - SDG with Tuned Importance - Dose Distribution
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Figure 4.27: Lung D - PL with Tuned Importance - Dose Distribution
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could happen, for instance, if it were not carefully considered whether the target/oral

cavity overlap should belong to the target, oral cavity, or neither. In our case, the

voxels in the overlap have been included in both structures and the recommended

dose-volume threshold for the oral cavity is 10 Gy, but this is far below the needed

70 Gy to treat Target 1. Thus, a large portion of the oral cavity will always have to

be sacrificed to treat Target 1. This indicates a poor choice of structure contouring

or prescription, but allows us to analyze a difficult real world scenario.

Structure % Vol SDG % Vol PL % Vol Rx Dose Rx Imp

Target 1 94.43 94.72 ≥ 95 ≥ 70 Gy 60/60

Target 2 95.73 95.65 ≥ 95 ≥ 54 Gy 0.6/0.6

Brain Stem 14.91 12.69 ≤ 10 > 40 Gy 0.01/0.01

Mandible 51.66 59.65 ≤ 50 > 50 Gy 0.01/0.01

Parotid Gland 36.57 46.77 ≤ 30 > 21 Gy 0.2/0.2

Oral Cavity 95.04 95.64 ≤ 10 > 30 Gy 0.01/0.01

Spinal Cord 2.00 40.08 ≤ 10 > 35 Gy 0.2/0.2

Table 4.13: Headneck - Tuned Importance - Dose-Volume Data

In Table 4.13, SDG clearly wins over PL due to its additional sparing of the spinal

cord and parotid glands, the major critical organs in this case. As predicted, both

algorithms must badly damage the oral cavity in order to treat the tumors. With

so many structures, Figure 4.28 is convoluted with information, but notice especially

that the PL spinal cord DVH is much worse than with SDG for many more points

than show up in the dose-volume data table. This is a major advantage of SDG here

as protecting the spinal cord is vital in head-neck cases. In Figures 4.29 and 4.30,
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we see there is no free lunch. Unfortunately in these dose distributions from CERR,

several structures have similarly-colored contours such as the parotids and oral cavity.

The two small structures with red contours in the center coronal view are the parotid

glands. The reddish oral cavity contour in the left transverse and right sagitarrial

views also encompasses a large region of voxels within the pink Target 1. Likewise,

the brain stem and Target 2 both have green contours, but can be distinguished by

the higher position of the brain stem the patient’s head. The green contour in the

left transverse view belongs to Target 1. Although the SDG approach has seemed

superior on this case thus far, we observe that its dose distribution shows some very

disturbing hot spots in the left transverse and right sagitarrial views that PL does

not seem to have. But again, PL has much more dose in the aqua-colored spinal cord.
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Figure 4.28: Headneck - Tuned Importance - DVH (SDG solid/PL dashed)
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Figure 4.29: Headneck - SDG with Tuned Importance - Dose Distribution
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Figure 4.30: Headneck - PL with Tuned Importance - Dose Distribution
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Structure overlap occurs in the Prostate case as well, but here we have chosen

to remove the voxels shared by the target and the rectum and bladder since we

expect inevitable damage to those organs to interfere with target treatment, as in the

Headneck case. Table 4.14 affirms a much better solution with SDG than PL. An

artificial dose upper bound of 100 Gy has been imposed on every voxel (termed “skin”)

because otherwise large dose spikes were encountered. The DVHs in Figure 4.31

additionally display a much steeper PTV curve with SDG than PL, meaning the

target dose is much more uniform. In the dose distributions of Figures 4.32 and

4.33, the two circular segments are the femur bones (unlisted elsewhere because they

receive so little dose). The yellow contour corresponds to the PTV, while the green

one next to it is the bladder (minus the PTV) and the pink is the rectum (minus

the PTV). Truly, SDG has some high (red) dose bleeding over from the PTV, but

it is interesting that this infraction occurs not in the bladder or rectum, but in the

non-contoured normal tissue. PL protects this same region of healthy tissue better,

but a close look at the intensity of the radiation that spills into the rectum shows a

much higher (deep yellow) dose in a larger portion of the volume than SDG, which

is consistent with the dose-volume data.

Finally, in Table 4.15, we list run times in seconds for each case. Note that these

are planning times for the best importance factors found, not the total time spent

to arrive at them. Overwhelmingly, SDG outperforms PL. For PL, each iteration a

bound-constrained quadratic subproblem is solved using an active-set method. This
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Structure % Vol SDG % Vol PL % Vol Rx Dose Rx Imp

PTVLD 99.13 96.49 ≥ 95 ≥ 77 Gy 10/3 × 105

BladderNotPTV 21.04 34.75 ≤ 53 > 47 Gy 1/1

RectumNotPTV 28.33 58.64 ≤ 53 > 47 Gy 1/1

6.63 8.45 ≤ 30 > 75.6 Gy

SKIN 0.00 0.00 ≤ 0 > 100 Gy 10/1

Table 4.14: Prostate - Tuned Importance - Dose-Volume Data
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Figure 4.31: Prostate - Tuned Importance - DVH (SDG solid/PL dashed)
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Figure 4.32: Prostate - SDG with Tuned Importance - Dose Distribution
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Figure 4.33: Prostate - PL with Tuned Importance - Dose Distribution
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Casename PL Time SDG Time PL/SDG

Esophagus A 1510 244 6.2

Esophagus B 1643 287 5.7

Lung A 1536 169 9.1

Lung B 112∗ 118 0.95∗

Lung C 954 90 10.6

Lung D 2237 178 12.6

Headneck 80 93 0.86

Prostate 65 31 2.1

Table 4.15: Run Times (sec.) - Tuned Importance

requires the solution of the linear system corresponding to the first order optimality

conditions of the subproblem on the subspace of the inactive constraints, a BFGS

update, and a line search possibly requiring many objective and gradient evaluations.

On the other hand, the SDG algorithm with IPG only needs a small number of matrix-

vector products per iteration along with some sorting operations for the projection

onto Dk
v . So, the expensive linear system solves that NPSOL uses with PL are avoided.

In Table 4.15, the head and neck time for SDG likely suffers from SDG’s procedure

that is intended to improve performance by successively adding voxels until no more

sensitive ones are left. This case has so few voxels that it would probably be much

faster to include all of them, as PL does, upfront. The esophagus and lung cases

all have the largest number of voxels and consequently have the largest speedups

reported, except for Lung B.

The SDG speedups are even more promising if we note that during our trial-and-
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error process of importance factor selection, the SDG times were much more stable

than PL. For example, on Lung B, one choice of weights for PL led to a solution

that bore a striking resemblance in quality to the final one we have reported, but for

which PL took 17 minutes, not 2 minutes as reported in the table (thus the asterisk).

Similar behavior of wildly varying times was observed for Esophagus B and Lung D

as well. In this context, the best run time found is not so important as the total

elapsed time spent tuning to find a good plan, so it seems our algorithm may be more

reliable in this setting since in general its times were not so erratic like PL.

Furthermore, although tuning for SDG required many runs, on the whole, the

tuning runs were much cheaper than PL. Esophagus B alone took over 4 hours of

tuning to find a good set of weights for SDG. Nonetheless, it was 5.7 times faster

than PL for the final weights. So, if we had not started with these weights when

we tuned PL, it is conceivable we would need almost as many trials to find good

PL weights at a cost of roughly 30 minutes per run, as opposed to 5 minutes with

SDG. This suggests significant value to our method over PL in certain situations.

In particular, note that our SDG results were unmistakably worse than PL on the

Esophagus A and Lung C cases. Yet, Tables 4.7 and 4.11 show our PL importance

factors did not change much from the initial set obtained from tuning SDG. Therefore,

since the speedups in Table 4.15 for these cases are so dramatic, we can perhaps infer

a substantial savings in total planning time by using SDG to quickly find a good set

of starting weights for a PL-type formulation.



Chapter 5

Conclusions & Future Work

This thesis has examined a new Sensitivity-Driven Greedy approach to the IMRT

fluence map optimization problem with dose-volume constraints. The problem for-

mulation minimizes the distance between the physically realizable dose distributions

and the prescribed dose distributions. A greedy algorithm utilizes the sensitivity

of the distance functional to progressively resolve a set voxel sacrifices to make in

compliance with the dose-volume constraints. We have shown that our algorithm

is guaranteed to converge from any feasible starting point to a local solution of the

problem.

Evaluating the distance functional requires solving a nonnegative least squares

subproblem. Since this must be done every iteration, an efficient solver is a necessity.

A new Interior-Point Gradient algorithm has been presented that constructs a scaled

gradient step to keep iterates strictly feasible. Convergence of this algorithm has been
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shown and numerical experiments verify its applicability in the context of the IMRT

application.

A series of treatment plans were then generated to compare the practical perfor-

mance of SDG (with IPG) to our interpretation of the least-squares-model used in the

Pinnacle3 treatment planning system. The uniform importance factor results showed

that although the Pinnacle-like method produced better plans for most of the cases,

neither algorithm was capable of clinically acceptable plans without tuning. Also,

we observed that SDG seemed less motivated to use up all of the allowable dose-

volume constraint slack to treat the targets without the incentive of non-uniform

weights. When weight tuning was performed, both algorithms achieved clinically

relevant solutions. For some of the eight tested cases, SDG produced more satis-

factory dose-volume compliance than PL, but for others it violated the dose-volume

constraints significantly. In the future, comparison to the actual Pinnacle3 planning

system or a similar commercial planning system should obviously be done. But, in

this proof-of-concept study, it seems that the quality of the generated treatment plans

for the eight cases considered indicates a tossup between SDG and PL.

Primarily, the advantage of our algorithm over PL is speed. In both the uniform

and tuned results, SDG demonstrated substantial speedups in almost all cases. The

reported times did not include the many hours (in some cases) spent tuning nor did

they indicate the erratic behavior of PL’s times. We submit that the time spent

tuning PL weights with PL runs was greatly reduced by starting with the tuned SDG
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weights since it is much faster per run than PL. Thus, we believe one potential use

of SDG would be to quickly tune weights for a PL-type model. Obviously, improved

efficiency has many benefits. If planning times are shorter, then physicians could

treat more patients, evaluate more treatment plans, or possibly even consult with

more colleagues to better assess the quality of a proposed plan. This all amounts

to better quality of treatment for the patient. In addition, another viable use for

SDG might be to speed up beam angle optimization. For each angle configuration, a

fluence map is computed to evaluate resulting plan quality. Since a large number of

combinations must be attempted, a fast fluence map planner is required. Thus, the

fast planning times of SDG make it well-suited as a fluence map planning subroutine

to greatly increase the combinations that can be considered in a given time frame.

Although the track record of a PL-type objective function in clinical practice may

support its frequent appearance in the literature, from a theoretical perspective, it

leaves much to be desired. It is, of course, disconcerting that the objective is non-

differentiable. Notice, moreover, that in (4.2), dηk
j is a function of dose which in

turn is a function of the beamlet intensities x. This is even more disturbing as it

means the set of points where F k is not differentiable changes as a function of x,

making analysis very complicated. In fact, the frequency with which we encountered

NPSOL stopping at one iteration with no significant progress and its tendency to

report that no further progress could be made from the current iterate (rather than

declaring outright optimality) hints at a volatility to PL that makes us highly dubious
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of the objective’s robustness for optimization. In contrast, the SDG objective is

continuously differentiable under the mild condition of strict complementarity and

the QP subproblems have well-defined solutions when At is full column rank. Truly,

this is a much more satisfactory model from a mathematical point-of-view.

Furthermore, the nonconvexity of the PL objective is problematic from a practical

perspective. Several of our PL experiments were frustrated by convergence to spurious

(possibly stationary) points. In practice, this amounts to another level of “tuning”

that must be done with PL to find suitable starting beamlet intensities. In some

cases, it may be a considerable drawback because it could take a long time to find

a worthy initial guess as it did in several of our experiments. The SDG method, on

the other hand, is theoretically insensitive to the initial beamlets as long as they are

strictly positive. For this reason, we also suggest experimenting with SDG solutions

as warm starts for PL. Preliminary experiments did not yield fruitful results for us,

but nonetheless this seems like a good idea. Conversely, we might even start SDG

from a projection onto Dv of the dose distribution obtained from PL, in order to make

further progress.

As the numerical results show, there is ample room for improvement in the SDG

algorithm. The most alarming problem with the results was that for a few cases,

the doses seemed to be “trapped” between the first and second levels of the dose-

volume constraints when there was remaining “room to grow” left over in the higher

levels. In the lung structure of the tuned Esophagus A case, for instance, we had a



116

solution with dose-volume constraints allowing 35%, 20%, and 10% of the voxels to

exceed some threshold doses. Yet, we had a solution with doses above the threshold in

roughly 45%, 15%, and 8% of the voxels. This means we overdosed with respect to the

bottom level DVC while not taking full advantage of the top two levels, representing

a major deficiency. Our conjecture is that this occurs because our greedy algorithm

is a bit too greedy in its relaxations, especially in early iterations. Indeed, we have

observed most of the relaxation happens within 2 iterations and perhaps this is just

too quick to make full use of the DVCs. One suggestion is to only relax some of

the voxel bounds instead of all of the allowable ones in early iterations, but there

are many unexplored possibilities. Another possible fix is to weight the DVCs, not

just the structures, independently. This would allow the relaxation to attach higher

importance to the higher levels of DVCs, but it also potentially increases the tuning

time needed to arrive at a good plan. In any event, SDG solution quality depends

largely on the relaxation strategy, yet only a few schemes have been considered.

In conclusion, our SDG approach seems to have significant potential as a practical

tool for IMRT treatment planning. In its present form, it is capable of generating

clinically acceptable treatment plans, but lacks some consistency across the eight

cases tested. Nevertheless, it strikes a critical balance between the computational

tractability needed in this application and the theoretical rigor lacking from many

popular models.



Appendix A

SDG Software Design

The IMRT fluence map planning problem generates tremendous amounts of data.

In full 3D clinical cases, where there can easily be 20 structures for which one can

specify prescriptions and dose-volume constraints, organizing and manipulating the

information can be quite cumbersome. In planning systems such as Pinnacle3 and

CERR, an object-oriented design is favored where all the information pertaining to a

particular structure is encapsulated within one data structure. In order to facilitate

computational experiments, our SDG implementation uses a similar format.

The primary data container is a structure in Matlab with fields for the name,

number of voxels, dose-volume constraints/prescription, number of DVCs, influence

matrix, and the current dose for that anatomical structure. The array of structures,

called CompStruct can be referenced through use of the indices corresponding to the

targets (targinds) and the organs-at-risk (oarinds). These variables, along with
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importance factors and algorithmic parameters such as stopping tolerance, maximum

number of iterations, etc., are stored within a data file for each case which we have

labeled CompData <casename>.mat. A map from the indices in the CompStruct struc-

ture to the indices in the CERR planning system is also stored in the CompData file

so as to allow visulization of dose distributions using CERR.

In IMRT planning, the planner would like to be able to easily alter data and

rerun the fluence map optimization for different data instances quickly. In addition,

we believe a system to archive runs is essential for research and for justifying choices

made for treatment. Therefore, we have implemented a graphical user interface (GUI)

in Matlab to provide this flexibility to the user. In Figure A.1, the main GUI window

is displayed. Data can be loaded directly from CompData files into the GUI data fields.

One can then change the target prescriptions and a dose upper bound, add/subtract

up to 4 dose-volume constraints, add/remove structures from consideration in the

optimization, and vary importance factors.

Although the GUI can be used simply for data entry, it is intended to also serve

as a tool for experimentation. Thus, the SDG Algorithm can be run from the GUI

and optimization parameters can be adjusted to see the effects of parameter choices

on the results. Output is printed to the Matlab window, but may also be written to

a .log file, along with the optimization parameters, DVCs/prescriptions, importance

factors, and dose-volume data like that in Table 4.1. Dose-volume histograms can be

generated from the GUI or saved automatically during a run in .fig format for later

-
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Figure A.1: SDG Graphical User Interface

viewing or conversion to another graphics format. Individual runs can be labeled

distinctly and consequently written to different output .log files and .fig files. In

addition, beamlet intensities from a run may be saved for later in .mat files that

start with BMINTS . Finally, we can use the GUI for easily comparing runs. Once a

CompData file has been loaded, we can examine the log file from a previous run and

even load beamlet intensities from a previous run for inspection or generating a DVH.
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