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Abstract

A New Algorithm for Continuation and

Bifurcation Analysis of Large Scale Free Surface

Flows

by

Zenaida Castillo

This thesis presents a new algorithm to find and follow particular solutions of parame-

terized nonlinear systems. Important applications often arise after spatial discretiza-

tion of time dependent PDEs. We embed a block eigenvalue solver in a continuation

framework for the computation of some specific eigenvalues of large Jacobian matrices

that depend on one or more parameters. The new approach is then employed to study

the behavior of an industrial process referred to as coating. Stability analysis of the

discretized system that models this process is important because it provides alterna-

tives for changing parameters in order to improve the quality of the final product or

to increase productivity.

Experiments on several problems show the reliability of the new approach in the

accurate detection of critical points. Further analysis of two-dimensional coating flow

problems reveals that computational results are competitive with those of previous

continuation approaches. As a byproduct, one obtains information about the stability

of the process with no additional cost. Due to the size and structure of the matrices

generated in three-dimensional free surface flow applications, it is necessary to use a

general iterative linear solver, such as GMRES. However, GMRES displays a very slow



iii

rate of convergence as a consequence of the poor conditioning in the coefficient ma-

trices. To speed up GMRES convergence, we developed and implemented a scalable

approximate sparse inverse preconditioner. Numerical experiments demonstrate that

this preconditioner greatly improves the convergence of the method. Results illustrate

the effectiveness of the preconditioner on very large free surface flow problems with

more than million unknowns.
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Chapter 1

Introduction

1.1 Problem definition

A significant number of problems arising in scientific areas, such as population

dynamics, combustion theory, and fluid dynamics and fluid mechanics, can be

modeled by systems of partial differential equations. Typically these models are

discretized in space, leading to large-scale discrete nonlinear dynamical systems.

Very often these nonlinear systems depend on parameters, and it is of great interest

to study the behavior of solutions as the parameters are varied.

Parameter settings correspond to various physical modes of operation, represented in

several nonlinear systems, and stability of solutions to these systems is of particular

importance in practical applications. This thesis proposes a new algorithm to solve

and to analyze parameter dependent nonlinear systems of the form

G(x, α) = 0,

where x ∈ R
n, α ∈ R, and G : R

n+1 → R
n.

The aim of this work is to develop a block eigenvalue solver, and embed it in a

1
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predictor-corrector continuation approach in order to analyze stability of all steady

state solutions. Information obtained with this eigensolver is also used to solve a

linear system at the predictor step.

In traditional continuation approaches, stability is analyzed only at selected

solutions, and the computation of special solutions —where important changes can

occur— is a difficult task because eigensystem information for the Jacobian matrices

is not available.

This dissertation has two main contributions: (1) the design of a block eigenvalue

solver and a new continuation approach for bifurcation and stability analysis. (2)

The development of a sparse approximate inverse preconditioner for GMRES to

solve very large linear systems arising in free surface flows. The use of a block

eigensolver to propagate a basis of eigenvectors from one continuation step to the

next is the key in the success of the proposed approach, since that we keep track of

eigensystem information and at the same time contribute with the continuation of

solutions. In this way, path following is combined with stability and bifurcation

analysis in the same procedure, which makes this work different from existing

approaches and more reliable in the prediction and computation of special points.

To demonstrate the efficacy of this new approach, solutions of a discretized

nonlinear system that models an industrial process, known as coating, are obtained

and analyzed.

1.2 Background

In general, a system of partial differential equations (PDEs) associated with a

phenomenon or process can be written as:

F (
∂u

∂t
, u, α) = 0, (1.1)--
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where u is a function of space and time.

After considering initial and boundary conditions, finite difference or finite element

schemes reduce (1.1) to a system of ordinary differential equations (ODEs) of the

form:

G(
dx

dt
, x, α) = 0, (1.2)

x(0) = x0. (1.3)

In this work, we consider G : Rn+1 → Rn, x ∈ Rn, and α ∈ R. For a given value of

α, a solution curve of (1.2) and (1.3) is called an orbit or trajectory. If for some

T > 0, we have x(T ) = x0, then the orbit is periodic with period T . In addition,

solutions where x(t) = x0 for all values of t are called steady state or equilibrium

solutions. Equilibrium solutions satisfy

G(x, α) =











ẋ1(x, α)

ẋ2(x, α)
...

ẋn(x, α)











= 0. (1.4)

A very useful procedure that gives an insight into behavior of the modeled process is

to compute and analyze solutions of (1.4) while varying the parameter α. After

choosing a value for α, the steady state can be computed using a nonlinear solver,

such as Newton’s method. However, in many applications, an isolated solution does

not give insight into behavior of the entire process. Therefore, the computation of

many solutions is required, while the value of α is varied appropriately. This

procedure is known as continuation.

Numerical continuation methods compute a set of particular solutions for a

nonlinear system of the form (1.4) as the parameter α is varied. Usually, this is

done in two steps. First, α is varied and an approximate solution is computed. This

step is known as the predictor step. Second, an iterative nonlinear solver uses this

--
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predicted solution as an initial starting point to yield a better approximation of the

solution corresponding to the current parameter value. This step is known as the

corrector step.

In the last two decades, continuation methods have also been applied to bifurcation

analysis, that is, the determination of parameter values for which the number or

nature of the solutions changes. These changes include symmetry breaking,

hysteresis and loss of stability. Of particular interest during the continuation is to

detect when solutions suffer from loss of stability.

An equilibrium solution x0 is stable if the response to small perturbations remains

small over time. Otherwise the solution is said to be unstable. The equilibrium

solution is asymptotically stable if the response to small perturbations approaches

zero as time approaches infinity.

In linear stability analysis G is considered affine, thus

ẋ = G(x) = Ax− b, (1.5)

where A is the Jacobian of G.

Since at equilibrium G vanishes, if x(0) = x0 is an equilibrium point, then

Ax0 − b = 0, and (1.4) is equivalent to

d

dt
(x− x0) = A(x− x0).

Therefore, by a translation, one obtains the following initial value problem:

ẋ = Ax, x(0) = x0. (1.6)

If A has a set of independent eigenvectors {v1, v2, ..., vn} that span Rn, the solution

of (1.6) can be written as a linear combination of these eigenvectors,

x(t) = x1(t)v1 + x2(t)v2 + ... + xn(t)vn.

-
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Moreover, by the fundamental theorem of linear systems, each component of this

solution has the form:

xi(t) = Cie
λit,

where Ci is an integration constant. Hence, the general solution of (1.6) is given by

x(t) = C1e
λ1tv1 + C2e

λ2tv2 + ... + Cneλntvn. (1.7)

If the eigenvalues of A are distinct and real, then clearly x(t) converges to zero

whenever all the eigenvalues of A are negative, otherwise x(t) tends to ∞ or to −∞.

In the first case, the equilibrium is said to be asymptotically stable and in the

second case it is unstable. If one of the eigenvalues is zero while the rest of them are

negative the equilibrium is stable but not asymptotically stable.

On the other hand, if the eigenvalues of A are distinct and some of them are

complex, each complex conjugate pair determines a contribution to the solution

(1.7). Assume for example that λi and λj is a conjugate pair, where λi = λ(r) + iλ(i)

and λj = λ(r) − iλ(i), with λ(r), λ(i) real and λ(i) 6= 0. In addition, let vi = v(r) + iv(i)

be the complex eigenvector corresponding λi; i.e.,

A(v(r) + iv(i)) = (λ(r) + iλ(i))(v(r) + iv(i)),

then vj = v̄i = v(r) − iv(i) is an eigenvector corresponding to λj. Therefore, the

contribution of λi and λj to the solution x(t) is

Cie
λitvi + Cje

λjtv̄i (1.8)

= Cie
(λ(r)+iλ(i))vi + Cje

(λ(r)−iλ(i))v̄i (1.9)

= Cie
λ(r)

eiλ(i)

vi + Cje
λ(r)

e−iλ(i)

v̄i (1.10)

= eλ(r)

(Cie
iλ(i)

vi + Cje
−iλ(i)

v̄i) (1.11)

The term eλ(r)
determines growth, while the term (Cie

iλ(i)
vi + Cje

−iλ(i)
v̄i) determines

oscillations. Thus, if λ(r) is positive for some complex eigenvalue of A, then the
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contribution of this eigenvalue will grow as t→∞ and x(t) may leave the

neighborhood of the stationary state. In this case, the solution is said to be

unstable. Otherwise, if λ(r) < 0 for all the eigenvalues, then the linearized system

approaches the steady state as t→∞, since the exponential functions decay. In this

case, the steady state is said to be stable. Finally, oscillations take place when the

real part λ(r) of some eigenvalue is zero. Hence, the stability of an equilibrium x0 is

determined by the eigenvalues of A with the largest real part.

A similar analysis can be done when A has multiple eigenvalues. In this case, if an

eigenvalue multiple has zero real part, the equilibrium is considered unstable, even if

the rest of the eigenvalues have negative real part.

In addition to stability analysis of steady states, bifurcation analysis is also

performed in order to detect the existence of special points where important changes

can occur. Turning, bifurcation, and Hopf points, which will be defined in the next

chapter, are some of the special points that should be detected during continuation.

At these points, changes such as symmetry breaking, steady to periodic state, and

loss of stability often occur. Prediction and computation of these points can be done

by tracking the eigenvalues of the Jacobian of G closest to the imaginary axis.

Continuation or path following algorithms and bifurcation analysis have been used

for decades to get information about the behavior of steady state solutions under

parameter variations. This work proposes a new continuation approach where a

block eigenvalue solver is embedded in the predictor step of the continuation

algorithm in order to get this information efficiently.
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1.3 Application: Coating Flows

Applications requiring continuation methods come from many areas of research,

such as economics, mechanics, engineering and fluid dynamics. The application of

interest discussed in this dissertation is the industrial process known as coating.

This application is one example of free surface and free boundary problems arising

in many areas of sciences and engineering. The coating process consists of the

deposition of a liquid layer onto a solid substrate. This is an essential part of the

manufacturing process of a vast number of products, including printed material,

paperboard, newspapers, photographic films, adhesive tapes, magnetic disks, fiber,

wires, labels, compact disks, and protective and decorative painting, among others.

In all coating processes, one or more liquid layers are deposited on a solid substrate,

and then dried to form films that have specific characteristics tailored to each kind

of product. The basic components of a coating process are the substrate, the liquid

supply, the coater, and the dryer. Although the process appears to be simple,

coating is a complex multi-disciplinary discipline that involves aspects of wetting,

spreading, adhesion, fluid mechanics, rheology, mathematics and some others. The

ultimate goal of this process is to produce a liquid layer with specified characteristics

as quickly as possible. This difficult task requires selecting and controlling operating

parameters, such as the capillary number or the viscosity of the coating liquid.

It is known that for some particular values of the parameters involved in this

coating process, the flow becomes unstable and consequently the quality of the film

is not satisfactory. Thus, stability analysis of the coating model is important

because it provides information that allows one to change operability parameters in

order to improve the quality of the film and to increase productivity. Roughly, the

goal is to find the region of the parameter-space where a film of desired thickness

and quality can be coated at the fastest possible speed.
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As for many problems in fluid dynamics, the coating process can be modeled by the

Navier-Stokes differential equations, which after discretization of the spatial

variables lead to a parameterized nonlinear system of equations. In this case,

researchers are typically interested in analyzing the behavior of the solutions of this

system as a function of some operability parameters. Of particular interest are

solutions representing turning points, where phenomena such as hysteresis and loss

of stability reduce the quality of the film in such a way that it becomes useless.

Realistic coating models lead to parameterized nonlinear systems with millions of

unknowns, particularly when three-dimensional flows and Non-Newtonian fluids are

studied. For this reason, traditional continuation methods that rely on matrix

factorization, both to solve linear systems and to compute eigenvalues, are not

useful to study such a large coating problems. In contrast, the ideas proposed in

this dissertation are based on Krylov methods, and as a result, we can deal with

problems in large-scale settings.

1.4 Method

This thesis presents a new approach to compute particular solutions of a nonlinear

system depending on a parameter and, at the same time, to predict special points

and their stability. Using a block eigensolver, we compute some of the eigenvalues of

parameter-dependent matrices arising in the spatial discretization of partial

differential equations (PDEs). These eigenvalues are important because they

determine the stability and characterize special points where significant changes in

the process can occur.

To compute these eigenvalues, traditional continuation algorithms require the

factorization of matrices throughout the continuation because they compute the
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whole spectrum. As a result, these methods are currently restricted to small and

medium size problems with, for example, up to 500 unknowns. However, it is known

that to determine linear stability just the eigenvalues of largest real part are

required. Thus, the problem can be reduced to tracking only these eigenvalues.

Another disadvantage of traditional approaches is that they implement the

continuation method and linear stability analysis as two independent procedures,

and do not allow interaction between them, thereby discarding useful information

obtained after the computation of the eigenvalues.

In contrast, our method is based on a Krylov approach where a small number (� n)

of eigenvalues is computed by a procedure that has low memory requirements.

In each continuation step, a single Arnoldi based method successfully computes the

eigenvalues of the Jacobian matrix A, producing after m iterations the factorization:

AVm = VmHm + feT
m, (1.12)

where the columns of V ∈ Rn×m are an orthogonal basis for the associated Krylov

subspace, and Hm is a Hessenberg matrix whose eigenvalues approximate those of

A. In this case,

AVm ≈ VmHm

is an approximation to the mth Arnoldi factorization of A, where m� n. Instead of

discarding this information, it can be used to solve a linear system having A as the

coefficient matrix. If x ∈ Range(Vm), then

b = Ax

= AVmy where x = Vmy (1.13)

≈ VmHmy. (1.14)

(1.15)

Notice that VmHmy = b is only valid if f = 0. Thus, assuming that x ∈ Range(Vm),
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we can find an approximation to the solution x by solving

Hmy = V T
m b, x = Vmy.

The previous analysis is also valid for a block Arnoldi based method. In this case,

AV[m] = V[m]H[m] + FET
[m]

is the m-block Arnoldi factorization of A, where V[m] = [V1, V2, ..., Vm] is an

n× (m× k) matrix, having m orthogonal blocks of dimension n× k, H[m] is a

block-Hessenberg matrix, F is a matrix of order n× k, and E = [Z, .., Z, Ik] with Z

a zero matrix of order k.

In particular, we implement a block eigensolver and use it as part of the predictor

step of a continuation code. In this way, the large linear system of order n that needs

to be solved is replaced by a small system of order k (the block size), where k � n.

Not only is the computation of the predictor cheaper than in traditional approaches,

but we can also take advantage of the continuation environment and use the current

V[1] matrix as the initial block for the next application of the block Arnoldi

eigensolver. In other words, we can carry the basis forward to the next continuation

step.

Because the block eigensolver proposed in this work is embedded in the predictor

step of a continuation algorithm, we keep track of the eigenvalues of interest, such

as the ones closest to the imaginary axis. In this way, the detection of special points

follows immediately after the predictor step.

This thesis is primarily focused on the implementation of a block eigensolver for the

predictor step of a continuation algorithm. The eigensolver is specifically designed

to deal with very large applications, such as the coating flows and other free

boundary problems. In such an application, solving very large linear systems at the

corrector step is a crucial aspect, and this is also considered in this dissertation.
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Specifically, when using Newton method to solve a free surface flow problem, the

linear systems that must to be solved at each Newton iteration represent a

challenge, because the coefficient matrices are highly ill-conditioned with small or

zero diagonal entries. Moreover, because of the size of the problem, frequently over

one million unknowns, current codes —which factor the coefficient matrices— are

not practical.

Therefore, an iterative GMRES (Generalized Minimum Residual) solver has been

implemented. However, because of these poorly conditioned Jacobian matrices,

GMRES convergence is unacceptable, since it is frequently very slow. A way to

improve GMRES convergence is using a preconditioner. Incomplete preconditioners,

such as ILU(0) and ILUT, have been successfully used in many applications to

accelerate GMRES convergence. However, parallel implementation of this class of

preconditioners is difficult. Hence, they are no appropriate in the large-scale setting.

A way to achieve parallelism is to construct an approximate inverse of the

coefficient matrix. This dissertation also develops and implements an effective

sparse inverse preconditioner to speed up the convergence of GMRES.

We developed a sparse, approximate inverse preconditioner based on the ideas of

Grote and Huckle [46]. This preconditioner has a banded sparse structure and it is

constructed to approximate the inverse of a diagonal band of the coefficient matrix.

The number of nonzero entries in the preconditioner is kept low, thereby saving

computational time and memory resources. In addition, the computation of the

preconditioner is perfectly parallel because it involves solving a set of uncoupled

least squares problems, which is easily parallelized on distributed memory machines.
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1.5 Numerical Results

A continuation algorithm was implemented based on the above ideas. Several

analytical problems described in the literature were used to compare our approach

with traditional implementations.

The continuation of solutions of the discretized systems that model two different

flows was implemented by modifying an existent continuation code. Results given

by the new code are compared to those given by the previous one. Experiments on

small and medium size problems (20− 5000 unknowns) show that the new approach

is reliable for accurate detection of turning, bifurcation, and Hopf points.

Additionally, these experiments demonstrate a reduction in computational time in

comparison to current algorithms and available software. Moreover, the new

approach, when applied to the coating flow problems, provides a reduction in CPU

time and storage requirements in comparison to a previous implementation. In

addition, stability information agrees with that already found by other authors.

In order to use the new continuation approach on very large and realistic free

surface problems, a GMRES method was implemented. A sparse inverse

preconditioner was constructed to speed up the convergence of the GMRES solver.

The performance and scalability of GMRES with this approximate inverse

preconditioner was tested on 2-D and 3-D free surface flows. Results confirm the

effectiveness of the preconditioner for several test cases. Furthermore, for the first

time, three-dimensional free surface flow problems with more that one million

unknowns can be solved efficiently using this preconditioner.
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1.6 Organization

The organization of this thesis is the following. Chapter 2 presents a general

background on continuation methods, while chapter 3 describes the coating process

and its mathematical model. Chapter 4 presents an overview of Krylov methods

and the implicitly restarted Arnoldi method (IRAM), which is the basis for

developing the block eigensolver implemented in this work, called BLIRAM

hereafter. Chapter 5 gives a detailed explanation of the use of BLIRAM in

continuation procedures and also discusses implementation issues. Chapter 6

describes experimentation and results using BLIRAM. On the other hand, chapter 7

presents the development and implementation of a sparse approximate inverse

(SPAI). It also contains implementation details of SPAI as preconditioner for

GMRES in the solution of very large free surface problems. Finally, chapter 8

summarizes the main contributions of this thesis.

1.7 Notation

The notation used in the rest of this dissertation is as follows. Capital letters denote

matrices and functions. Lower case letters denote vectors. Lower case Greek letters

denote scalars. The identity matrix of order n is In, and the subscript is dropped

when the context is clear. The j-th canonical basis vector is ej. The transpose of a

vector x is xT , and xH is its complex conjugate transpose. A is a square matrix of

order n. The norm ‖.‖ is the Euclidean or 2-norm. The real and complex fields are

denoted by R and C respectively. Hessenberg matrices are denoted using the letter

H ; thus Hm denotes a Hessenberg matrix of order m, while H[m] specifies an

m-block Hessenberg matrix. For a complex number z, <(z) and =(z) denote the

real and imaginary part, respectively. N (A) denotes the null space of A.



Chapter 2

Numerical Continuation

An understanding of continuation methods is an integral part of the development of

the new approach. Thus, this chapter presents a general background on

continuation or path following algorithms.

After spatial discretization of the PDE, one has a parameterized nonlinear system of

the form

G(x, α) = 0, (2.1)

where G : Rn × R→ Rn. The function G depends on x and α, and x also depends

on the independent parameter α.

The basic aim of a continuation method is to find solutions of (2.1) corresponding to

particular values of α. Continuation methods are also designed to detect and

compute special solutions that could be a sign of significant changes in the behavior

of the process modeled by the PDE, and this procedure is known as bifurcation

analysis. The detection and computation of special points is important because they

indicate changes in the system as, for example, instability, existence of two or more

branches converging or emanating from a single point, and existence of periodic

14
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solutions. Indeed, for many processes, this information can be used to change

operating parameters and thereby improve performance. However, when n is very

large, the computational cost of this additional procedure is generally prohibitive.

The approach proposed in this thesis overcomes this problem.

The output of a continuation algorithm is a set of solutions of different nonlinear

systems of the form (2.1), each one defined by a particular value of α. This set of

solutions is then used to construct one or several branches. A branch is a connected

curve consisting of points (α, [x]) which represent the solutions of these different

systems. Here [x] is a scalar measure of the solution, as for example, [x] = ‖x‖ or

[x] = xi, for some i. The graph constructed with the set of pairs (α, [x]) is known as

a bifurcation diagram and it provides a graphical interpretation of the behavior of

the solutions.

Figure 2.1 shows a bifurcation diagram corresponding to the continuation of

solutions of the Brusselator model [83]. The Brusselator model is a system of PDEs

that models a chemical reaction-diffusion problem, known as the

Belusov-Zhabotinsky reaction. In the figure, we can see several branches of solutions

and different behaviors, as for example, points where two or more branches intersect

(BP), points where a branch changes direction (T) and Hopf points (H) where

periodic solutions emanate. These points, among others, are of interest in many

problems because they indicate changes is the system, and as a result, applications

frequently require them to be computed with some accuracy.

Given an initial solution, a continuation method computes a path of solutions of

(2.1) by changing the value of the parameters and by using a numerical solver to

find a new solution. Usually the hardest part of this process is the computation of

an initial solution or steady state, primarily because a good estimate of the solution

within the region of convergence of the nonlinear solver is not always available.
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Figure 2.1: Three branches of the Brusselator model; they intersect in branching
point(BP) and change directions in turning points(T). Hopf points(H) indicate the
onset of periodic solutions.

The most popular continuation techniques are based on predictor-corrector schemes.

Because of its simplicity and efficacy, the continuation method that we propose in

this work is also based on a predictor-corrector scheme. Thus, the next section

introduces the general methodology of continuation methods based on

predictor-corrector approaches.

2.1 Predictor-Corrector approaches

The idea behind a predictor-corrector algorithm is to incrementally follow a curve of

solutions by solving parameterized nonlinear systems of the form given in (2.1).

Each incremental update is accomplished in two steps. The first step generates an

approximation to the solution using previous information (the predictor step). The

second step uses this prediction as an initial guess for an iterative nonlinear solver

0.5 1.5 2 2.5 3 3.5 4 4.5 5 
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such as Newton’s method (the corrector step).

To understand this procedure, suppose we already have a point (x0, α0) which

satisfies (2.1). To find a new steady state, say (x1, α1), we need a starting

approximation, namely (x
(0)
1 , α

(0)
1 ), and a strategy to compute (x1, α1). To do this,

we can simply set α1 = α
(0)
1 for a given α

(0)
1 ; then x1 is determined by solving

G(x, α1) = 0. This scheme is called natural continuation or zeroth-order

continuation. A basic algorithm for this scheme, which uses Newton method at the

corrector step, has the following structure:

Algorithm 1 (Zeroth-order Continuation)

INPUT: x0, first point on the branch and ∆α, the step size

OUTPUT: {x0, x1, ...., xnsteps}
For i = 1, 2, ..., nsteps do

1 αi = αi−1 + ∆α;

2 x0
i = xi−1;

3 For j = 0, 1, 2..., until convergence do

3.1 Solve Gx(x
j
i , αi)∆x = −G(xj

i , αi);

3.2 xj+1
i = xj

i + ∆x;

End

Steps in 1.1 and 1.2 correspond to the predictor step, while the iterative process in

1.3 corresponds to the corrector step.

In contrast, first order continuation assumes that the solution is a function of α and

solves

G(x(α), α) = 0 (2.2)

instead of (2.1); thus, one considers a predictor on the tangent line. To find such a

point, ones computes the derivatives of equation (2.2) with respect to α:

Gx(x, α)xα + Gα(x, α) = 0, (2.3)

where Gx is the matrix of partial derivatives of G with respect to the variables in x,
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and xα = ∂x(α)
∂α

is a tangent vector. Therefore, if (x0, α0) is a solution of

G(x(α), α) = 0, then the tangent vector at this point, xα(x0, α0), solves the

following linear system:

Gx(x0, α0)xα(x0, α0) = −Gα(x0, α0), (2.4)

and consequently the predictor is

x
(0)
1 = x0 + (α

(0)
1 − α0)xα(x0, α0),

rather than x
(0)
1 = x0, as proposed in zeroth-order continuation.

At the corrector step, a nonlinear solver, as the Newton method presented in

algorithm 1, uses the predictor as the initial iterate in order to compute a new

solution x1. Figure 2.2 shows the difference between zeroth and first-order

Figure 2.2: Zeroth and first-order continuation. Zeroth-order uses the previous point
as predictor, while first-order uses a linear combination of the previous point and the
tangent to the curve.

predictors. In this example, we observe that the first order predictor is closer to the

new solution, which suggests that Newton’s method will converge faster to a

solution x1 as is usually the case.

There is no doubt that first-order continuation is an improvement on natural or

zeroth-order continuation. However, these two approaches fail when the Jacobian of

[x) 

) .......... """ 
'l'"---.. zeroth-order predictor 

a 
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G is singular or rank deficient because in this case, the system in step 3.1 of

algorithm 1 cannot be solved accurately. To overcome this problem, Keller [49]

proposes pseudoarclength continuation.

2.1.1 Pseudoarclength continuation

Pseudoarclength continuation is probably the most widely used continuation

method basically because it does not fail at singular points as the previous

continuation methods do (when the solution cannot be parameterized by any of

current variables). To overcome the problems associated with a singular Jacobian,

pseudoarclength methods consider the parameter arc length, s, instead of α, define

x = x(s) and α = α(s), and look for regular solutions of G(x(s), α(s), s) = 0.

Definition 1 A solution u0 = (x0, α0) of (2.1) is regular if

G0
u = Gu(u0) = [Gx(u0) | Gα(u0)] has rank n.

rank
(
G0

u

)
= n ⇐⇒







G0
x is nonsingular, or

dim(N (G0
x)) = 1) and G0

α /∈ range(G0
x)

(2.5)

If rank(G0
u) = n, then either G0

x is nonsingular and by the Implicit Function

Theorem (IFT), x can be parameterized by α; i.e, x = x(α) near u0, or else we can

interchange the columns in G0
u to parameterize the solution by one of the

components of x. The latter approach is used at turning points (T). In both cases, a

unique branch of solutions passes through the regular point u0.

The rank deficiency of Gu affects not only the computation of the tangent vector at

the predictor step, but also the solution of the linear systems at the corrector step.

For this reason, the previous continuation methods also fail at bifurcation points

(BP) points, i.e., at points where rank(Gu) < n.
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As in first-order continuation, a predictor is obtained after computing a tangent

vector. Thus, given two consecutive points on the branch, say (x0, α0) and (x1, α1),

and the tangent vector t0 at (x0, α0), the new tangent vector t1 at (x1, α1) solves the

system

[Gx | Gα]t1 = 0, (2.6)

which is a system of n equations with n + 1 unknowns. To preserve the orientation

of the branch, the condition tT0 t1 = 1 is imposed, which adds an additional equation

to this system, so that t1 is computed by solving:




Gx Gα

t
(x)
0 t

(α)
0








t
(x)
1

t
(α)
1



 =




0

1



 . (2.7)

The above system has a unique solution (see [2]).

Consequently, if ∆s is the increment in the arc length from (x0, α0) to (x1, α1), then

the corresponding predictor is

x
(0)
1 = x1 +

∆s

‖t1‖
t
(x)
1 , α

(0)
1 = α1 +

∆s

‖t1‖
t
(α)
1 .

This kind of predictor is called a pseudoarclength predictor because ∆s measures the

arc length along the tangent line. Therefore, it is an approximation to the arc

length along the branch.

To avoid problems at the corrector step when the Jacobian, Gx, is singular, a

normalization equation reflecting the pseudo-arclength condition extends the

nonlinear system (2.2) to

F (x(s), α(s), s) =




G(x(s), α(s))

Γ(x(s), α(s), s)



 = 0, (2.8)

where Γ(x, α, s) is a scalar function chosen such that the Jacobian of F has full

rank. The system (2.8) consists of n + 1 equations for the n + 1 unknowns, (x, α).

Several definitions are available for Γ, including:



21

1. Γ(x, α, s) = θ‖ẋ(s)‖2 + (1− θ)(α̇(s)2 − 1),

2. Γ(x, α, s) = θ‖x(s)− x(s0)‖2 + (1− θ)(α(s)− α(x0))
2 − (s− s0)

2,

3. Γ(x, α, s) = θẋ(s)H(x(s)− x(s0)) + (1− θ)α̇(s)(α(s)− α(s0))− (s− s0).

where θ ∈ (0, 1).

The first one represents the arc-length condition, and the others were proposed by

Keller [49] and correspond to the pseudoarclength parameterization. The next figure

is a graphical interpretation of pseudoarclength continuation.

Figure 2.3: Arclength continuation. The curve is defined based on the arc length.

Detecting and computing special points during the continuation requires

information about the eigenvalues of Gx. This thesis proposes a new way of getting

this information after each predictor step. The new approach implements a

pseudoarclength algorithm and is designed to detect and compute turning,

branching and Hopf points in an efficient way.

Jxl 

0:1 
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2.2 Turning, Branching, and Hopf Points

Although the bifurcation analysis of some important applications include other

interesting points, this thesis is limited to the analysis of turning (TP), branching

(BP), and Hopf bifurcation points (HP). Thus, this section describes these points as

well as their detection and computation.

Traditionally, the detection of special points is done by monitoring test functions. A

test function is a function τ(x, α) that allows us to know if the current point in the

continuation is close to a special point. A change of sign of a test function indicates

the presence of a turning or a bifurcation point close to the current point. For

example, τ(x, α) = det(J(x, α)) is frequently used to detect critical points.

Even though det(J) small has been used to detect singularity, this is not

recommended. It is well known that det(A) does not measure the ill-conditioning

(near singularity) in the matrix A. Even when det(A) ≈ 0, A may not be close to

singular (example A = εI). Also, it could happen that for an ill-conditioned or close

to singular matrix A, det(A)� 0; see, Golub and Van Loan [43].

For a non-singular matrix A, the condition number in the p-norm is defined as

kp(A) = ‖A‖p‖A−1‖p,

while for singular matrices kp =∞. Therefore, condition number depends on the

underlying norm and is always greater than one. If kp(A) ≈ 1, the matrix is well

conditioned, which means its inverse can be computed with good accuracy. If the

condition number is large, then the matrix is said to be ill-conditioned. Practically,

such a matrix is almost singular. If we use the usual Euclidean norm, then the

condition number is the ratio of the largest singular value A to the smallest. The

later procedure is expensive. In practice several approaches exist to estimate k∞

when an LU decomposition of A is available. See, for instance, the work of Cline et
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al. [30] and the ideas given in Golub and Van Loan [43].

In summary, the singularity of Jacobian matrices during the computation should be

checked using mechanisms different from the determinant. The condition number is

an alternative. Another option is given by the computation of a few eigenvalues of

J(x, α) close to zero. In this thesis we use the latter.

Turning and bifurcation points are particular cases of the so-called limit points. In

the next four subsections we will define and discuss the most popular approaches to

detect and compute turning, branching or bifurcation, and Hopf points.

2.2.1 Limit Points

A steady state is called limit point (LP) or fold if Gx is singular with

dim(N (Gx)) = 1. Thus, Gx has a right singular vector Φ 6= 0 and a left singular

vector Ψ 6= 0, both unique within a nonzero scalar factor.

Proposition 1 If the Jacobian [Gx|Gα] has full rank, then ΨTGα 6= 0.

Proof: Since [Gx|Gα] has full rank, its null space is {0} and therefore

ΨT [Gx|Gα] 6= 0; thus, considering that ΨT Gx = 0, then necessarily ΨT Gα 6= 0.

2

Proposition 2 Let s be a diffeomorphic parameterization of a branch through the

ordinary point (x, α). Then (x, α) is a limit point (LP) if and only if αs = ∂α
∂s

= 0.

Proof:
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(i) ⇒ : The derivative with respect to s of G(x(s), α(s)) = 0 is

Gxxs + Gααs = 0 (2.9)

⇒ ΨT Gx
︸ ︷︷ ︸

=0

xs + ΨT Gα
︸ ︷︷ ︸

6=0

αs = 0 (2.10)

⇒ αs = 0 (2.11)

(ii) ⇐ : If α(s) = 0, then xs 6= 0, because (xs, αs) is the tangent vector, and thus

Gxxs + Gααs
︸ ︷︷ ︸

=0

= 0 ⇒ Gxxs = 0 ⇒ Gx is singular.

2

2.2.2 Turning Points

The previous propositions can be used to categorize a turning point as a particular

limit point.

Definition 2 A limit point (x, α) is called a turning point if ΨT GxxΦΦ 6= 0, where

Ψ and Φ are left and right singular vectors respectively of the Jacobian Gx, Gxx is a

second order tensor, and GxxΦ is a matrix that results from the application of Gxx

on the vector Φ.

For example, consider the following predator-prey system taken from [35]:

G(u1, u2, α) =







u̇1 = 3u1(1− u1)− u1u2 − λ(1− e−5u1)

u̇2 = −u2 + 3u1u2.

(2.12)

In this case, if x = (u1, u2, λ), then

Gx = (Gu1, Gu2 , Gλ) =




3− 6u1 − u2 − 5λe−5u1 −u1 −(1− e−5u1)

3u2 −1 + 3u1 0



 ,
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and

Gxx =




(−6 + 25λe−5u1 ,−1,−5e−5u1) (−1, 0, 0) (−5e−5u1 , 0, 0)

(0, 3, 0) (3, 0, 0) (0, 0, 0)



 .

Thus, Gxx(x0) for x0 = (0, 0, 3
5
) is the tensor matrix:




(9,−1,−5) (−1, 0, 0) (5, 0, 0)

(0, 3, 0) (3, 0, 0) (0, 0, 0)



 .

Consequently, if Φ = (1, 0, 0), then

GxxΦ =




9 −1 5

0 3 0



 .

The detection of a turning point is done by recognizing a singular Jacobian,

Gx = [ ∂G
∂x1

, ..., ∂G
∂xn

]. Since a singular matrix has an eigenvalue equal to zero, another

way to detect a turning point is by monitoring eigenvalues close to zero, and this is

the strategy used in this thesis. This strategy is of course more expensive and not

recommended if one just wants to detect or compute a turning point; however we

will show that when the goal includes other kind of bifurcations and n is very large,

the strategy is competitive and in some cases superior.

To derive the extended system used to compute a turning point, take the derivative

of Gxxs + Gααs = 0 with respect to s:

Gxxxsxs + Gxxss + Gxααsxs + Gαxxsαs + Gαααsαs + Gααss = 0. (2.13)

Here Gxxxs is a matrix that represents the application of the tensor Gxx on the

vector xs.

Now, for a limit point, αs = 0 holds; therefore (2.13) reduces to:

Gxxxsxs + Gxxss + Gααss = 0.
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Next, multiplying the last expression by ΨT , we get:

ΨT Gxxxsxs + ΨT Gx
︸ ︷︷ ︸

=0

xss + ΨT Gααss = 0.

Hence, αss 6= 0 if and only if ΨTGxxxsxs 6= 0.

It turns out that turning points satisfy the following extended system with 2N + 1

unknowns (x, Φ, α):

F (x, α, s) =








G(x, α)

Gx(x, α)Φ

cT Φ− 1








= 0, (2.14)

where Φ is a right singular vector or the eigenvector associated with the zero

eigenvalue of Gx, and c is any fixed vector nonorthogonal to Φ.

After detecting a turning point, the state component of the tangent vector ẋs is a

good approximation to Φ and can be used along with the current point as the initial

starting point for Newton’s method, which will converge to the turning point and

the right singular vector Φ. Once the turning point is computed, the process

continues using either the system (2.14) with two free parameters, or the minimally

augmented extended system in (2.8).

2.2.3 Branching or Bifurcation Points

Another interesting limit point is the branching point (BP) or bifurcation point,

where two branches intersect. Let z = [x; α] be the vector of dependent variables

plus the parameter. Then at branching points Gx is also singular, but Gα is in the

range of Gx, which means that the null space of Gz = [Gx , Gα] is spanned by two

null vectors, namely Φ1, Φ2 ∈ Rn+1, while the left null space is spanned by one

vector, say Ψ ∈ Rn.
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Thus, one can detect bifurcation points by checking the singularity of the matrix



Gz

ΦT
1



 .

On the other hand, the computation of the branching point requires the solution of

the following system with 2N + 2 unknowns (x, p, α, γ):

F (z, p, γ) =








G(z) + γp

pT Gz(z)

pT p− 1








= 0, (2.15)

where p is a left singular vector of Gz and γ is an artificial unfolding unknown

chosen to improve convergence to the branch point. At the branching point, γ = 0.

After detecting a branching point, one can switch to the other branch or continue

along the original one. Switching branches is related to the Algebraic Bifurcation

equation (ABE), which is generated as follows.

Let z = (x(s), α(s)) be a parameterization of a branch, and let z0 = (x0, α0) be a

branching point in this branch, then

ΨT Gzzż0ż0 = 0, (2.16)

where ż0 = αΦ1 + βΦ2 for some α, β ∈ R. Substituting the expression for ż0 into

(2.16), we get the algebraic bifurcation equations:

a11α
2 + 2a12αβ + a22β

2 = 0 (ABE) (2.17)

where a11 = ΨT GzzΦ1Φ1, a12 = ΨT GzzΦ1Φ2, a22 = ΨT GzzΦ2Φ2 and

a2
12 − a11a22 > 0.

Thus, if Φ1 is the tangent vector at the branching point z0, then a11 = 0 and

a22Φ1 − 2a12Φ2 is a tangent vector to the new branch. A practical way to compute

the coefficients a11, a12 and a22 of the algebraic bifurcation equation is by using a

finite difference scheme to get an approximation of the product GzzΦj , for i = 1, 2.
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Hence, for example, to compute a12 at the current continuation point, z0 = [x0, α0],

we set

Gzz(z0)Φ1 ≈
Gz(z0 + εΦ1)−Gz(z0)

ε
,

an approximation that is accurate to O(ε). This evaluation results in a matrix,

which is then multiplied on the right by Φ2 and on the left by ΨT in order to

produce the desired scalar. As we notice, this scheme just requires one additional

evaluation of Gz, one matrix-vector product and one scalar product to avoid the

computation of higher derivatives. Upon computing a tangent vector to the new

branch, the sign of this tangent vector determines if the continuation on the new

branch proceeds forward or backward.

Typically one follows a branch of solutions, detects a branching point, and switches

to the other branch (or continues on the original one). In any case, the following

three tasks are required: detect the branching point, compute it, and then compute

the tangent vector to the new branch. It is worth mentioning that the computation

is probably the harder task, since a good approximation of p, a left singular vector

of Gx (2.15), is not usually available. An important advantage of the new approach

introduced in this thesis is that this approximation is available at each continuation

step.

2.2.4 Hopf Points

Perhaps one the most interesting special points considered in this dissertation is the

Hopf point, not only because of its importance in real applications, but also because

of the difficulty in its detection and computation. The method proposed in this

work overcomes these difficulties in an elegant way by using the eigensystem

information generated by a block eigensolver.

Definition 3 A solution point (x0, α0) of (2.1) is a Hopf point (HP), if Gx has a
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pair of algebraically simple purely imaginary eigenvalues ±iw0, w0 > 0.

Thus, in a neighborhood of (x0, α0), the eigenvalues of Gx have the form

η(x, α)± iω(x, α), with η(x, α) and ω(x, α) smooth functions of (x, α) such that

η(x0, α0) = 0 and ω(x0, α0) = w0. In addition, since each branch can be

parameterized using the arc length s, the functions η and ω are also functions of s.

Hence, (x0, α0) is a HP if the transversality condition, ηs 6= 0, is satisfied. Moreover,

a curve of periodic orbits originates in a simple HP if there are no other pure

imaginary eigenvalues.

To detect Hopf points, we can monitor the spectrum of Gx at each continuation

step. However, this is computationally expensive, and in the large scale case,

prohibitive. On the other hand, it is possible to detect Hopf points by computing

just a few well-chosen eigenvalues, namely, those closest to the imaginary axis.

The computation of the Hopf point is done by solving the following extended system

of 3n + 2 equations:

F (x, α, q1, q2, w) =














G(x, α)

Gx(x, α)q1 + wq2

Gx(x, α)q2 − wq1

cT
1 q1 + cT

2 q2 − 1

−cT
2 q1 + cT

1 q2














= 0, (2.18)

where q = q1 + iwq2 is the right eigenvector of Gx corresponding to a pure

imaginary eigenvalue iw. After some transformations, the following system with

2n + 2 unknowns,(x, v, α, k) , can be derived:

F (x, vα, γ) =











G(x, α)

(G2
x(x, α) + kIn)v

cT
1 v − r1

cT
2 v − r2











= 0, (2.19)
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where k = w2, v is in the eigenspace of ±iw, and r1, r2 are two given numbers not

both zero. Taking into account that the Jacobian of F in (2.18) and (2.19) has

special structure, some algorithms solve a smaller system involving G2
x(x, α) + kIn;

see for example [82]. Again, a good estimate of corresponding eigenvector should be

provided.

The non-linear eigenvalue problem (2.1) has attracted much interest for several

decades, mainly in physics, chemistry, and engineering. From the theoretical point

of view, the first relevant papers are those from Keller [49] and Rheinboldt [79]. In

the late 1970s appear applications of Keller’s idea; see for instance the work of

Abbot [1]. For an introduction to this topic in ordinary differential equations

(ODEs), see Melhem and Rheinboldt [68], Seydel [95], and Doedel [35]. For a

comprehensive literature overview, see Allgower and Georg [2] and Cliffe et. al. [29]

and references therein.

For the computation of Hopf bifurcation points and periodic solutions of PDEs,

relatively few methods exist. Kurst [57] , Neubert [70], Shroff and Keller [97], and

more recently Salinger et al. [93] have all made contributions to this subject.



Chapter 3

Coating Flows

In this dissertation, we study and modify an existing pseudoarclength continuation

code developed by Carvalho and Pasquali [21, 71]. This code is based on the ideas

of Bolstad and Keller [17] and it was specifically designed to follow solutions of the

industrial process known as coating. Due to the important results obtained for this

application, a general description of the coating process is presented in this chapter.

This description is chiefly based on the work by Christodoulou and L. E. Scriven

[27] and the work by Bixler [16].

One fundamental aspect of manufacturing products, such as paper, adhesive tapes,

labels, magnetic disks, and others, is the process of coating the product with a fine

film of a liquid. The continuous application of a thin film of liquid onto a substrate

is known as the coating process.

Coating methods can be divided in two classes: self-metering methods and

pre-metered methods. Examples of these techniques are shown in Figure 3.1. In

these coating techniques, a uniformly thin film of liquid is applied onto moving webs

of solid substrates. Because coating solutions are based on water or organic

solvents, the thickness of the wet films is generally on the order of 1 to 100 microns.

31
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Figure 3.1: Schematics of several coating techniques. (a) Self-metering methods, (b)
Pre-metered methods (figure adapted from Musson [69]).

In self-metering operations, the control of the thickness of the film is done by

adjusting operation parameters, such as the speed of the roll or the gap between

rollers. Thus, the coated thickness depends on the hydrodynamics of the flow.

Devices such as blades, knives or metering rollers can be combined with

self-metering techniques to remove excess liquid from the substrate; this process is

called post-metering. On the other hand, in pre-metered operations a specific

amount of liquid is deposited on the substrate via a coating die. These dies are

constructed with high precision to assure the uniform delivery of liquid to the

substrate within the specifications of the product.

In practical applications, coating techniques are designed to meet the specific

requirements of particular products. Slide coating, for example, is used in the

manufacture of graphic arts, photographic, and X-ray films. Figure 3.2 shows one of

the devices used in slide coating. The top surface, an inclined plane, is called the

slide. It is interrupted by a narrow slot through which the liquid is pumped. To

keep the coating stable at higher speeds, a small vacuum is applied below the liquid

Roll coatirig Blada, coad/ig 

M 

• ·~ .J1 
Slot coating 

(b) 
Shde Coating 
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Figure 3.2: A schematic of slide coating. Liquid is delivered to the substrate through
a slide die (figure adapted from Christodoulou and Scriven [27]).

in what is called the bead or meniscus.

The slide region establishes the velocity and the thickness distribution in the

transverse direction (except at the edge). The rate at which the liquid arrives at the

lip and the rate at which it is picked up and carried away by the moving web are

balanced at the bead. Finally, the web surrounds the proximity of the film with

fully developed flow. In successful coating operations, the liquid contacts the web,

then wets and coats the fast-moving substrate uniformly. Thus, the flow is steady

and two-dimensional.

Another technique popular for its simplicity is roll coating. It is often used to coat

adhesive labels and to apply paint on steel sheets. As shown in figure 3.3, it consists

of an applicator roller, rotating at certain velocity, and a metering roller (or backing)

driving the substrate at some speed. The pick-up roll is partially submerged into

the liquid and transfers it to the substrate being carried by the backing roll.

In the roll coating process, the liquid flows into a narrow gap between two rotating

cylinders. The width of this gap varies from 100µm to 1mm. The surfaces of the

rollers move either in the same direction (forward roll coating) or opposite direction

Coated filn, 

0 

Liquid supply 
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Figure 3.3: A schematic of forward roll coating: R1 is the pick-up roll, R2 is the
applicator roll, and R3 the backing roll (figure adapted from http://www.vki.ac.be
/research/themes/ip/flow.html).

(reverse roll coating). The liquid passes through the gap and splits downstream into

two uniform thin films, each coating one of the rolls. The amount of liquid

transferred to the substrate depends on the fluid properties, the gap between rollers,

and the relative speed between the substrate and the applicator roll.

Due to stability changes, the produced films are not always uniform; indeed under

certain operating conditions a phenomenon called ribbing, which is associated with

surface instabilities, occurs at the separation meniscus where the two films form. In

this situation, the quality of the coating is unacceptable.

3.1 Mathematical Model of Coating flows

Coating flows are incompressible free surface flows dominated by the competition of

viscosity, elasticity, and capillarity. A portion of the boundary of the liquid domain

is free, and therefore, its location is part of the solution. Open boundaries are

placed where the liquid enters or exits from the flow domain. In this way, the

~Web 



35

computational domain can be truncated.

When the coating material is a Newtonian fluid, i.e., a liquid with constant viscosity

and constant density, the equations governing the flow are the partial differential

Navier-Stokes equations along with continuity equations:

Re · v · ∇v −∇ · T = 0,

∇ · v = 0, (3.1)

where Re = ρV/µ is the Reynolds number, which represents the relationship

between inertia and viscous forces, v is the velocity, T = −p · I + µ(∇ · v +∇ · vT ) is

the total stress of a Newtonian liquid with a pressure p, and the constants ρ and µ

are the density and viscosity of the flow respectively. Due to incompressibility, the

continuity equations in (3.1) represent conservation of mass for a coating flow.

In order to compute the unknown positions, a mapping equation to describe the

transformation from physical domain to a reference domain is added. In this study

we will use two mapping methods: (1) the elliptic mesh generation method, which

adds the equation:

∇ · D̃ · ∇ξ = 0

and (2) the domain deformation method, which add the equation:

∇ ·Te = 0.

where D̃ controls the spacing of the ξi coordinate lines, similar to the diffusion

coefficient and Te is the stress tensor of the elastic pseudo-solid domain.

A variety of boundary conditions are prescribed in various flow boundaries. At die

walls and on the web, the liquid velocity matches that of the solid except near the

wetting line where sometime partial slip is imposed, see Silliman and Scriven [98].

At the free surface, a kinematic condition to ensure that no liquid crosses the free
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surface is imposed, that is,

n · v = 0,

where n is a normal vector pointing outward to the free surface.

Finally, at the free-surfaces, the traction on the liquid must match the gas phase

pressure plus some capillary component. Thus, one can write an additional equation

that represents the action of the tension on the surface of a curve interface:

n · T = −pgasn +
1

Ca

dt

ds
,

where Ca = µ/σ is the capillary number of the liquid and σ is the surface tension.

In some cases, the Newtonian expression for the stress T does not capture

adequately the behavior of the liquid. This is frequently the case when polymer

solutions or suspensions are coated. In these cases, more complex equations –termed

viscoelastic– are used to model the flow.

For a detailed description of coating techniques, see to the Kistler and Schweizer

[53]. Free surface flows have been widely discussed, see Kistler and Scriven [54, 55],

and Christodoulou and Scriven [26, 28], and more recently Pasquali [71] and Musson

[69]. In particular Christodoulou and Scriven [26] provide a good reference for

bifurcation and stability analysis of free surface flows. For a review of

computational methods to solve viscoelastic flow problems, see Baaijens [6].

Pasquali and Scriven [72] implemented a numerical method to solve the free surface

flow problem based on the Petrov-Galerkin(DEVSS-G/SUPG) method proposed by

Szady et al. in 1995 [106]. In this approach, the method of weighted residuals is

applied to the conservation of mass, momentum, polymeric conformation, and the

elliptic mesh generation equations, with appropriate boundary conditions. This

discretization leads to a system of nonlinear algebraic equations. In order to find

particular solutions to this nonlinear equations, Carvalho and Pasquali [21, 71]

----
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developed an arc-length continuation algorithm based on the ideas of Bolstad and

Keller [17]. This continuation code uses a frontal solver [3], based on the algorithm

proposed by Duff et al. [37], to solve the linear systems that arise at the predictor

step and at each Newton iteration.

This dissertation modifies the predictor step of the arc length continuation code by

substituting the frontal solver at the predictor step with a Krylov solver which has

the added benefit of providing information about the eigenvalues of the Jacobian,

which is very useful for bifurcation and stability analysis.

3.1.1 Parameterized Solutions

The Petrov-Galerkin finite element method satisfactorily approximates the solution

of (3.1) by converting this system into a set of algebraic equations of the form

G(u, α) = 0, (3.2)

where u is a vector of basis function coefficients associated with the dependent

variables, namely, velocity, pressure, and mesh node locations, and α is a vector of

independent parameters. These independent parameters may, for example, be

dimensionless quantities like the Reynolds and capillary numbers, physical liquid

properties such as the viscosity, geometrical properties that define the walls,

operational parameters like the velocity of the liquid supply (as in slide coating), or

the angle between the knife and the backing roll (as in blade coating).

When analyzing the behavior of the flow, isolated solutions of (3.2) for a single set

of parameters are of limited practical value. To give an insight of the solution space,

they must be computed for many different values of the parameters. This is done by

using a continuation algorithm and varying the parameters over an appropriate

interval that depends on operation conditions.
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For example, for some laminar fluid flows, the Reynolds number must be less than a

minimum critical value given by

Re =
ρV D

µ
< 2300,

where V is the average fluid velocity in a pipe with diameter D, and ρ and µ

represent density and viscosity respectively. For Re ≥ 2300, small disturbances

appear to cause instability. Thus, to detect the onset of instability, the continuation

of solutions of the nonlinear system associated with this laminar flow can be

performed by varying the Reynolds number in an interval that contains the critical

value 2300.

This work modifies the predictor step of the existing continuation code in order to

include the computation of some eigenvalues of the Jacobian matrix. In this way, we

can detect and compute special points, and at the same time, check the stability of

each point in the continuation.

3.2 Stability Analysis of Coating Flows

Under ideal operating conditions, the coating flow is steady and two-dimensional,

that is, there are no temporal or cross-stream flow variations. However, any

instability almost always results in a transition to three-dimensional flow or to an

unsteady state flow, resulting in film thickness that is not uniform.

Generally, the coating film thickness depends on the interaction of various operating

parameters, primarily the coater geometry, coating rheology, and substrate

properties. For example, in blade coating, the mechanical load on the blade is

adjusted to control the final thickness.

For Newtonian liquids, stability of the flow is determined by the competition of

capillary forces and viscous forces; thus, non-uniformities appear at critical values of

---
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the Reynolds number or capillary number. In forward roll coating, for example, at

higher speeds, the film becomes three-dimensional, resulting in regular stripes in the

machine direction. This instability appears at high capillary numbers and is called

ribbing due to the shape of the free surface; see figure 3.4.

Figure 3.4: Instability in roll coating (figure taken from http://www.vki.ac.be /re-
search/themes/ip/flow.html).

Instabilities such as ribbing limit the speed of the coating process and therefore

productivity, because the subsequent coating is useless. Thus, studying this

instability is of considerable importance. In general, this is done using linear

stability analysis.

As mentioned at the beginning of this chapter, coating techniques are designed to

meet specifications of the product, thus, studying the stability of this process is

important not only to control operation variables, but also to design the devices for

the coating process.

Linear stability analysis is used to determine whether or not a steady state will

persist after it is perturbed. The time history of a perturbation from a steady state

can be represented by an eigenvalue problem, where the eigenvectors define a set of
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independent perturbations, each of which grows or decays in time according to the

associated eigenvalues.

For the purpose of linear stability analysis, consider the nonlinear system:

G(x, α) =











g1(x, α)

g2(x, α)
...

gn(x, α)











= 0 (3.3)

introduced in the previous chapter.

Definition 4 An equilibrium solution x0 of (3.3) is stable if for each ε > 0 there

exist a δ > 0 such that, if x(t) is also a solution to (3.3) with ‖x(0)− x0‖ ≤ δ, then

‖x(t)− x0‖ ≤ ε, ∀t ≥ 0.

Definition 5 An equilibrium solution x0 of (3.3) is asymptotically stable if it is

stable and there exists a δ ≥ 0 such that, if x(t) is a solution to (3.3) for t ≥ 0 and

‖x(0)− x0‖ ≤ δ, then x(t)→ x0 as t→∞.

Definition 6 An equilibrium solution x0 of (3.3) is unstable if it is not stable.

In this dissertation, we are interested in the linear stability of a steady,

two-dimensional coating flow to infinitesimal, two-dimensional perturbations. Thus,

we consider a small perturbation, xp, imposed on a steady state, x0:

x = x0 + εxp,

which is governed by the linearized equation

Gẋ(x0, 0, α)
∂xp

∂t
+ Gx(x0, 0, α)xp = 0. (3.4)

It turns out that the stability of (x0, α0) is determined by the eigenvalues of

J = Gx(x0, α0).
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Definition 7 If all eigenvalues of J = Gx(x0, α0) have negative real part, then

(x0, α0) is linearly stable; otherwise, if at least one eigenvalue of J has positive real

part, the solution (x0, α0) is said to be unstable.

If J is diagonalizable, then the evolution of xp is given by

xp =
N∑

i=1

εie
λitvi, (3.5)

where εi is the component of xp along vi at t = 0 and vi is a generalized right

eigenvector or mode corresponding to the eigenvalue λi. After substituting

expression (3.5) in (3.4), we have

Gx(x0, 0, α)vi = −λiGẋ(x0, 0, α)vi, (3.6)

where Gx(x0, 0, α) = J is the Jacobian matrix evaluated at the steady state and the

matrix Gẋ(x0, 0, α) = M(α) consists of the inner products of the finite element basis

functions and is referred to the mass matrix. Both matrices may depend on α and

M is usually a singular matrix.

Hence (3.6) is a generalized eigenvalue problem of the form

Jx = λMx. (3.7)

Consequently, if all generalized eigenvalues have negative real part, then the steady

state x0 is linearly stable; thus all amplitudes εie
λit in (3.5) decay in time. If a

generalized eigenvalue has positive real part, the corresponding amplitude will grow

in time, and as a result, the steady state x0 is unstable.

Usually, stability of the steady state x0(α) changes when the eigenvalue

λn = an ± ibn of largest real part, or leading eigenvalue, crosses the imaginary axis.

In this case, the critical value of α, at which an(α) = 0, defines a boundary between

stable and unstable solutions of (3.3).
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3.2.1 Solving the Generalized Eigenvalue Problem (GEP)

The Jacobian and mass matrices in (3.7) are nonsymmetric and banded, having in

common three parameters: (1) the free surface of the liquid, (2) the capillary

pressure, and (3) the convective transport of momentum (except for vanishing

Reynolds number flow). In addition, the mass matrix is singular, because the

continuity and mesh generation equations and the essential boundary conditions do

not contain time derivatives.

Since M is singular, the generalized eigenvalue problem (GEP) in (3.7) has fewer

eigenvalues than its dimension, see Stewart [103]. The missing eigenvalues are often

called infinite eigenvalues. If J is not singular, then there are no null vectors in

common between J and M ; i.e., the null spaces of these matrices do no intersect.

Consequently, for scalar equations, the number of infinite eigenvalues is equal to the

number of equations with no time derivatives in the discretized system. For

incompressible flows, the number of such equations is equal to the number of

continuity equations plus the number of essential boundary conditions that specify

velocity and free surface position.

Linear stability analysis of free surface, two-dimensional coating flows was

successfully treated by Bixler in 1982 [16], by Christodoulou and Scriven in 1988

[26], and more recently in 1999 by Carvalho and Scriven [22].

3.2.2 Shift and Invert strategy

Generally, iterative methods to solve eigenvalue problems converge first to the

eigenvalues of the largest modulus. Thus, applying these algorithms to (3.7) will

result in ‘convergence’ to the infinite eigenvalues. A way to overcome this problem is

transform (3.7) into another problem, such that the infinite eigenvalues are
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eliminated.

This transformation is called shift-and-invert, and transforms (3.7) to the standard

eigenvalue problem:

Aw = µw; A = (J − σM)−1M, µ =
1

λ− σ
, (3.8)

where, σ ∈ C is called the standard shift. Thus, eigenvalues λi of (3.7) closest to σ

are transformed to eigenvalues µi of (3.8) farthest from the origin; consequently,

they will converge first, while the infinite eigenvalues are mapped to zero eigenvalues

of (3.8).

A Krylov method applied to (3.8) requires the computation of several matrix-vector

products, w = (J − σM)−1Mv, which in practice is done by solving the linear

system:

(J − σM)w = Mw. (3.9)

Thus, if an LU factorization of the matrix J − σM is available, one can solve (3.9)

amounts to several back substitutions of the form w = U−1(L−1Mv). However, very

large problems require iterative linear solvers.

The shift-and-invert strategy favors eigenvalues closest to the shift; however, if we

want to compute the rightmost or leading eigenvalues, then choosing an appropriate

shift could be an issue. In this case another transformation, such as the Cayley

transformation is preferred.

3.2.3 Cayley Transform

When dealing with the standard eigenvalue problem, Jv = λv, the Cayley transform

of J is:

C(J) = (J + I)−1(J − I).

----
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whenever J + I is invertible. This transformation can be considered as an extension

to matrices of the conformal mapping,

w = T (z) =
1− z

1 + z
,

where T : C→ C. If µ is an eigenvalue of J and θ = T (µ), this complex mapping

transforms circles according to the following lemma:

Lemma 1 Re(µ) ≤ 0 ⇔ |θ| ≤ 1.

Thus, the left half of the z-plane is mapped onto the unit disc in the w-plane, and

the right half onto the exterior of this disc. Therefore, if all the eigenvalues of J

have negative real part, then the spectral radius ρ(C(J)) is less than one. Hence, we

can check stability and detect the first crossing of the imaginary axis by following

the eigenvalues of largest modules of C(J).

For scaling purposes a real constant β is usually needed; then, the Cayley transform

has the form:

C(J) = (J − βI)−1(J + βI).

Since we are in a continuation environment, a reasonable choice for β is β = 1
ρ(J0)

,

where ρ(J0) is the eigenvalue of largest modulus of the Jacobian at the first point on

the branch. This value of β can be maintained during the continuation process.

This idea can be extended to our generalized eigenvalue problem (3.7). In this case,

the Cayley transform is:

C(J, M) = (J − β1M)−1(J − β2M),

and the relationship between solutions of these two eigenvalue problems is given by

the following lemma.

Lemma 2 The pair (µ, v) is an eigenpair of Av = µBv if and only if the pair (θ, v)

solves C(A, B)v = θv, where θ = µ−β2

µ−β1
.
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Because of the properties of this mapping, the generalized eigenvalues with largest

real part are mapped onto eigenvalues of C(J, M) that are separated with respect to

|θ|. In this case, the following lemma holds:

Lemma 3 Re(µ) ≤ 1
2
(β1 + β2) ⇔ |θ| ≤ 1.

Hence, by choosing β1 = −β2 = 1
ρ(J0)

at the beginning of the continuation, we can

follow the eigenvalues of largest real part of (3.7) by following the eigenvalues of

largest modulus of C(J, M).



Chapter 4

Implicitly Restarted Arnoldi

This chapter presents an overview of the implicitly restarted Arnoldi method, which

is the basic tool for the new continuation approach proposed in this thesis. It

includes the description of BLIRAM, a block eigenvalue solver specially designed to

compute some eigenvalues of the very large Jacobian matrices that arise from

continuation problems.

In general, the computation of some eigenvalues of a large, non-symmetric matrix is

an important problem in applied science. Depending on the application, these

eigenvalues could be the right-most, the left-most, or those of the largest modulus.

In particular, the eigenvalues of the largest real part are important in stability

studies. Kerner [51] describes a large number of applications in quantum mechanics,

fluid mechanics, engineering, and plasma physics.

In fluid mechanics applications, for example, the computation of a few eigenvalues

with the largest real part of a non-symmetric family of matrices, A(α), depending

on a parameter α, is required for several values of the parameter. The values of α

for which a pair of complex eigenvalues of A(α) crosses the imaginary axis

determine the so-called Hopf bifurcation points, which are important because they

46
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indicate the onset of periodic solutions from the steady state.

The main advantage of introducing an eigensolver in a continuation procedure is

that it allows us to monitor some of the eigenvalues of interest in order to detect

special points and at the same time to study the stability of the current solution.

Moreover, by using a block eigensolver, such as BLIRAM, we can carry a basis for

the invariant subspace of interest from one continuation step to the next. For the

purpose of stability analysis this invariant subspace is generated with the

eigenvectors corresponding to the rightmost eigenvalues.

Eigensolvers based on Arnoldi methods are perhaps the most useful for the

computation of some specified eigenvalues of large, non-symmetric matrices, because

only require the specification of the action of the matrix on a vector and also

because their convergence properties. Before introducing eigensolvers based on

Arnoldi method, the next section reviews some useful and basic concepts.

4.1 Definitions

To simplify notation we shall consider n× n square matrices A with real entries,

although our derivations will also apply to complex matrices.

Definition 8 The spectrum of A is the set of numbers

σ(A) = {λ ∈ C : rank(A− λI) < n} . Each element λ is called eigenvalue and

corresponds to a root of the characteristic polynomial of A, pA(λ) = det(A− λI).

Definition 9 A nonzero vector x which satisfies Ax = λx is called a right

eigenvector or simply an eigenvector, while a nonzero vector y which satisfies

yHA = λyH is called a left eigenvector.
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Definition 10 The multiplicity of λ as a root of pA(λ) is known as the algebraic

multiplicity of λ, denoted by na(λ), while the dimension of N (A− λI) is known as

the geometric multiplicity of λ, denoted by ng(λ).

If for some λ ∈ σ(A), ng(λ) < na(λ), then the matrix A is called defective. On the

other hand, if ng(λ) > 1, then A is derogatory.

Definition 11 The eigenvalue λ is called simple if na = 1, otherwise it is called

multiple.

Definition 12 A subspace S of Rn×n is an invariant subspace of A if AS ⊂ S.

Consider V ∈ Rn×k and H ∈ Rk×k. If AV = V H , then Range(V ) is an invariant

subspace of A. In addition, if rank(V ) = k, then the columns of V form a basis for

this invariant subspace and σ(H) ⊂ σ(A). On the other hand, if k = n then

σ(H) = σ(A), which means that H and A are similar.

It is known that every matrix A can be factored as

AQ = QT

where the matrix T is triangular (assuming complex arithmetic) and the matrix Q

is unitary (QHQ = I). This decomposition corresponds to the so-called Schur

factorization of A, where the elements in the diagonal of T are the eigenvalues of A.

An important consequence of the Schur decomposition is that if Qk represents the

leading k columns of Q, and Tk the leading principal k × k submatrix of T , then

AQk = QkTk,

which is called a partial Schur decomposition of A. Moreover, there is always a

partial Schur decomposition of A where the diagonal elements of Tk are any
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specified subset of σ(A). Additionally, Range(Vk) is an invariant subspace of A

corresponding to these specified eigenvalues.

However, the Schur decomposition is not unique because the eigenvalues of A may

appear in any order on the diagonal of T .

Matrices which satisfy AAT = AT A are called normal. For these matrices a diagonal

decomposition of the form AV = V D, with D a diagonal matrix and V T V = I

always exist.

In general, we say that the matrix A is diagonalizable if it is similar to a diagonal

matrix. A matrix that is not diagonalizable is called defective.

Although a diagonal form of the matrix A does not always exist, it always has a

Jordan canonical form:

A = XJX−1,

where J is a block-diagonal matrix of the form:

J =











J1 0 · · · 0

0 J2 · · · 0
... · · · . . . 0
... · · · · · · Jn











.

Each element Ji on the diagonal of J is an upper triangular matrix called a Jordan

block, which contains the single eigenvalue λi on its diagonal and ones on the first

superdiagonal:

Ji =














λi 1 · · · 0

0 λi
. . .

...
. . .

. . .
. . .

...
. . .

. . . 1

0 · · · 0 λi














,

thus, Ji has a single independent right and left eigenvector.
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In the development of Arnoldi methods, Hessenberg matrices play an important

role. An upper Hessenberg matrix differs from an upper triangular matrix in that

upper Hessenberg matrices have an additional first subdiagonal.

Definition 13 An upper Hessenberg matrix is called unreduced if all elements in

its sub-diagonal are nonzero

Using unitary transformations, a matrix A can be reduced to upper Hessenberg

form:

AQ = QH, with QT Q = I

As with the Schur decomposition, this decomposition is not unique because it

depends on the first column of Q. The uniqueness of the Hessenberg decomposition

is stated in the Implicit Q theorem that follows.

Theorem 1 Suppose Q = [q1, q2, ..., qn] and Z = [z1, z2, ..., zn] are orthogonal

matrices such that QT AQ = H and ZT AZ = G are upper Hessenberg matrices. Let

k denote the smallest positive integer for which Hk+1,k = 0 (k = n if H is

unreduced). If q1 = z1, then qi = zi and |Hi,i−1| = |Gi,i−1| for i = 2, ..., k. Moreover,

if k < n, then Gk+1,k = 0.

Proof: See Golub and Van Loan [43].

The rank of an unreduced upper Hessenberg matrix H of order k is at least k − 1

because the first k − 1 columns are linearly independent. As a result, the dimension

of N (H − µI) is one if µ is an eigenvalue of H , and zero otherwise. Consequently

Hessenberg matrices are nonderogatory.

Given an initial Hessenberg decomposition AQ = QH , with U unitary, the shifted

QR algorithm produces a sequence of unitary similarity transformations that
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iteratively reduce A to upper triangular form, i.e, it computes a Schur

decomposition of A. Below is the basic version of this algorithm:

Algorithm 2: Shifted QR

INPUT: (H (1), {µ1, µ2, ..., µp}), where {µj}p1 is a sequence of shifts

OUTPUT: (Hp+1, Q) with Q = Q(1)Q(2)...Q(p) and Hp+1 = QT H(1)Q

For j = 1, 2, ..., p do

Q(j)R(j) = qr(H (j) − µjI);

H(j+1) = R(j)Q(j) + µjI ;

End

The initial Hessenberg matrix H(1) is similar to A, and can be obtained from a

similarity transformation AQ = QH , using for example Householder reflections on

the matrix A. Thus, the shifted QR algorithm computes eigenvalues of a Hessenberg

matrix, ordered according to values called shifts.

The QR iteration is repeated until the subdiagonal elements of H(j) converge to

zero, i.e., until a Schur decomposition is approximately obtained. It turns out that

with well-chosen shifts, the QR algorithm has been the standard method for

computing all the eigenvalues of a matrix A.

Since R(j)Q(j) + µjI = Q(j)T

(Q(j)R(j) − µjI)Q(j) = Q(j)T

H(j+1)Q(j), each iteration

generates a matrix H(j+1) similar to A. If µ1 = µ2 = ... = µp = µ and the

eigenvalues of A are ordered according to

|λ1 − µ| ≥ |λ2 − µ| ≥ ... ≥ |λn − µ|,

then the r-th subdiagonal entry in H converges to zero with rate

∣
∣
∣
∣
∣

λr+1 − µ

λr − µ

∣
∣
∣
∣
∣

k

(provided λr 6= λr+1).

Therefore, if µ is closer to λn than to any other eigenvalue, then the entry

H(n, n− 1) will go to zero faster. If λr = λr+1, then there is no convergence at all.
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Although the algorithm is pretty simple to implement, it is difficult to parallelize,

and it is not suitable for large scale problems. Arithmetic operations cost O(n3)

flops and storage requires O(n2). However, as will be shown in the next two

sections, there is an interesting relationship between the shifted QR algorithm and

the implicitly restarted Arnoldi method. This relationship is very useful when one is

interested in the computation of just some of the eigenvalues of a general matrix A.

Generally, large scale problems are sparse or structured; thus, matrix-vector

products may be computed with time and storage proportional to n rather than n2.

Hence, the interest is on methods that require only matrix-vector products with the

matrix A.

Because of their capability of requiring only matrix-vector products with the matrix

A, Arnoldi methods are preferred for the computation of just some specified

eigenvalues. The next section presents an overview of this class of eigensolvers.

4.2 Arnoldi-based methods

The aim of these methods is to approximate some of the eigenvalues of a matrix A

of order n by those of a matrix H of order m (m� n), whose eigenvalues are easier

to compute.

An Arnoldi-based approach is basically an orthogonal projection method for

approximating a subset of the eigensystem of a general square matrix A. It is a

generalization of the Lanczos process and reduces to this process when the matrix A

is symmetric. In this case, the matrix H reduces to a triangular matrix.

Given an initial vector v1, Arnoldi methods construct an orthogonal basis for the
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Krylov subspace

Km(A, v1) ≡ Span{v1, Av1, ..., A
m−1v1}

by adding a new vector to the basis at each iteration.

Algorithm 3: Arnoldi

INPUT: v1, a unit vector.

OUTPUT: (A, Vm, Hm, fm) such that AVm = VmHm + fmeT
m

V = [v1]; H = [vT
1 Hv1];

f = Av1 − v1H;

For j = 1, 2, ..., m do

(1) β = ‖f‖; v = f/β;

(2) V = [V, v];

(3) H ←




H

βeT
j



;

(4) w = Av;

(5) h = V T Aw;

(6) f = w − V h;

(7) H = [H, h];

End

Steps (4)− (6) are based on the classical Gram-Schmidt process to orthogonalize w

with respect to the columns of V . This formulation allows level 2 BLAS

matrix-vector operations. However, this process is unstable and frequently fails to

produce a vector f numerically orthogonal to the columns of V . To overcome this

problem, Daniel, Gragg, Kaufman and Stewart proposed the DGKS correction

procedure [32], which provides a way to construct a vector f that is numerically

orthogonal to V :

c = V T f ; f ← f − V c; h← h + c;

This sequence should be added after step (6) if necessary. The ratio ‖f‖
‖h‖ = sin(θ)

cos(θ)
is a

measure of the angle θ between w and its projection V h. The correction only needs
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to be computed if ‖f‖ < η‖h‖, where 0 ≤ η <∞ is a user-specified parameter. If a

rigorous orthogonality is required, then η should be a large number. After updating

f and h, the relation ‖f‖ < η‖h‖ may still hold, which means that w is numerically

linearly dependent to the column of V . In this situation, a way to continue the

Arnoldi process is orthogonalize a random vector f with respect to the columns of

V .

After m-steps of algorithm 3 the following relation holds:

AVm = VmHm + fmeT
m, (4.1)

where, V T
mVm = Im, Hm ∈ Rm×m is an upper Hessenberg matrix, and the residual

vector fm satisfies V T
m fm = 0. If m < n, then the matrix Hm = V T

mAVm is the

orthogonal projection of A onto the range of Vm and equation (4.1) is called an

m-Arnoldi factorization of A. On the other hand, if m = n, then fn must vanish

since Vn forms an orthogonal basis for Rn.

The expression (4.1) is equivalent to

AVm = VmHm + hm+1,mvm+1e
T
m,

where hm+1,m = β in algorithm 3. Thus, if (µ, y) is an eigenpair of Hm, then

AVmy = VmHmy + hm+1,meT
myvm+1 = µVmy + hm+1,meT

myvm+1.

Therefore,

AVmy − µVmy = hm+1,meT
myvm+1.

Moreover, a Ritz approximate eigenvector x = Vmy satisfies

‖(A− µI)x‖ = ‖hm+1,meT
myvm+1‖ = |hm+1,m||eT

my|

since ‖vm+1‖ = 1. The quantity ‖(A−µI)x‖, called Ritz residual norm, is a measure

of the error in the current Ritz approximate eigenpair (µ, x). In practice it is enough
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and easy to check convergence of |hm+1,m||eT
my|, or a scaled form of this given by

|hm+1,m||eT
my|‖A‖F

where ‖.‖F is the Frobenius norm.

Note that if at some iteration hj+1,j = 0 then vj+1 cannot be computed and the

algorithm breaks down, which is actually a desirable circumstance because in this

case Kj is invariant and the computed eigenpairs are exact. However, this situation

is not common and in practice what one expects is that accuracy results from a

small last component of y.

Hence, after convergence, solutions of the smaller problem, Hmy = µy, form Ritz

pairs (µ, V y) which approximate a part of the eigensystem of A.

4.3 Convergence of Krylov Methods

Convergence of Krylov methods has been intensively studied. This section briefly

reviews some important results. The general idea is to study the rate at which

eigenvalues of Hm approximate eigenvalues of A as m increases.

Traditional approaches study the convergence to particular eigenvalues or

eigenvectors of A as m increases. However, for nonnormal matrices, these

eigenvalues do not always converge monotonically, and additional complexity is

added when the matrix is defective or derogatory. A better approach is to study the

convergence to an invariant subspace rather than eigenvalue or eigenvector

approximations.

One of the first results in this direction was given by Saad in 1980 [85]. For a simple

pair (λ, x) of A he analyzed the convergence of the residual (VmHmV T
m − λI)x to
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zero. Thus, he found that,

‖(Hm − λI)V T
m x‖ ≤ γm

‖(I − VmV T
m )x‖

‖V T
mx‖ ,

where γm = ‖VmV T
m A(I − VmV T

m )‖ ≤ ‖A‖. The tangent of the angle between

Km(A, v1) and the eigenvector x gives a means of the approximation to the desired

subspace. The size of this tangent is dominated by ‖(I − VmV T
m )x‖, therefore, the

sine of the angle between Km(A, v1) and x is the quantity to estimate in order to

analyze the convergence of the Arnoldi iteration.

Based on this result in 1982 Saad studied the convergence behavior of Arnoldi

methods for diagonalizable matrices [86]. The following theorem summarizes his

results.

Theorem 2 Assume that A is diagonalizable with eigenpairs (λj , xj), where

‖xj‖ = 1. If

Vme1 = ζ1x1 + ζ2x2 + ... + ζnxn, (4.2)

and ζ1 6= 0, then there exist m eigenvalues λ2, ..., λm+1 of A such that

‖(I − VmV T
m )x1‖ ≤

n∑

j=2

|ζj|
|ζ1|

εm
1 ,

with
1

εm
1

=
m+1∑

j=2

m+1∏

k=2,k 6=j

∣
∣
∣
∣

λk − λ1

λk − λj

∣
∣
∣
∣
.

It follows that if |λ1 − λk| > |λj − λk| for j = 2, ..., m + 1, then εm
1 < 1. Thus,

well-separated extremal eigenvalues of A converge faster as eigenvalues of Hm.

Moreover, if yj be a left eigenvector of unit length corresponding to the eigenvalue
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λj, from (4.2), then

yT
j Vme1 = yT

j ζ1x1 + yT
j ζ2x2 + ... + yT

j ζnxn

⇒ yT
j v1 = ζjy

T
j xj (4.3)

⇒ |ζj||yT
j xj | = |yT

j v1| ≤ ‖yj‖‖v1‖ (Cauchy-Schwarz inequality)

⇒ |ζj| ≤
1

|yT
j xj |

= sec(θj) (4.4)

where θj is the angle between left and right eigenvectors. The quantity 1
|yT

j xj | is

known as the condition number of the eigenvalue λ, see Golub and Van loan [43].

Hence, if the eigenvalue λj is ill-conditioned, sec(θj) is large and |ζj| might be large.

Consequently,
n∑

j=2

|ζj|
|ζ1|
≤

n∑

j=2

|sec(θj)|
|ζ1|

and, using the result of the previous theorem,

‖(I − VmV T
m )x1‖ ≤

n∑

j=2

|sec(θj)|
|ζ1|

εm
1 .

Therefore, if the eigenvalues of A are distinct and λj is ill-conditioned, for some

j ∈ {2, ..., n}, then ‖(I − VmV T
m )x1‖ might be large and a big value of m might be

needed in order to get a good approximation of eigenvalues of A emerging as

eigenvalues of Hm. This idea was generalized by Jia [48] in order to include the case

of defective eigenvalues. Lehoucq [60] analyzes the convergence of IRAM through its

relation with subspace iteration.

On the other hand, Beattie, Embree and Rossi [10] introduced concepts from

functional analysis, pseudospectra and potential theory to analyze convergence in

the general case. They analyze the angle between a restarted Krylov subspace and

the desired invariant subspace. This idea has become popular recently because it can

be applied to problems with clustered and multiple eigenvalues, where convergence

to an invariant subspace is desired. More recently Beattie, Embree and Sorensen
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[11] gave new bounds for the approximating Krylov subspace. Their results are

qualitatively the same as in [10] but the proofs and derivations are much simpler.

For a complementary description of IRAM and its convergence refer to Sorensen

[102] or Lehoucq [59]. For implementation details see [74] and [77].

Generally, accuracy and rate of convergence improve as m increase. However, when

m increases, the number of Arnoldi vectors and the size of the Hessenberg matrices

also increase. Thus, the choice of m is a tradeoff between the length of the

factorization and the rate of convergence. The number of steps required for this

algorithm to attain an approximation to k eigenvalues cannot be predetermined

because it depends on the initial vector v1 and the spectral properties of A.

Storage requirements are O(nm), while arithmetic costs are O(nm2) flops for the

computation of Arnoldi vectors and O(m3) flops for the computation of the

eigensystem of Hm. Thus, if the eigenvalues of interest do not appear until m gets

very large, storage requirements and CPU cost could be prohibitive. However, if

only a small number of eigenvalues are desired, say k � n, a restarting strategy

overcomes this problem.

4.3.1 Explicitly Restarted Arnoldi

The explicitly restarted Arnoldi iteration (ERA) builds an m-Arnoldi factorization,

and then improves the starting vector v1 based on the spectral information of Hm.

After that, it restarts the iteration, and repeats this procedure until convergence.

If we are interested in only one eigenvalue, as for example, in the eigenvalue of the

largest modulus, a way to restart the Arnoldi iteration after m-steps is to compute

the Ritz vector corresponding to the eigenvalue of Hm of the largest modulus. This

Ritz vector is an approximation to the wanted eigenvector and can be used as an
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initial vector v1 for the next cycle of m Arnoldi iterations.

On the other hand, if multiple eigenvectors are desired, a common strategy to

restart the iteration explicitly is to set the new initial vector v1 as a linear

combination of the columns of Vm. The coefficients of this linear combination are

usually determined using the spectral information of Hm; thus, for example, Saad

[85] suggested to choose the coefficients such that Ritz vectors with slow

convergence are favored.

Other ideas, such as the use of polynomial filters to replace v1 with Ψ(A)v1, are also

appropriate in the selection of these coefficients. Polynomials Ψ(A) are constructed

to force fm to vanish and to favor the convergence to the desired part of the

spectrum of A. Several heuristics to accomplishing this, based on computed Ritz

vectors, have been developed in the last two decades; see, for example, the work of

Saad [85, 87, 89].

Because v1 defines the Krylov subspace Kk(A, v1), this vector should be constructed

to select the eigenvalues of interest. The following theorem due to Sorensen [102]

give us an idea for updating v1, and also relates an Arnoldi factorization with its

generalized eigenvectors.

Theorem 3 Let AVk = VkHk + fke
T
k be a k-Arnoldi factorization of A, where Hk is

unreduced. If fk = 0 then v1 = Xy, where rank(X) = k, AX = XJ , and J a Jordan

matrix of order k.

Proof: If fk = 0, let HkX̂ = X̂J be the Jordan canonical form of Hk and take

X = VkX̂. Then

AX = AVkX̂ = VkHkX̂ = VkX̂J = XJ

and rank(X) = k. Moreover,

v1 = Vke1 = VkX̂X̂−1e1 = Xy, with y = X̂−1e1
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. 2

The converse of this theorem also holds, see Sorensen [102]. Thus, it suggests that

one can use Arnoldi methods to iteratively replace the starting vector with a linear

combination of approximate eigenvectors corresponding to the eigenvalues of

interest. Moreover, a similar result based on Schur vectors instead of generalized

eigenvectors may be stated in the following lemma:

Lemma 4 Let AVk = VkHk + fke
T
k be a k-Arnoldi factorization of A, where Hk is

unreduced. Then, fk = 0 if and only if v1 = Qky, where AQk = QkRk is a partial

Schur decomposition of A, and Rk contains the eigenvalues of A in its diagonal.

Hence, forcing the starting vector v1 to be a linear combination of Schur vectors

that span the desired invariant subspace is also reliable. Because of the nice features

of Schur decomposition this strategy is more general and numerically superior. In

practice, this can be achieved with the combination of the Arnoldi method and the

shifted QR iteration. The next section describes this approach.

4.3.2 Implicitly Restarted Arnoldi Method

One of the most effective Arnoldi-based algorithms to compute some specified

eigenvalues of a very large non-symmetric matrix was proposed by Sorensen in 1992

[101]. This method is called the Implicitly Restarted Arnoldi Method (IRAM).

Implementations of IRAM are available in Matlab (eigs) [108] and Fortran

(ARPACK) [74], and they only require the user to define a routine to compute the

product of the matrix A and a given vector.

To compute k particular or wanted eigenvalues of a matrix A, IRAM starts

computing a length k Arnoldi factorization of A, which is then extended to an
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(m = k + p)-Arnoldi factorization after p > 1 more Arnoldi steps. Thus,

AVk = VkHk + fke
T
k is extended to AVm = VmHm + fmeT

m. (4.5)

This extension can be done using a slightly modified version of algorithm 3 that we

outline in algorithm 4 below:

Algorithm 4: Arnoldi Extension

INPUT: (A, Vk, Hk, fk) with AVk = VkHk + fke
T
k ,

OUTPUT: (A, Vm, Hm, fm) with AVm = VmHm + fmeT
m, and m > k

For j = k + 1, . . . , m do

(1) β = ‖f‖; if β = 0 then stop

(2) v = f/β ; V = [V, v];

(3) H ←




H

βeT
(j−1)



;

(4) w = Av;

(5) h = V T w;

(6) f = w − V h;

c = V T f;

f = f − V c;

h = h + c;

(7) H = [H, h];

End

where 6 is a step of Gram-Schmidt orthogonalization with the DGKS correction

already discussed. This mechanism maintains orthogonality to full working

precision.

After this extension, the IRAM iteration produces a Hessenberg matrix H+
m, which

is similar to Hm, by performing successive shifted QR iterations on Hm, using as

shifts the p eigenvalues of Hm farthest from the wanted eigenvalues or the so-called
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unwanted eigenvalues. Hence,

AVm = VmHm + fmeT
m is transformed to AV +

m = V +
m H+

m + f+
mqT

m, (4.6)

where qT
m = eT

mQ. The orthogonal matrix Q is the composition of the successive

similarity transformations in the shifted QR iterations.

One can show that the leading k − 1 components of qm are zero. Thus, discarding

the last p columns of the factorization in (4.6) results in a new k-step Arnoldi

factorization. This is the implicit restart mechanism.

AV +
m = V +

m H+
m + f+

mqT
m is reduced to AV +

k = V +
k H+

k + f+
k eT

k . (4.7)

The whole process, (4.5)− (4.7), is then repeated until convergence. For the sake of

clarity, we outline the IRAM iteration in the following algorithm, and then discuss

how to carry out this extension-compression process.

Algorithm 5: IRAM

INPUT: . a unit length initial vector, v1

. the number of eigenvalues to be computed, k

. the number of shifts to be applied, p

. a sorting criterion defining the "wanted" eigenvalues

. stopping criteria

OUTPUT: . (Vk, Hk) such that AVk = VkHk + fke
T
k and V T

k Vk = Ik

(1) Compute a k-step Arnoldi factorization: AVk = VkHk + fke
T
k

(2) Repeat until convergence

(2.1) Extend to an m-Arnoldi reduction: AVm = VmHm + fmeT
m

(2.2) Select p shifts µ1, µ2, · · · , µp

(2.3) Q = Im;

(2.4) For j = 1, 2, . . . , p

If µj is complex
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[Qj , Rj ] = qr[(Hm − <(µj)I)2 + =(µj)
2I]; 1

else (uj is real)

[Qj , Rj ] = qr(Hm − µjI);

Endif

Hm = QT
j HmQj ; Q = QQj;

End

(2.5) βk = Hm(k + 1, k); σk = Q(m, k);

(2.6) fk = vj+1βk + fmσk;

(2.7) Vk = VmQ(:, 1 : k); Hk = Hm(1 : k, 1 : k);

End

Step (1) uses algorithm 3 to compute a k-Arnoldi factorization, while step (2.1)

requires algorithm 4. The selection of shifts in (2.2) proceeds as follows:

Procedure 1: Shifts Selection

1. Compute σ(H) : Using for example the QR algorithm or any other eigensolver.

2. Select p unwanted eigenvalues, µj (j = 1, ..., p), from σ(H): Sorting σ(H)

according to some criterion, for example, the algebraically largest real part,

and then select the p eigenvalues with smallest real part as shifts (wh=“LR”);

or according to the largest modulus and select the p eigenvalues with the

smallest modulus as shifts (wh=“LM”).

After this selection, the iteration is prepared for the implicit restarting mechanism

using the shifted QR algorithm (steps (2.3)− (2.4)). To avoid complex arithmetic

one can implement an implicitly shifted QR iteration in which Q corresponds to a

single shift if uj is real, and to a double shift otherwise. In practice, this is done

using Givens rotations and a bulge chase mechanism. In a bulge chase mechanism if

1 If c = a + bi, then <(c) = a and =(c) = b.
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the shift is real and the first column of H − µI is

(H − µI)e1 =














h1,1 − µ

h2,1

0
...

0














,

then a Givens transformation G2,1 is constructed to introduce a zero in the position

(2, 1) of H − µI. After that, the resulting matrix H(1) = G2,1HG2,1 has a nonzero

element in the position (3, 1) which can be zeroed out by a second Givens

transformation introducing a nonzero in the position (4, 2). This procedure is

repeated until the “bulge” is chased off the end. The double shift case is treated in

a similar way, but instead of a 2× 2 a 3× 3 bulge is chased. Details of this

procedure and efficient implementation are given in Golub and Van Loan [43].

Each shifted QR step modifies the Arnoldi iteration in the following way:

AVk = VkHk + fke
T
k ≡ (A− µI)Vk − Vk(Hk − µI) = fke

T
k (4.8)

≡ (A− µI)Vk − VkQR = fke
T
k (4.9)

≡ (A− µI)(VkQ)− (VkQ)(RQ) = fke
T
k Q (4.10)

≡ A(VkQ)− (VkQ)(RQ + µI) = fke
T
k Q (4.11)

≡ AV +
k − V +

k H+
k = fke

T
k Q, (4.12)

where V +
k = VkQ and H+

k = RQ + µI.

Since Q is upper Hessenberg and R is upper triangular, the product RQ is

Hessenberg and therefore H+
k is upper Hessenberg. Then, by partitioning equation

(4.12), we have

A[V +
k v+

k+1] = [V +
k v+

k+1]




H+

k hk+1

β+
k+1e

T
k αk+1



 + fk+1[σk+1e
T
k γk+1],
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where σk+1 = eT
k+1Qek, γk+1 = eT

k+1Qek+1, and β+
k+1 = ‖fk‖. Finally, we get

AV +
k = V +

k H+
k + (β+

k+1v
+
k+1 + σk+1fk+1)e

T
k . (4.13)

Moreover, by defining f+
k = β+

k+1v
+
k+1 + σk+1fk+1 we can see that equation (4.13) is a

new k-Arnoldi factorization.

AV +
k = V +

k H+
k + f+

k eT
k .

Using exact shifts in this implicit restart mechanism is equivalent to restarting the

iteration from the beginning after updating v1 with a linear combination of Ritz

vectors associated with the desired eigenvalues.

In summary, IRAM performs three main steps: (1) to inflate a k-Arnoldi

factorization to an m-Arnoldi factorization, (2) to reorder an m-Arnoldi

factorization in such a way that the desired eigenvalues appear in the leading

sub-matrix of Hm, and (3) to deflate an m-Arnoldi factorization and get a k-Arnoldi

factorization. Steps (2) and (3) correspond to the implicit restart mechanism.

Figure 4.1 illustrates the procedure.



66

Figure 4.1: (a) A k-Arnoldi factorization. (b) Extension from a k to an m-Arnoldi
factorization. (c) Implicitly shifted QR orders eigenvalues of Hm. (d) New k-Arnoldi
factorization (figure adapted from Sorensen [102]).
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IRAM is a single vector eigensolver because it requires an initial vector v1 to start

the iteration, while an eigensolver that requires a set of vectors V1 = [v1, v2, ..., vb] to

start the iteration is called a block eigensolver. Generally, block eigensolvers are

extensions of single vector eigensolvers. In particular, the block eigensolver

developed in this thesis is an extension of IRAM designed specifically to be used in

continuation processes. This eigensolver will be described in the next section.

4.4 Block Implicitly Restarted Arnoldi

This section presents an introduction to block or subspace methods to compute a

small number of eigenvalues of a real matrix A. Then it describes the block

implicitly restarted Arnoldi method used in the new continuation approach.

We recall that an eigenvalue is said to be multiple if it appears in the spectrum

more than once. The number of times an eigenvalue is in the spectrum is its

algebraic multiplicity, while the dimension of the subspace generated by the

corresponding eigenvector(s) is its geometric multiplicity.

When an eigenvalue of interest has geometric multiplicity greater than one, block

methods are preferred because the eigenspace for this eigenvalue is represented by

more than one vector. In practice, single vector eigensolvers often converge to the

multiple eigenvalue of interest. However, block eigensolvers are more reliable in the

computation of multiple or clustered eigenvalues. See, for example, the works of

Sadkane [92], Scott [94] and Lehoucq and Scott [62].

Frequently, the performance of single vector eigensolvers, applied to small or

medium size matrices, is superior to the performance of block eigensolvers.

However, for very large matrices the cost of computing several matrix-vector

products simultaneously is comparable to the computation of one matrix-vector
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product. Taking into account the memory references of both approaches, if the

matrix must be retrieved from disk each time a matrix-vector product is performed,

then a block method may have considerable advantages. In particular, block

methods enable the use of level-3 BLAS (Basic Linear Algebra Subprograms), which

usually results in increased performance on high performance computer

architectures. Their ability to exploit higher-level computations, such as

matrix-matrix products and block solvers, leads to a reduction in access to memory

and, as a result, faster execution speed. I/O costs are decreased approximately by a

factor of the block size. See, for instance, the work of Golub and Underwood [42],

Sadkane [92], and more recently Im [47].

Block eigensolvers construct the subspace V starting with a set of b linearly

independent vectors, {vi}b1. The subspace or simultaneous iteration method is the

simplest block method known. It is an extension of the power method, which

computes the eigenvalue of largest magnitude. Some authors have successfully used

this method to solve engineering problems; see for example, the work of Duff and

Scott [38] and Stewart and Jennings [104, 105]. However, practical experience

presented by Saad [86] and Lehoucq [60] indicate that Arnoldi-based methods can

be more effective than subspace iteration in computing the outermost part of the

spectrum in general cases.

Consequently, the block eigensolver that we use in the new continuation approach is

an Arnoldi-based eigensolver constructed as a particular extension of IRAM.

Definition 14 Let A be a real matrix of order n, and b > 0 be the block size. We

say that

AV[m] = V[m]H[m] + FmET
m (4.14)

is a block Arnoldi factorization of length m if

(1) V T
[m]AV[m] = H[m] is a band upper Hessenberg matrix of order m · b,
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(2) V T
[m]V[m] = Im·b, and

(3) V T
[m]Fm = 0,

where V[m] = [V1, V2, ..., Vm] is an orthogonal basis for the block Krylov subspace

Km(AV1) = Span{V1, AV1, A
2V1, ..., A

m−1V1}.

and

ET
m = [Zb, Zb, ..., Zb

︸ ︷︷ ︸

m−1

, Ib]

is a b× (m · b) matrix where Zb represents the zero matrix of order b, while Ib

denotes the corresponding identity matrix.

If Fm has full rank and the diagonal elements of H[m+1,m] are positive, then an

extension of the Implicit Q Theorem (see theorem 1) implies that Fm is uniquely

determined by the first block of V[m].

Since BLIRAM is a block extension of IRAM, we begin its description by outlining

the basic steps to extend a block-Arnoldi factorization from k-blocks to m-blocks in

the following algorithm:

Algorithm 6: Block Arnoldi Extension

INPUT: (A, V[k], H[k], Fk) with AV[k] = V[k]H[k] + FkE
T
[k]

OUTPUT: (A, V[m], H[m], Fm) with AV[m] = V[m]H[m] + FmET
[m]

For i = k + 1, . . . , m

(1) [Vi+1, R] = QR(Fi); % QR factorization of current residual

(2) V[i+1] = [V[i] Vi+1];

(3) H[i+1] = [H[i]; RET
i ];

(4) W = AT Vi+1;

(5) H1 = V T Wi+1;

(6) Fi+1 = W − V H1;

C = V T F;
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Fi+1 = Fi+1 − V C;

H1 = H1 + C;

(1.7) H[i+1] = [H[i] H1];

End

Algorithm 6 is a straightforward block version of the classical Arnoldi extension

outlined in algorithm 4. It is used in BLIRAM to inflate a 1-block Arnoldi

factorization to an m-block factorization in each iteration.

In 1996, Lehoucq and Maschhoff [61] presented the first block extension of IRAM.

However, to retain the block Hessenberg structure of the matrix H[m], they used a

block version of the shifted QR algorithm, making the application of shifts a

complicated procedure in which not all of the p unwanted eigenvalues of H are

applied as shifts. Due to this limitation, the shifts must be chosen with an

additional criterion. The implementation proposed in this thesis uses the standard

shifted QR algorithm with exact shifts as proposed by Sorensen in IRAM [101];

hence, all unwanted eigenvalues of H[m] are used as shifts. As a result, the implicit

restart mechanism is preserved in its simple form.

As mentioned, BLIRAM is an extension of IRAM that produces a 1-block Arnoldi

factorization. The number of eigenvalues wanted defines the block size b. In other

words, BLIRAM also has three primary steps: (1) to inflate a 1-block Arnoldi

factorization to an m-block Arnoldi factorization, (2) to reorder an m-block Arnoldi

factorization such that the wanted eigenvalues appear in the leading b× b

sub-matrix of H[m], and (3) to deflate an m-block Arnoldi factorization and get a

1-block Arnoldi factorization again. The deflation in (2) is exactly as in IRAM; it

applies (m− 1)× b shifted QR iterations to the block Hessenberg matrix H[m], with

the shifts selected from the unwanted eigenvalues of the spectrum of H[m]. Again,

steps (1)-(3) are repeated until convergence.
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Algorithm 7 is an outline of BLIRAM, where V1 is any n× b matrix with b

orthogonal columns, b is the block-size, k is the number of wanted eigenvalues, and

wh specifies the desired eigenvalues; specifically wh ∈ {LM, SM, LR, SR}, where

LM and SM denote the largest and the smallest eigenvalues, and LR and SR

denote the largest and the smallest real part. Other values for wh are also possible,

and the selection of the shifts follows the same procedure outlined in algorithm 5.

Algorithm 7: BLIRAM

INPUT: (A, V1, k, wh)

OUTPUT: (V[1], H[1]) such that AV[1] ≈ V[1]H[1] and V T
[1]V[1] = Ib

(1) Construct the first 1-Block Arnoldi Factorization.

[V, R] = qr(F );

F = AV ;

H = V T F;

F = F − V H;

C = V T F;

F = F − V C;

H = H + C;

(2) For i = 1, 2, ..., until convergence

(2.1) Block Arnoldi extension from 1 to m using algorithm 6:

Extend AV[1] = V[1]H[1] + F[1]E
T
[1] to AV[m] = V[m]H[m] + FmET

m.

(2.2) Check for convergence. If b eigenvalues have converged, Stop.

(2.3) Implicit Restart with p = m · b− b exact shifts.

(2.4) Retain a length 1 block Arnoldi reduction:

AV[1] = V[1]H[1] + F[1]E
T
[1]

End

Step 1 is a straightforward extension of the Gram-Schmidt process with DGKS

correction discussed in the previous section. The following gives some details about
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the implementation of this algorithm.

• The p shifts are selected from the unwanted part of the spectrum of H[m], in

the same way as is done in IRAM. Since H[m] is a matrix of order m · b, the

application of p = (m− 1) · b exact shifts is required. As a result, a matrix H

of order b or b− 1 may be obtained after the implicit restart.

• The block size must be greater than or equal to the number of wanted

eigenvalues, k. However, practical experience indicates that choosing a block

size slighter bigger than k can result in faster convergence. In this

implementation we use a fixed block size, but a variable block could equally be

used. Using a variable block size has some advantages, as for example, we can

reduce the block size every time an eigenvalue has converged; or increase it, if

the block size is smaller than the multiplicity of the eigenvalue sought.

• Extending the result explained in section 4.2 to check convergence of

single-vector Arnoldi, if (y, θ) is an eigenpair of H[m], then the following

relation holds:

‖AV[m]y − θV[m]y‖ = ‖F‖‖ET
[m]y‖ = ‖Hm+1,m‖‖ET

[m]y‖.

Thus, we just need to compute ‖Hm+1,m‖‖ET
[m]y‖ and check whether or not

this quantity satisfies a user-defined tolerance. If it does, then θ is locked as

an approximated eigenvalue. The iteration stops when the number of

eigenvalues locked is greater than or equal to k.

With respect to general bounds to analyze convergence of the block Arnoldi method

to an invariant subspace, it is worth mentioning the work of Simoncini [99] and

Robbé and Sadkane [81]. They use matrix polynomials to generalize some existent

bounds.
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In chapter 6 experimental behavior of BLIRAM is presented, as well as a

comparison with other eigensolvers, including IRAM. The next chapter offers a

detailed explanation of the use of BLIRAM in a continuation framework.



Chapter 5

BLIRAM and Path Following

5.1 Introduction

Including an eigensolver in a continuation method enables both stability analysis

and bifurcation analysis. Moreover, in some cases these two goals can be achieved

simultaneously. This chapter contains a detailed description of the combination of

BLIRAM and a predictor-corrector continuation method.

As was discussed in the previous chapter, BLIRAM is a block eigenvalue solver

based on the implicitly restarted Arnoldi method and specifically designed for

continuation algorithms. Thus, by embedding BLIRAM in a continuation method

we will be able not only to study the stability of the current solution and to detect

special points, but also to propagate a basis for the desired invariant subspace. A

summary of the usefulness of this basis is in order:

1. It is used as starting matrix for the next BLIRAM iteration.

2. It is used to determine the kind of bifurcation that occurs.

74
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3. It is used to produce a good initial guess for the computation of turning,

bifurcation and Hopf points.

The output of BLIRAM is a 1-block factorization closely related to the basis of

wanted eigenvectors for the next point in the continuation. Thus, we can expect this

basis be a good starting matrix for the next BLIRAM iteration. This is the main

reason preference is given to a block eigensolver instead of to a single vector one.

5.1.1 Detecting and Computing Singular Points

Let (x0, α0) be a solution of G(x, α) = 0. If the matrix of partial derivatives,

Gx(x0, α0), is singular, then (x0, α0) is called a singular point. Turning and

bifurcation points are examples of singular points. In bifurcation diagrams a turning

point identifies a solution that turns back in the direction of α, while a bifurcation

point represents the intersection of two branches. When Gx(x0, α0) is singular and

Gα(x0, α0) is not in the range space of Gx, the solution (x0, α0) is a turning point;

otherwise it is a bifurcation point.

Traditional direct approaches detect turning points by checking a test function, such

as the determinant of Gx, which vanishes at these points. Thus, if the test function

changes signs between two consecutive continuation steps, then a singular point is

detected. It is worth mentioning that computation of determinants is not a

numerically stable procedure; thus, a test function based on condition number of Gx

should be considered instead.

The approach proposed in this thesis to detect singular points is numerically stable

because it is based on the computation of some eigenvalues using an Arnoldi

method. To detect turning and bifurcation points, it is enough to check whether Gx

has an eigenvalue close to zero.
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To compute a turning point, we solve the following extended system:

F (x, α) =








G(x, α)

Gx(x, α)q

cT q








= 0, (5.1)

where q is the right eigenvector associated to the zero eigenvalue of Gx, and c is any

fixed vector not orthogonal to q.

Turning points can also be predicted when the direction of the followed branch

changes, i.e, when α stops decreasing or increasing (depending on the current

orientation). This approach is inexpensive and very easy to implement. Other

approaches, called indirect methods, are also inexpensive and reliable for the

computation of turning points. For a review of indirect methods see Seydel’s book

[96].

In general, the computation of turning points using system (5.1) could be a difficult

task if an approximation of the eigenvector q is not readily available. One of the

advantages of using an eigensolver to detect singular points is that good

approximations of q are always available.

On the other hand, the detection and computation of bifurcation or branching

points is more complicated. At bifurcation points Gx is singular and the right null

space of [Gx|Gα] is expanded by two vectors since Gα is not in the range of Gx. This

fact provides a way to distinguish between turning and bifurcation when Gx is

singular. For instance, some current approaches detect a bifurcation point by

checking the singularity of the matrix



Gx Gα

tT1x t1α



 , (5.2)

where t1 =




t1x

t1α



 is the current tangent vector. The matrix in (5.2) is singular at
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bifurcation points because there are two independent tangent vectors, one for each

of the intersecting branches.

The computation of bifurcation points requires the solution of the following system:

F (z, p, γ) =








G(z) + γp

pT Gz(z)

pT p− 1








= 0, (5.3)

where p is a left null vector of Gz and γ is an artificial parameter which vanishes at

the branching point.

Left and right approximate eigenvectors are easily computable when a complete

Arnoldi factorization of A is available, i.e., A = V HV T with V square and unitary.

For example, let y and z be right and left eigenvectors of H corresponding to the

eigenvalue µ, then

Hy = µy and HT z = zµ̄ (5.4)

⇒ AV y = µV y and AT V z = V zµ̄, (5.5)

which means that V y and V z are right and left eigenvectors of A with respect to

the eigenvalue µ. Thus, the computation of approximate eigenvectors to be used in

systems (5.1) and (5.3) reduces to solving small Hessenberg systems of the form

(H − µI)x = 0 or (HT − µI)x = 0.

5.1.2 Computing Hopf points

In addition to singular points, another point of interest is the Hopf bifurcation

point. A Hopf bifurcation takes place if a complex conjugate pair of eigenvalues λi

of Gx crosses the imaginary axis at nonzero speed, i.e., if for some α0 we have

<(λi(α0)) = 0 , =(λi(α0)) 6= 0 and <̇(λi(α0)) 6= 0.
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where <̇(λi(α0)) = d
dλ0
<(λi(α0)).

Hence, Gx is nonsingular, and the branch of stationary solutions can be

parameterized locally by α. This branch does not bifurcate, but a branch of periodic

orbits is born.

To detect Hopf points, the real part of a small set of eigenvalues of Gx close to the

imaginary axis is monitored at each continuation step. When the real part of a

complex eigenvalue is sufficiently close to zero, a Hopf bifurcation may be predicted.

After that, the computation of the Hopf point can be done by solving the following

extended system of 3n + 2 equations:

F (x, α, q1, q2, w) =














G(x, α)

Gx(x, α)q1 + wq2

Gx(x, α)q2 − wq1

cT
1 q1 + cT

2 q2 − 1

−cT
2 q1 + cT

1 q2














= 0, (5.6)

where q = q1 + iq2 is the right eigenvector of Gx corresponding to a pure imaginary

eigenvalue iw.

There is no doubt of the usefulness of an eigensolver in the detection and

computation of special points during the continuation. In the next chapter, we

describe how the use of BLIRAM at the predictor step of a continuation algorithm

allows us to study stability at each point in the continuation and to detect and

compute special points.

5.2 Predictor-Corrector with BLIRAM

This section presents a detailed description of the new approach. We discuss how to

embed BLIRAM in a predictor-corrector method and how to do bifurcation and

--
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stability analysis during the continuation of solutions of the nonlinear system

G(x, α) = 0.

Assuming that an initial solution (x0, α0) is known, the following algorithm

enumerates the steps of a pseudoarclength continuation to follow regular points:

Algorithm 8 Arclength Continuation

INPUT: (x0, α0), ∆s, nsteps

OUTPUT: {x1, ...., xnsteps}
(1) J = Gx(x0, α0); L = Gα(x0, α0); % evaluate derivatives at x0

(2) Solve Jdx = −L; dα = 1/
√

1 + ‖dx‖2; % compute initial tangent

(3) t0x = dxdα; t0α = ±dα;

For i = 1, 2, ...,nsteps do % Path following

% Predictor step

(4) Solve:




J L

t0x t0α








t1x

t1α



 =




0

1



;

(5) x0
1 = xi−1 + ∆s

‖t1‖ t1x;

(6) α0
1 = αi−1 + ∆s

‖t1‖t1α;

% Corrector step

(7) For j = 0, 1, 2..., until convergence do % Compute next xi

Solve Gx(x
j
i , α

j
i )∆x = −G(xj

i , α
j
i );

xj+1
i = xj

1 + ∆xx ; αj+1
i = αj

i + ∆xα; % ∆x = [∆xx, ∆xα]

End

% Prepare next step

(8) Adapt step-size ∆s;

(9) t0 = t1 ; J = Gx(x0) ; L = Gα(x0);

End

The first steps of this algorithm compute initial quantities required for starting the

continuation. They are:
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1. the Jacobian: J = Gx(x0, α0),

2. the vector of derivatives with respect to α: L = Gα(x0, α0), and

3. the tangent vector: t0 = [t0x, t0α],

all of them evaluated at the initial point.

After these initial computations, a predictor-corrector based on pseudoarclength

takes place. We recall that in this approach the parameter is the arclength s and,

therefore, we are solving the nonlinear system

G(x(s), α(s), s) = 0. (5.7)

Hence, as was discussed in chapter 2, taking the derivative of (5.7) with respect to

s, we have

[Gx, Gα]t = 0, (5.8)

which allows us to compute the tangent vector t = [∂x
∂s

; dα
ds

] = [tx ; tα] up to a

scalar factor. Additionally, to preserve the orientation, we impose the condition

tT0 t1 = 1 between two consecutive points: (x0, α0) and (x1, α1). Thus, given a

solution (x0, α0) with tangent vector t0, the new tangent vector t1 should satisfy



J L

t0x t0α








t1x

t1α



 =




0

1



 , (5.9)

which is the system that appears at the predictor step of algorithm 8. Here,

J = Gx(x0, α0), L = Gα(x0, α0), t0 = [t0x ; t0α], and t1 = [t1x ; t1α].

Because of its structure, system (5.9) is called a bordered system. Efficient linear

solvers exist that take advantage of this structure to reduce the cost of the

computations; see for example, [23], [36]. Indeed, if an LU decomposition of J is

available it can be used to solve the previous system, since in general,

A = LU ⇒




A b

cT β



 =




L 0

dT 1








U a

0 ρ



 ,



81

where UT d = c, La = b, and ρ = β − dT a.

If an LU factorization of J is not available, we can still solve the system (5.9) in an

efficient manner. The first equation of (5.9) is equivalent to

J
t1x

t1α

= −L ≡ Jz = −L, where z =
t1x

t1α

(5.10)

while the second equation can be written as

tT0xz + t0α =
1

t1α

. (5.11)

Notice that if we are assuming x1 is a regular point, then t1α 6= 0; otherwise J would

be singular and x0 would be a critical point. Treatment of critical points is done in

a different way by solving an extended system as explained in the previous section.

Thus, (5.10) is well defined and after computing z, we can substitute it in (5.11) in

order to compute t1α as

t1α =
1

tT0xz + t0α

.

After that, we get t1x by a direct computation:

z =
t1x

t1α

⇒ t1x = t1αz.

The linear equation (5.10) is the basis for introducing BLIRAM in the continuation

method, since given a 1-block Arnoldi factorization of J , as discussed in section 3 of

this chapter, we can consider

JV[1] ≈ V[1]H[1] (5.12)

and substitute this approximation into (5.10):

JV[1]y = −L, V[1]y = z

≈ V[1]H[1]y = −L

≡ H[1]y = −V T
[1]L. (5.13)
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Hence, after solving the system (5.13), approximate solutions to (5.10) and (5.11)

can be found, and consequently a predictor [x0
1 ; α0

1]. This procedure is valid only if

the vector y is in the range space of V[1]. In practice, if y /∈ range(V[1]), then the

computation of z may fail, and as a result, a poor predictor may be generated.

Previous ideas can be condensed in a new predictor step, which is outlined in the

following algorithm:

Algorithm 9 Predictor with BLIRAM

(1) Compute k specified eigenvalues of J; % BLIRAM

(2) Study stability at the current point; % Stability Analysis

(3) Check for special points; % Bifurcation Analysis

(4) Compute a predictor

Solve H[1]y = −V T
[1]L;

z = V[1]y;

t1α = 1
zT t0x+t0α

; t1x = t1αz; % New tangent

x0
1 = xi−1 + ∆s

‖t1‖ t1x; % Predictor

α0
1 = αi−1 + ∆s

‖t1‖ t1α;

end

Thus, we propose a new arclength continuation method where the predictor step is

given by algorithm 9. In the remainder of this section, we discuss every step of this

algorithm.

Computing k specified eigenvalues: In this step we use BLIRAM, setting

k ≥ 2 in order to follow the invariant subspace of a real or complex eigenvalue that

could cross the imaginary axis. The option of following the rightmost eigenvalues

(wh = LR) is useful in stability analysis. In addition, if the initial point is stable

this option allows us to detect Hopf points and also singular points. On the other

hand, for the detection of critical points we can chose to follow the eigenvalues of

the smallest modulus (wh = SM). However, in this case, information for stability
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analysis may be missed.

We can also use a transformation of the original problem, in order to follow the

eigenvalues of the largest modulus (wh = LM), which are easier to compute because

eigensolvers usually favor them. The feasibility of the later option depends on

computational costs of the transformation. Two possibilities are: Cayley transforms

and shift-and-invert transformations.

In our implementation the parameters k and wh are set before the start of the

continuation, and are fixed during the continuation. However, an adaptation of k is

not discarded.

Finally, for the computation of the first point in the continuation, the initial matrix

V1 is chosen randomly, and then modified after each pseudoarclength iteration with

V[1], which is the current basis of Arnoldi vectors.

Study stability at current point: In its output, BLIRAM also provides the k

Ritz values or eigenvalues of H[1] which approximate the k eigenvalues of A of the

largest real part. Thus, if the real part of these eigenvalues is negative, then the

current solution is considered stable; otherwise, if there exists at least one

eigenvalue with positive real part, then the current solution is predicted unstable. If

one of the eigenvalues is zero and the rest of the eigenvalues have negative real part,

the point is considered stable but not asymptotically stable; in this case, a

bifurcation analysis follows.

Check for special points: This step is designed for bifurcation analysis.

Particularly, our implementation considers in this step the presence of critical and

Hopf points. Thus, given the output of BLIRAM, we check how close the Ritz

values µ1, ..., µk, are to the imaginary axis.



84

If for some i = 1, ..., k, µi is real and |µi| < tol (where tol is a specified tolerance),

then a critical or singular point is predicted. On the other hand, if µi is complex

and |<(µi)| < tol, then a Hopf point is predicted. In both cases we execute the

following procedure:

Procedure 2 Bifurcation Analysis

1. If the eigenvalue is complex, then solve the extended system

(5.6) for a Hopf bifurcation using the current eigensystem

information.

2. If the eigenvalue is real, there is a critical point close by,

which may be either a turning point or a bifurcation point.

Therefore, compute the left null space of [J L]. If the

dimension of this null space is one, then the critical point may

be a turning point, otherwise, it may be a bifurcation point.

3. For turning points, solve the system (5.1) in order to get an

accurate approximation of this point.

4. For bifurcation points, compute right null vectors of [J L], and

then get an approximation to the bifurcation point by solving the

system (5.3). Finally, for branching purposes, solve ABE

equation (2.17) in order to obtain the tangent vector to the new

branch.

Compute a predictor: As was explained previously, we use the approximate

Arnoldi factorization JV[1] ≈ V[1]H[1] given by BLIRAM to solve the system (5.13),

and subsequently compute a predictor for the new point in the continuation.

Some conclusive comments about this new approach are in order:
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• It is important to emphasize that since the block eigensolver requires an initial

matrix V1, after a continuation step, V1 is set with the value of the Arnoldi

basis V[1] found by BLIRAM in the previous step, propagating in this way the

basis.

• Under the Implicit Function Theorem assumptions, if x0 is sufficiently close to

x1, then the current basis of eigenvectors, V[1], should be a good estimate for

the next one. Therefore BLIRAM should converge in few iterations.

• Solving the linear system (5.13) instead of (5.10) has several advantages.

First, we solve a smaller system. Second, we can get information about

stability of x0 by computing the eigenvalues of the small matrix H[1]; and

third, we propagate eigensystem information. These features allow us to

predict a critical point when an eigenvalue of J is close to the imaginary axis.

• Because we are using the approximation (5.12) to get d, a poor approximation

of the tangent vector t1 may be expected, and consequently the predictor may

be very far from the predictor we would obtain by solving (5.10). Practical

experience shows that the computed predictor is in the neighborhood of

convergence of the nonlinear solver most of the time. However, a few

iterations of GMRES are recommended to guarantee the convergence of

Newton’s method to the next continuation point.

To implement the new approach, only the modification of the predictor step in

algorithm 8 is required. This modification consists of substituting the predictor step

by the steps outlined in algorithm 9. In the next section we present some notes

concerning the implementation of the new continuation approach.
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5.3 Implementation issues

To start the continuation process, we need an initial point, a tangent vector and a

starting step-size. We also need to choose the orientation of the branch, i.e., the

direction we want to follow along the path of solutions. Additionally, we must

decide which eigenvalues to follow, and how many of them. This section discusses

these issues and some points of interest in the implementation of the new predictor

algorithm outlined in algorithm 9.

Computing an initial solution: Usually, the existence of an initial steady state

to start the continuation is assumed. However, finding this solution can be the

hardest part of the entire process. Sometimes the problem has a trivial solution for

a particular value of the parameter. If a good estimate is available, a Newton

iteration or any other nonlinear solver can be use to improve it. In more

complicated cases, a homotopy method is used.

The idea behind a homotopy method is to solve a set of easier problems such that

the solutions of these converge to the solution of the original problem; for example,

we can iteratively solve a set of problems

F δ = δG(x) + (1− δ)Ĝ(x) = 0, (5.14)

varying δ from 0 to 1 and using the solution of each equation as an initial guess for

the next. Ĝ(x) can be any function that makes 5.14 an easy problem initially; for

example, Ĝ(x) = x− d, where d is an arbitrary vector, is a reasonable choice.

Computing an initial tangent: An initial tangent vector can be found by solving



Gx Gα

cT d








tx

tα



 =




0

1



 , (5.15)

where c ∈ Rn and d ∈ R are chosen such that the matrix in (5.15) is nonsingular. In

algorithm 8, c = t1x and d = t1α, and the orientation of the branch is decided when
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computing this initial tangent.

Controlling the step size: Since the cost of the whole continuation process

depends on the average step length, algorithms to control the step are specifically

designed for particular applications. Step lengths too small result in too many steps

along uninteresting parts of the branch, which is not efficient. On the other hand,

very large steps can result in slow convergence of the nonlinear solver, or

convergence to another branch, or no convergence at all.

In practice, an intermediate step length related to an optimal number of corrector

iterations nopt is adjusted in each continuation step. Thus, if nj is the number of

iterations required in the previous step, then the step-size is reduced when

nj > nopt, and it is increased when nj < nopt. The step-size is adjusted by

multiplying the previous step-size by the factor nopt

nj
, so that

∆s = ∆s× nopt

nj
.

We also fix bounds to avoid very large or very short steps.

In general this is a complicated issue, which has been studied intensively. For a

discussion to this subject, see the book by Seydel [96] and the references therein.

Solving the initial eigenvalue problem: Before computing the first point in

the continuation, we need to know which eigenvalues and how many to follow; i.e.,

we need to choose values for wh and b to start a BLIRAM iteration. For this

discussion, we will assume that a stable initial point (x0, α0) is given.

Computation of the first eigenvalues can be done with IRAM or any other

eigensolver, including BLIRAM. Eigenvalues of J(x0, α0), with absolute real part

less than or equal to a small given number ε are considered dangerous, whether they

are real or complex, because they may cause a loss of stability as the parameter

changes. Here, one should consider the size of J in some sense, in order to avoid an
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incorrect prediction of the important eigenvalues. Thus, an eigenvalue λ is

considered dangerous if |λ| < ε‖J‖F . Although k depends on the application, it

should be sufficiently large to catch the most dangerous eigenvalues. Thus, we can

try several values of k in order to get this information. After this computation, the

block size b should be set greater or equal to the number of dangerous eigenvalues.

Eigenvalue solver: The basic idea of the continuation model proposed is to

modify the predictor step to include an approximate Arnoldi factorization

JVk ≈ VkHk of the Jacobian matrix. Consequently, IRAM or any Arnoldi-based

eigensolver, even an eigensolver with a different factorization, could be considered.

As mentioned before, the inconvenience of using IRAM or any other single vector

eigensolver in the first step of algorithm 9 is that for the next point in the

continuation these eigensolvers require an initial vector v1; thus, the information in

Vk is lost. However, we can still use IRAM in algorithm 9, and take for example, v1

as the first column of Vk or as a linear combination of the columns in Vk.

Other block eigensolvers can also be used. In particular, subspace iteration provides

a Schur form of J , T = ZT JZ. Thus, the approximation in (5.12) can be

substituted by JZ ≈ ZT . A possible drawback is that subspace iteration favors

eigenvalues of the largest modulus, which are not interesting in bifurcation analysis.

This problem is overcome with a transformation of the original eigenvalue problem,

as proposed by Meerbergen and Roose [67].

Generalized eigenvalue problem (GEP): Sometimes stability is analyzed by

solving a generalized eigenvalue problem of the form Jx = λMx instead of the

standard problem, Jx = λx. Thus, by using a shift-and-invert technique, we solve

the equivalent problem:

Ĵx = µx,

where Ĵ = (J − σM)−1M and µ = 1
λ−σ

. In this case, Arnoldi-based methods applied--
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to the matrix Ĵ produce the following factorization:

ĴVk = VkHk + fke
T
k ≡ [(J − σM)−1M ]Vk = VkHk + fke

T
k . (5.16)

Since this technique favors eigenvalues closer to the shift σ, to follow particular

eigenvalues the shift must be chosen carefully. For example, to follow eigenvalues

close to zero the shift σ must be chosen close to zero. Choosing the shift equal to

zero leads to the following Arnoldi factorization:

J−1MVk = VkHk + fke
T
k .

Then, if the residual ‖fke
T
k ‖ is sufficiently small, we can consider the approximation

J−1MVk ≈ VkHk ⇒ MVk ≈ JVkHk. (5.17)

However, the computation of a predictor in algorithm 9 requires the solution of the

system Jz = −L, which involves only the matrix J . Suppose then, that there exists

a vector w which solves

MVkV
T
k w = −L. (5.18)

Then, substituting this expression in (5.17), we have

−L = MVkV
T
k w ≈ JVkHkV

T
k w.

Thus, z ≈ VkHkV
T
k w.

Notice that in general VkV
T
k 6= I. Also, we need to solve the linear system (5.18),

which is as large as the original system Jz = −L; i.e., the size of the linear system is

no longer an advantage in this case. However, we can still study stability and follow

the eigenvalues of interest as long as the system (5.18) has a solution, which is the

case when M is nonsingular.
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When M is singular, we choose σ 6= 0. In this case,

Jd = −L

≡ 1

σ
Jz = −1

σ
L

≡ [M +
1

σ
(J − σM)]z = −1

σ
L

≡ [(J − σM)−1M +
1

σ
I]z = −1

σ
(J − σM)−1L

≈ V T
k [Ĵ +

1

σ
I]Vky = −1

σ
V T

k (J − σM)−1L, z = Vky

≡ [Hk +
1

σ
I]y = w, w = −1

σ
V T

k (J − σM)−1L.

Hence, after solving the generalized eigenvalue problem, we compute a predictor

using the following procedure:

Procedure 3 Generalized Solver

1. Compute the Arnoldi factorization in (5.16);

2. Solve (J − σM)z = −L;

3. w = 1
σ
V T

k z;

4. Solve (Hk + 1
σ
I)y = w;

5. d = Vky;

Notice that in step 4, a system of order k is solved, while in step 2 the solution of a

system of order n is required. However, to solve the generalized eigenvalue problem

a routine to compute Ĵv for a given vector v should be provided. In this case,

Ĵv = (J − σM)−1Mv = w

≡ (J − σM)w = Mv

≡ (J − σM)w = b, b = Mv. (5.19)
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Thus, a linear solver with (J − σM) as coefficient matrix must be provided, and we

can use the same routine to solve the system in step 2.

The previous step should be considered in algorithm 9 if stability of steady states is

defined by a generalized eigenvalue problem.

Taking into account all these ideas, we implemented a predictor-corrector algorithm

and tested it on several problems from the literature. We also modified the predictor

of an existent continuation code that is used to follow steady state solutions for

coating problems. The next chapter describes these experiments and results.



Chapter 6

Numerical Results

This chapter presents computational results obtained using BLIRAM. We analyze

the behavior of BLIRAM when solving eigenvalue problems arising in different

areas. We also present the performance of a predictor-corrector method when

BLIRAM is embedded in its predictor step. In addition, the effectiveness of the new

approach in the detection and computation of turning points, as well as in stability

analysis, is demonstrated in the simulation of coating flows.

The block implicitly restarted Arnoldi method, BLIRAM, that we develop in this

dissertation was first implemented in Matlab, and then a Fortran version was

embedded in an arclength continuation code for following solutions of coating flow

problems. In the next section we present the first set of experiments, which were

designed to compare BLIRAM with other eigensolvers. Then, in section 6.2, we

present predictor-corrector approaches with BLIRAM.

92
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6.1 BLIRAM as eigensolver

Though the main use of BLIRAM is to serve as a special eigensolver in continuation

methods, we want to analyze how it behaves when used as an eigensolver.

Specifically we first compare BLIRAM to ARPACK using the MATLAB command

eigs. Then, for symmetric matrices, we also include in the comparison the

implicitly restarted block Lanczos method, IRBL, designed by Baglama et al. [7].

All tests were performed on a notebook Toshiba, with a Pentium4 2.8 GHz

processor, 512 MB memory, using Matlab 6.5.

We analyze accuracy by comparing the computed solution to a close estimate of the

exact solution, which is computed using the Matlab function eig. CPU time, and

number of iterations required to reduce the residual ‖AV Y (:, 1 : k)− V HY (:, 1 : k)‖
to a tolerance of 10−12 are also analyzed. To compute an estimate of this residual,

we recall that

AVm = VmHm + FET
m ⇒ ‖AVmY − VmHmY ‖ = ‖F‖‖ET

mY ‖.

Thus, for an eigenpair (θ, y) of H , we have

‖Ax− θx‖ ≤ ‖F‖‖ET
my‖,

where x = Vmy is the corresponding Ritz vector. Therefore, the quantity ‖F‖‖ET
my‖,

called a Ritz estimate, gives us an inexpensive estimate of the norm of the residual.

IRAM, BLIRAM and IRBL use this Ritz estimate to check convergence.

method k m b wh max.iter tolerance

IRAM 4 24 N/A LR 200 10−12

BLIRAM 4 4 6 LR 50 10−12

Table 6.1: Parameter settings for Test 1. N/A : Not available.
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Test 1: In this test we use random matrices with entries normally distributed. The

order of these matrices varies from n = 100 to n = 2000. The purpose of this

experiment is to analyze the behavior of ARPACK (IRAM) and BLIRAM when the

size of the problem increases. A list of the initial settings for both methods is given

in table 6.1. Here k is the number of eigenvalues sought, m is the number of Arnoldi

steps per iteration, b is the block size, and wh is the desired part of the spectrum.

In this test we seek the four eigenvalues of the largest real part.

Figure 6.1: BLIRAM versus ARPACK (IRAM) on random problems of different
sizes.

Results (Test 1): Figure 6.1 shows error, CPU time, and number of iterations

versus size of the problem. For these random matrices, BLIRAM is competitive

with ARPACK with respect to CPU time as the size of the problem increases.

However, in almost all cases, ARPACK gives better precision in the solution. We

also notice that ARPACK iterations are less expensive than BLIRAM iterations.
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Test 2: In this test we want to illustrate the behavior of IRAM and BLIRAM in

problems with multiple eigenvalues. Again, the order of the matrices varies from 100

to 2000, and they have the form:

A =




D 0

0 M



 ,

where M is a tridiagonal matrix with normally distributed random entries, and D is

a defective matrix of the form

D =











λ 0 1 1

0 λ 0 1

0 0 λ 0

0 0 0 λ











.

Thus, A is defective and derogatory. A definition of these two concepts was given in

chapter 4.

If θ is the eigenvalue of M with the largest magnitude, then λ = |θ|+ 2. Thus, λ is

the eigenvalue of A largest in magnitude, and its algebraic multiplicity is 4. Table

6.2 shows the parameters used for this test.

method k m b wh max.iter tolerance

IRAM 4 36 N/A LM 100 10−12

BLRAM 4 6 6 LM 50 10−12

Table 6.2: Parameter settings for Test 2.

Results (Test 2): As is shown in figure 6.2(a) the performance of BLIRAM is

superior with respect to precision and CPU time. Although, in most cases

ARPACK find the multiple eigenvalue, it misses the multiplicity and requires more

time. In the cases n = 300 and n = 1500 ARPACK cannot converge to the multiple

eigenvalue.
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Figure 6.2: BLIRAM versus ARPACK on problems with multiple eigenvalues.

It is worth mentioning that since the matrix A is derogatory, in exact arithmetic a

single-vector eigensolver will never find the four copies of the multiple eigenvalue,

see, for instance, the work of Beattie, Embree and Rossi [10]. However, in some

cases due to rounding errors, ARPACK can find more than one copy of the multiple

eigenvalue. This behavior is exposed in figure 6.2(b). This figure shows the results

of this test for n = 400. We plot the spectrum of the matrix A in black dots, the

four eigenvalues computed by BLIRAM are marked with blue circles and they are

equal, and the red stars represent the four eigenvalues computed by ARPACK

(eigs). In this case, ARPACK computes λ with multiplicity 3 and an approximation

to the second eigenvalue of the largest modulus.
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computation of eigenvalues of symmetric matrices. Thus, for this comparison we

choose symmetric matrices of orders from 100 to 2000, of the form

A =




D 0

0 T



 ,

where D = diag(λ, λ, λ, λ) and T = tridiag(−1, 2,−1). If θ is the largest eigenvalue

of T , then λ = |θ|+ 2, and we seek the four largest eigenvalues of A. The

parameters of ARPACK and BLIRAM are the same as those used for test 2, while

the parameters for IRBL equal those of BLIRAM.

Figure 6.3: BLIRAM, ARPACK and IRBL on problems with multiple eigenvalues.

Results (Test 3): Figure 6.3 shows the results of this test. We notice that the

three codes require just a few iterations to converge to the multiple eigenvalue with

6 

.J 4 
~ 
u 2 

- Bliram 
- - - Arpack 

+- IRBL 

400 600 800 1000 1200 1400 1600 1800 2000 

0 '----"" 
200 400 600 800 1000 1200 1400 1600 1800 2000 

' ' ' ' ' ' ' ' ' 
15 

0 '--'----'----'---'---'---'---'---'----'----' 
200 400 600 800 1000 1200 1400 1600 1800 2000 

n 



98

good precision. In general, IRBL offers best performance. The performance of

BLIRAM is almost as good as the performance of IRBL, although it was not

designed to take advantage of the symmetry of A.

6.2 Predictor-Corrector with BLIRAM

Several packages for bifurcation analysis of steady state and periodic solutions of

small systems of ordinary differential equations (ODEs) have been developed in the

last two decades. For example, AUTO [34] became available in 1986 and is one of

the most popular. Its version AUTO97 [33] permits the analysis of steady-state

periodic, homoclinic, and heteroclinic solutions of ODEs. Other packages, such as

LOCBIF [52], CONTENT [58], PITCONT [78], and BIFPACK [76], also present a

high degree of reliability for small ODE problems.

Although partial differential equations (PDEs) can be approximated by large ODE

systems, some of them cannot be analyzed with the packages mentioned previously,

because computational time and memory requirements of these packages grow

excessively as the system size increases. A well-known package for continuation and

bifurcation analysis of steady-state solutions of PDEs is PLTMG [75], but it is only

capable of detecting turning or simple bifurcation points of scalar elliptic PDEs. A

more complete package based on Newton-Picard method [84, 66] is PDECONT

developed by Lust [64, 65]. PDECONT is mainly used for the computation of

periodic solutions of large systems of discretized PDEs. In 2002, Salinger et al.

developed LOCA [93], which is a package for continuation in large-scale setting.

LOCA contains a set of routines for bifurcation and stability analysis that includes

the computation of eigenvalues using ARPACK.

More recently Dhooge et. al developed CL-MATCONT, a Matlab continuation
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toolbox [80], which is a versatile tool to solve problems of modest size.

A second set of experiments were designed to analyze the behavior of BLIRAM in a

continuation framework. We implemented (in MATLAB) an arclength continuation

algorithm using the predictor outlined in algorithm 8. This predictor-corrector

continuation code will be called PC-BLIRAM hereafter. A comparison with

CL-MATCONT will be given in this section. Specifically we will use

CL-MATCONT and PC-BLIRAM to find steady state solutions of a well known

continuation problem arising in chemical reactions: the Brusselator model.

Brusselator problem: This is a model for a Belousov-Zhabotinsky reaction [73],

which is described by the following system of PDEs:

∂x

∂t
=

D1

L2

∂2x

∂r2
+ β1 − (β2 + 1)x + x2y

∂y

∂t
=

D2

L2

∂2y

∂r2
+ β2x− x2y (6.1)

with initial conditions:

x(0, r) = x0(r); y(0, r) = y0(r).

The variables r and t denote space and time respectively; x and y represent the

concentration of the two reactants, while D1

L2 and D2

L2 are diffusion coefficients. The

constants β1 and β2 come from the Dirichlet boundary conditions imposed at

r ∈ [0, 1]:

x(t, 0) = x(t, 1) = β1; y(t, 0) = y(t, 1) = β2/β1.

A trivial solution of this system is (x, y) = (β1, β2/β1). Investigating the linear

stability around this trivial solution leads to the following second order ODE system:

D1

L2

d2x̂

dr2
+ (β2 − 1)x̂ + β2

1 ŷ = β1x̂ (6.2)

D2

L2

d2ŷ

dr2
− β2x̂− β2

1 ŷ = β1ŷ (6.3)
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with boundary conditions:

x̂(0) = x̂(1) = 0; ŷ(0) = ŷ(1) = 0.

This second order system is transformed into a first order one and then discretized

on the interval [0, 1] using a second order scheme. This leads to an eigenvalue

problem of the form Jv = µv, where the Jacobian block matrix J is given by

J =




γ1T + (β2 − 1)I β2

1I

−β2I γ2T − β2
1I



 . (6.4)

The second order space derivative in (6.1) is approximated using a grid of N points

in x and y, and the three-point difference formula

∂2f

∂x2
=

1

h2
(fi−1 − 2fi + fi+1),

where h = 1
N+1

.

The matrix T in (6.4) is the classical difference matrix, T = tridiag(−1, 2,−1), and

γ1 = D1

h2L2 and γ2 = D2

h2L2 depend on the discretization. Using 1000 points uniformly

distributed in [0, 1], the Jacobian matrix is of order 2000.

It is well known that near D1 = 0.008, D2 = 0.004, β1 = 2, β2 = 5.45, and

L = 0.51302, the Jacobian matrix J has a pair of complex eigenvalues that cross the

imaginary axis. Figure 6.4 depicts this situation. This figure shows the 30 rightmost

eigenvalues of J for L = 0.51302. The red stars represent the six eigenvalues with

the largest real part computed by BLIRAM. The interest in this problem is to

determine values of L for which the rightmost eigenvalues of J are purely imaginary;

these values represent Hopf bifurcations and signal the onset of periodic solutions.

Therefore, chemists look for good continuation and bifurcation algorithms to detect

these values of the parameter L.

After discretization, equilibrium solutions are computed by solving a nonlinear
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Figure 6.4: The 30 rightmost eigenvalues of the Brusselator matrix of order 2000..

equation of the form

G(X, L) = 0, (6.5)

where X represents the concentration of the two reactants in the grid of points. The

size of this problem is 2N + 1 and the Jacobian matrix is of order n = 2N .

An approximate equilibrium for this system is:







x(r) = β1 + 2 sin(πr)

y(r) = β2

β1
− 1

2
sin(πr).

Thus, a few Newton iterations starting from (x, y) = (β1, β2/β1) leads to an initial

point x0 that can be used to start a continuation procedure.

Test 4: In this test we compare CL-MATCONT and PC-BLIRAM in the

continuation of equilibrium solutions of the discretized system that arises after the

discretization of the Brusselator model. For this experiment we define N = 40,

which means that for each continuation step a nonlinear system of the form given in

(6.5) need to be solved. Here G : R81 → R and the Jacobian matrices are of order

n = 2N = 80. The parameter L is varied in [0.05, 0.4] and the continuation is
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stopped when a closed curve is found. Both, CL-MATCONT and PC-BLIRAM,

start from the same point x0.

Since this problem is small the block size and number of Arnoldi iteration in

BLIRAM are chosen to be: b = 4 and m = 6 respectively. Thus, at each predictor

step BLIRAM computes the 4 eigenvalues of the largest real part (wh = ′LR′).

Results (Test 4): Both codes follow a path of solutions of the nonlinear system

(6.5). For each equilibrium found, they plot the 40th component of the solution

X = [x; y] against the 81st component. The latter represents the parameter value L.

Figure 6.5 shows the bifurcation diagrams obtained for both codes.

Figure 6.5: CL-MATCONT versus PC-BLIRAM. Both codes detect bifurcation
points (BP). PC-BLIRAM also produces stability information. Discontinuous red
line contains unstable solutions. Continuous blue line contains stable solutions.

As we can see, both curves are very similar and contain the same information about

bifurcation points (BP) . However, the curve produced by PC-BLIRAM also

contains information about the stability of each solution on the branch and position

of turning points (T). Continuous lines indicate stable steady states, while

discontinuous lines represent unstable equilibria. Thus, one advantage of using

PC-BLIRAM is that we know whether or not the bifurcation involves a change in

stability without any further calculation.
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The continuation of the first branch finishes when a closed curve is found or after

the computation of a specified number of points. The output of both codes includes

the set of computed points and the set of turning, bifurcation and Hopf points. In

particular, when bifurcation points exist, the corresponding tangents of the

emerging branches are also included in the output.

Test 5: This test is designed to analyze the ability of both codes to follow a new

branch after computing a branching point. Thus, we use the bifurcation point

represented by the point (0.1697, 2.1532) in the figure 6.5 and the corresponding

tangent. The parameters of BLIRAM remain the same.

Results (Test 5) : Figure 6.6 shows the bifurcation diagrams. Again both codes

were able to follow the new branch and detect new bifurcation points. Additionally,

the bifurcation diagram produced by PC-BLIRAM (right figure) reports changes in

stability after each turning point; a situation that is very common in real

applications.

Figure 6.6: CL-MATCONT and PC-BLIRAM trace a new branch. Stability changes
at each turning point are reported by PC-BLIRAM.

However, stability information given by PC-BLIRAM comes at a price. We need to

solve an eigenvalue problem for each solution found. This makes a PC-BLIRAM

continuation step more expensive than a CL-MATCONT continuation step. On the

other hand, we notice that as the size of the problem increases, the difference in
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CPU time between the two codes decreases, while the difference in memory

requirements increases. Table 6.3 supports this conclusion. This table shows CPU

time and memory requirements for both codes. In all cases presented in this table,

we keep b = 4 and k = 6.

Jacobian-size CPU(CM) CPU(PB) Memory(CM) Memory(PB)

40 9s 45.3 s 72, 696 KB 45, 768 KB

50 12.7s 48.1 s 93, 200 KB 46, 854 KB

60 13.8s 53.8 s 143, 122 KB 46, 892 KB

70 15.6s 54.2 s 251, 280 KB 47, 076 KB

80 20.1s 56.9 s 367, 106 KB 47, 232 KB

90 24.9 s 60.8 s 562, 174 KB 47, 948 KB

100 N/A 66.4s OUT OF MEMORY!! 48, 015 KB

Table 6.3: CPU and memory requirements for the Brusselator example.

Because of the higher memory requirements of CL-MATCONT (CM), after n = 100

the process run out of memory. This is mainly because CL-MATCONT checks the

singularity of the bialternate matrix in order to predict Hopf points and the size of

this bialternate matrix is n(n− 1)/2. Hence, memory increase is of order n2. This is

a second advantage of using PC-BLIRAM (PB): since it is based on the Arnoldi

method, BLIRAM needs additional mainly for the block Hessenberg matrix H , the

block orthogonal Krylov basis V and the residual matrix F . Moreover, the number

of columns of these matrices do not depend on the size of the problem, but only on

the block-size b and the number of desired eigenvalues k, which are very small

compared to n.
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6.3 Free surface flows

Flows with free surfaces and free boundaries arise in many industrial and biological

applications. Examples are coating, polymer processing, ink-jet printing, spraying,

deformation of blood cells, blood flow in arteries and capillaries, and flow in the

deep pulmonary alveoli.

Because surface and viscoelastic forces are comparable or more important than

viscous forces, there are large non-diagonal contributions in the momentum

equations that come from the deformation of the free surfaces or elastic boundaries

and from the microstructural elastic stress. Thus, fully-coupled algorithms are

required for solving the steady state equations for this kind of flow.

The fully-coupled system includes mesh equations, velocity gradient interpolation

equations, and transport equations of mass, momentum, and conformation tensor.

These equations are solved simultaneously to obtain unknowns of position, pressure,

velocity, conformation tensor, and velocity gradient. The following system

represents a steady and incompressible viscoelastic flow:

0 = ∇ ·Te or ∇ · D̃ · ∇ξ = 0 (6.6)

0 = ∇ · v (6.7)

0 = ρ
∂v

∂t
+ ρv · ∇v −∇ ·T−∇Θ (6.8)

0 = L−∇v +
1

tr (I)
(∇ · v)I (6.9)

0 =
∂M

∂t
+ v · ∇M− 2ξ

D : M

I : M
M− ζ(M ·D + D ·M− 2

D : M

I : M
M)

−M ·W −WT ·M− 1

λ
(g0I + g1M + g2M

2), (6.10)

where tr (I) is the trace of the identity I, which is of order 2 if the flow is

2-dimensional and of order 3 for a 3-dimensional flow, D : M =
∑

i

∑

j DijMji, and

∇ is gradient vector in space.
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On the other hand, Te is the stress tensor of the elastic pseudo-solid for the domain,

v is the velocity vector, ρ is the material density, T is the total stress tensor, Θ is

the potential body force per unit volume, L is the interpolated velocity gradient, M

is the conformation tensor, ξ and ζ are the polymer resistance to stretching and

orientation, D ≡ 1
2
(L + LT ) is the rate of strain, W ≡ 1

2
(L− LT ) is the vorticity, λ

is the characteristic relaxation time, and g0, g1 and g2 are relaxation functions.

Notice that for Newtonian free surface flows only the first three equations

(6.6)–(6.8) are needed.

The equations (6.6)–(6.10) have to be solved under appropriate boundary

conditions. The mesh generation equation (6.6) has second-order derivatives of the

position (Te is related to position derivatives); thus, boundary conditions must be

imposed on all boundaries. The momentum equation (6.8) is an elliptic equation

and momentum boundary conditions must also be specified on all boundaries. The

transport equation of conformation tensor (6.10) is a hyperbolic equation, which

requires boundary conditions only at the inflow boundaries; i.e., where n · v < 0,

with n an unit outward normal vector. The continuity equation (6.7) and the

velocity gradient equation (6.9) don’t need any boundary conditions.

The boundary conditions for the mesh generation equation in this study are:

• Fixed node : x = x0, where x0 is the fixed position.

• Free surface: n · v = 0 and tn : Te = (n ·Te) · t = 0, where t is the unit

tangent vector and (n ·Te) is a row vector.

The momentum boundary conditions used in this study are:

• Fixed velocity: v = v0 where v0 is a constant velocity.
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• Velocity profile: v(x) = f(Q,x) where Q is a known flow rate and f is a

function.

• Symmetric boundary: n · v = 0 and tn : T = 0.

• Free surface condition: n ·T = ∇II · (γ(I− nnT )), where γ is the surface

tension and ∇II = (I− nnT ) · ∇ is the surface divergence.

The boundary condition for the transport equation of the conformation tensor is

v · ∇M = 0.

In addition to the above boundary conditions, some related dimensionless

parameters are implicitly defined in the set of equations (6.6)–(6.10). They are:

• The Reynolds number, Re ≡ ρvd/µ, which characterizes the balance between

inertial and surface (viscous and viscoelastic) forces.

• The capillary number, Ca ≡ µv/γ, which measures the relative importance of

the surface (viscous and viscoelastic) forces to surface tension forces.

Here, v and d are the characteristic velocity and length of a flow, and γ is the

surface tension of this flow. For a viscoelastic flow, two more dimensionless numbers

are defined:

• The Weissenberg number, We ≡ λγ̇c, which represents the intensity of the flow

on the timescale of the relaxation time of the polymer conformation, where γ̇c

is a characteristic shear rate.

• The solvent viscosity ratio, β ≡ ηs/(ηs + ηp) ≡ ηs/µ, which characterizes the

relative importance of viscous and viscoelastic stresses, where ηs is the solvent

viscosity, ηp is the polymer viscosity.
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For a detailed description of these parameters and the equations (6.6)–(6.10), refer

to the work of Xie and Pasquali [109, 110].

The discretization of differential equations using the finite element method is the

most effective and flexible way of studying systems where viscoelasticity and surface

forces are important. Thus, the partial differential equations (6.6)–(6.10) are

translated into a set of nonlinear algebraic equations by the mixed finite element

method DEVSS-TG/SUPG [106], and the algebraic equations are solved by

Newton’s method.

6.4 Experiments with flow problems

We study and modify an existing pseudoarclength continuation code developed in

Fortran by Carvalho and Pasquali [21, 71] which is based on the ideas of Bolstad

and Keller [17]. This code was specially designed to follow solutions of several kinds

of flows, including coating and viscoelastic fluids. It solves the linear systems that

appear at the predictor and corrector step using a frontal solver. The frontal solver

is a direct method, which computes the LU decomposition of the Jacobian and

solves these linear systems with backward and forward substitutions. The modified

version substitutes this factorization by the direct solution of a small system whose

coefficient matrix is the Hessenberg matrix that comes from the block Arnoldi

reduction in BLIRAM. Specifically, we modified the predictor step of the current

code (CC) by including the computation of a few eigenvalues of the Jacobian

matrix. Hence, we generate two modified versions: the first one, called MCI, uses

IRAM; and the second, called MCB, uses BLIRAM.

To test these modified versions of the continuation code, we use discretized systems

that model two different flows. In this section we compare results given by the
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current code (CC) to those given by the modified codes, MCI (IRAM) and MCB

(BLIRAM). The first problem is known as the lid-driven cavity problem. This is a

simple model of a liquid inside a square cavity. The second problem arises from the

slot coating process when modeled as a free surface flow.

6.4.1 Slip cavity

The lid-driven cavity is one of the simplest models used to test numerical methods

on fluid dynamics problems, mainly because it has a simple geometric shape, a

square. Additionally, the behavior of many liquids in this square cavity has been

studied by many authors, see for instance the work by Ghia et. al. [41] and Musson

[69]. It is well known, for example, that the bifurcation behavior of a flow in the

square cavity varies significantly by inclining the side walls of the cavity. Figure 6.7

depicts this situation. In this figure, the walls of the parallelogram are tilted by 20◦.

Figure 6.7: Lid-driven cavity problem. (a) Square cavity. (b) Inclined cavity.

Steady states of an incompressible Newtonian flow in the cavity are described by

the Navier-Stokes equations:

Rev · ∇v −∇ · T = 0 (6.11)

∇ · v = 0 (6.12)

Y = 20° 

d 
d 

(a) (b) 
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where T = −pI + µ(∇ · v +∇ · vT ) is the total stress for a Newtonian fluid and

Re = ρVlid·L
µ

is the Reynolds number for a liquid with density ρ and viscosity µ.

The current continuation code discretizes the equations (6.11-6.12) using the mixed

finite element method DEVSS-TG/SUPG [106] and appropriate boundary

conditions. Three of the walls are stationary; thus, v = 0 on these walls. The top

wall or lid moves to the right driving the flow in the cavity. A velocity v = Vlid is

defined for the liquid in contact with the lid, except for the corners, between the lid

and each side wall, where v = 0. Hence, the lid neither draws liquid from outside of

the cavity nor drives any liquid from the cavity.

Test 6: In this test, we consider a fluid in the square cavity shown in figure 6.7(a).

The test was designed to compare the current code, CC, to the modified versions,

MCI and MCB. The computational environment is the same as the previous tests,

and the continuation code is compiled using Fortran Power Station 4.

method k m b wh max.iter tolerance

IRAM 4 20 N/A LR 100 10−12

BLIRAM 4 6 6 LR 50 10−12

Table 6.4: Parameter settings for Test 6.

A finite element discretization using 225 elements and 961 nodes produces a

nonlinear system G(x, α) = 0 of 2, 597 unknowns. Here, x = [v, p] contains the

velocity vector and the pressure. The parameter α is the Reynolds number. Table

6.4 summarizes the parameters used by IRAM and BLIRAM.

Results (Test 6): Figure 6.8 shows the bifurcation diagrams obtained by the three

versions of the code. The three versions of the code follow similar trajectories.

However, we notice that the modified versions produce smoother curves and the

version that uses BLIRAM produced the smoothest path. This is because it handles
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Figure 6.8: Lid-driven cavity bifurcation diagrams. (a) Current code. (b) Modified
code with IRAM. (c) Modified code with BLIRAM.

more information about the eigensystem of interest by carrying the basis of Arnoldi

vectors from one iteration to the next. In this way, each approximate solution

computed by the predictor is closer to the previous point and in consequence

Newton converges to a new equilibrium that is very close to the previous one. For

this reason, the curve computed using BLIRAM is shorter than the others.

Test 7: In this test, we want to compare the current code with the modified version

that uses BLIRAM. A discretization using 1, 225 elements produces a nonlinear

system G(x, α) = 0 with 13, 757 unknowns. Here, x = [v, p] contains the velocity

vector and the pressure. The parameter α is the Reynolds number. The

computational environment is the same as the previous test.

Results (Test 7): Paths of solutions of G(v, Re) = 0 using the current code (CC)

and the modified code (MCB) were found by varying the Reynolds number from 100
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to 1, 800. Bifurcation diagrams were constructed by plotting the norm of the

velocity field, ‖v‖2, against the Reynolds number. These bifurcations diagrams are

shown in figure 6.9. As shown in the bifurcation diagram produced by the modified

code (MCB), there are two turning points indicating a change in stability. The

turning points were located at Re = 1, 690 and Re = 1, 445.

Figure 6.9: Loss of stability in lid-driven cavity problem: (a) Current code; (b)
Modified code.

These results agree with those found by Musson [69]. In his work, Musson presents

an additional analysis in order to explain the stability behavior of the solutions

corresponding to Reynolds numbers in the interval [1, 445, 1, 690]. This analysis

includes tracking the turning points using a second parameter, the angle of tilt γ,

and computing streamlines for several solutions. An advantage of the modified code

using BLIRAM is that this stability information is automatically available during

the continuation and no additional calculations are necessary.

6.4.2 Problem from Slot Coating

The slot coating technique belongs to the pre-metered coating methods discussed in

chapter 3. Many continuous coating processes, like the ink injection process, employ
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slot-coating devices because of their simplicity. With this type of coater, ink is

forced out of a slot onto a rapidly moving substrate. Sometimes multiple slots are

used to create layered coatings of several materials. We consider only one slot as

shown in figure 6.10.

Figure 6.10: Slot coating. Physical and computational domain.

Test 8: The purpose of this test is to compare the current code to the modified

version that uses BLIRAM in the continuation of steady state solutions of a coating

flow. The problem comes from a Newtonian 2-D slot coater flow with a free surface

boundary. Since this is a Newtonian flow, only the equations (6.6)–(6.8) are

considered, and in equation (6.6) elliptic mesh generation equation ∇ · D̃ · ∇ξ = 0 is

used. The potential body force is Θ = 0, the flow rate per unit width is Q ≡ 0.5hv,

the Reynolds number Re ≡ ρvh/µ = 0, and the capillary number Ca ≡ µv/γ = 0.1,

where h is the gap, v is the velocity of the bottom wall, µ is the liquid viscosity, and

γ is the surface tension.

Physical characteristics of the problem and boundary conditions were already

described in the previous section. The discretization using 180 elements and 779

nodes leads to a nonlinear system G(x, α) = 0 with 3,556 unknowns. In this case we

choose the inverse of the capillary number, 1/Ca, as the parameter; it is varied from

50 to 300. The number of continuation points is 10 and the first point is computed

around 1/Ca = 50.

Results (Test 8): Bifurcation diagrams for the current and modified code are
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shown in figure 6.11. Both versions produce similar diagrams and detect a turning

Figure 6.11: Continuation in slot coating problem: (a) Current code; (b) Modified
code with BLIRAM.

point around 1/Ca = 280. After this value there is no solution that can be found

with Newton’s method. Table 6.5 contains information about CPU time and

memory required for both codes. We notice that the modified version (MCB)

require less than 1% more of memory, while it spends a few less minutes in

producing the same diagram with stability information. At some points, Newton’s

method requires more iterations to converge, and this is because the initial iterate

generated using the Arnoldi decomposition is not as good predictor as the predictor

produced by the frontal solver. The solution of this problem is considered in the last

section of this chapter.

Code Memory CPU time

CC 637.593KB 49.494 min

MCB 642.016KB 47.456 min

Table 6.5: CPU time and memory requirements for CC and MCB
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6.5 Summary of Results

In this chapter we have presented experiments that allow us to compare three

different aspects of our block eigenvalue solver. They are: (1) BLIRAM as

eigensolver, (2) Predictor-Corrector with BLIRAM (PC-BLIRAM), and (3)

modified version of the continuation code used to follow solutions of flow problems

(MCB). In this section we summarize the results obtained in these contexts.

1. BLIRAM as eigensolver: There is no doubt that ARPACK is a very robust

package for the computation of some specified eigenvalues. In most of the

experiments with random matrices ARPACK (eigs) gave superior results with

respect to accuracy of the solution and CPU time. However, when the size of

the problem is bigger than n = 1, 500 BLIRAM can be competitive and

sometimes superior.

The comparison of ARPACK and BLIRAM on problems with multiple

eigenvalues yields the expected results. BLIRAM displays the ability of block

eigensolvers by finding the multiple eigenvalues quickly and accurately.

Finally, after the comparison of BLIRAM and IRBL, we conclude that the

results are promising and additional experiments with BLIRAM and other

general block eigensolvers, such as subspace iteration, are necessary.

2. PC-BLIRAM: This Matlab code was designed to illustrate the advantages of

having an eigensolver embedded in a predictor-corrector method. This

advantage has been previously presented by other authors; see for instance the

works by Baglama et. al. [8] and by Calvetti and Reichel [19, 20] where large

continuation problems are solved using an implicitly restarted block Lanczos

method. Their results, like the results obtained with PC-BLIRAM, are

encouraging. Moreover, results in the comparison between CL-MATCONT

and PC-BLIRAM supports the idea that BLIRAM can be used to solve large
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continuation problems with a general Jacobian.

3. MCB: The current continuation code (CC) used to follow solutions of

different kind of flows was modified to include BLIRAM at its predictor step.

In all experiments, the modified code is competitive and in some cases offers

better performance than the current version. Unfortunately, the use of a

frontal solver in this continuation code limits the size of the problems in the

experiments, and this is due to the excessive memory requirements of the L,U

factors. However, a preconditioned GMRES method was implemented to

replace this frontal solver. The next chapter discusses the development and

implementation of the preconditioner.



Chapter 7

The Preconditioner

As previously mentioned, at steady states the time evolution equations of the model

vanish; i.e. ẋ = G(x) = 0. Thus, a first idea for finding a steady state solution,

given an initial state x0 for which G(x0) 6= 0, is integrate these time evolution

equations over a long interval of time. In the limit, one finds a solution that doesn’t

change with the time; i.e, a steady state solution. However, since unstable states

tend to diverge with the time, numerical integration procedures cannot converge

when approaching these states. Thus, with this procedure unstable steady states are

unreachable. Another idea is to compute the steady state directly, using a nonlinear

solver such as the Newton’s method. In this case, stable and unstable solutions may

be found. Also, it is more likely to find non-physical or practically unreachable

steady state. The problem with this later approach is that a good starting point is

usually hard to find.

In contrast, by using a continuation method one can often start from a trivial

solution. Additionally, if Newton’s method is used at the corrector step, then faster

convergence is achieved in the computation of both, stable and unstable solutions.

For this reason, Newton-continuation methods are preferred.

117
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At each Newton iteration a linear system needs to be solved with the Jacobian as

the coefficient matrix. If this Jacobian is ill-conditioned or very large, then choosing

a linear solver is an issue. In the coating problem, for example, Jacobian matrices

are highly ill-conditioned, with small or zero diagonal entries. This is due to the

coupling of the free surface and elastic stresses with the flow equations. Moreover,

because of the size (frequently over one million unknowns) current codes using a

frontal solver are not practical. Therefore, an iterative GMRES (Generalized

Minimum Residual) solver [91] has been implemented. Unfortunately, GMRES

converges very slowly when applied to this poorly conditioned system. Thus, an

effective preconditioner is necessary to speed up its convergence.

In this thesis, we include a sparse, approximate inverse preconditioner based on the

ideas of Grote and Huckle [46]. This preconditioner has a sparse band structure and

is constructed to approximate a diagonal band of the inverse of the Jacobian matrix.

The number of nonzero entries in the preconditioner is kept low, thereby saving

computational time and memory resources. In addition, the computation of the

preconditioner is perfectly parallel because it involves solving a set of uncoupled

least squares problems, which is easily parallelized on distributed memory machines.

7.1 Preconditioning

Preconditioning a linear system Ax = b means converting it to a more tractable

system with the same solution x, but with a better conditioned matrix Â . We have

left preconditioning:

Ax = b ⇒ MAx = Mb

or right preconditioning:

Ax = b ⇒ AMy = b, with x = My.
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Both forms of preconditioning lead to a new coefficient matrix which is expected to

be better conditioned. There is no general theory for the construction of a

preconditioner. The literature on this topic is intense and mostly for specific

problems. In practice, a preconditioner M should be constructed to satisfy one or

more of the following characteristics:

1. MA or AM is a good approximation to the identity.

2. The construction of M and the evaluation of the matrix-vector product My

are not expensive. Preferably they can be performed in parallel.

3. M requires similar storage as A.

4. M is positive definite if A is positive definite.

Preconditioning can be classified as explicit and implicit. In explicit preconditioning,

matrix-vector products with the preconditioner are performed directly, while in

implicit preconditioning, matrix-vector products are performed indirectly by solving

easier linear systems, such as triangular systems. Many good preconditioners have

been constructed from the knowledge of the underlying physical problem. However,

there are some general approaches that have been successfully employed in a

number of applications. The next sections present an overview of some of these

preconditioners.

7.1.1 ILU Preconditioners

Perhaps the most popular implicit preconditioners are those based on incomplete

factorization of A, such as the ILU preconditioners, which perform an incomplete

LU factorization of A to obtain factors L̂ and Û , such that L̂Û − R = A for some
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residual matrix R. Thus preconditioner application in each linear solver iteration

reduces to the solution of two triangular systems, L̂y = b and Ûx = y.

A general algorithm for building an incomplete LU factorization can be derived by

combining standard Gaussian elimination with a dropping strategy in which some

terms in nondiagonal positions are set to zero. Usually, dropping elements is based

on the number of nonzero entries in A. Another concept used to drop elements and

maintain the sparsity of the preconditioner is the level of fill. The level of fill (levfij)

of an element aij measures how close the element aij is to being dropped. An

element of size εk (ε < 1) is said to have a level of fill k. Thus, smaller size elements

have a higher level of fill, and therefore, are more susceptible to be dropped.

In some ILU implementations, nonzero elements have a level of fill 1 initially, while

zero elements have level of fill equal to ∞. With this settings, the preconditioner

initially has the same sparsity pattern as A. Thereafter, the level of fill of aij is

updated according with the level of fill of the elements involved in its modification:

levfij = min{levfij , levfik + levfkj},

whenever the elements aik and akj participate in the modification of aij . In most

implementations, including ILU(0), these setting is shifted by −1. Thus, initially

levfij = 0 for all aij 6= 0, and levfij =∞ otherwise. In this case, updating the level

of fill of aij is done recursively using the formula:

levfij = min{levfij , levfik + levfkj + 1}.

Incomplete factorizations based on the level of fill are not effective for some

problems because they depend strongly on the structure of A. The simplest of this

class of preconditioners is ILU(0), which only allows level zero fill in, i.e., L̂ + Û has

the same sparsity pattern as A. However, for some linear systems, such as those

arising in the coating flow problem, ILU(0) leads to a very crude approximation of

the factors of A, and as result, GMRES does not converge quickly.
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On the other hand, ILU preconditioners with thresholds (ILUT) include a set of

rules for dropping small elements. In this type of preconditioner, the number of

nonzero elements in a row is controlled by a threshold. For example, one of these

rules is to keep only the p largest elements in each row of L̂ and Û , along with the

diagonal elements.

7.1.2 Split Preconditioners

A more classical type of preconditioner is the split preconditioner, which splits A

into two matrices, M and N , such that M −N = A, and then implements a

fixed-point iteration:

xk+1 = M−1Nxk + M−1b. (7.1)

The sequence xk converges to the fixed point x, which solves the original system.

Convergence occurs from any starting point if and only if ρ(M−1N) < 1 1 This

iteration has the general form:

xk+1 = Gxk + f,

where G = M−1N = M−1(M −A) = (I −M−1)A and f = M−1b. Hence, iteration

(7.1) solves the system (I −G)x = f and consequently also solves

M−1Ax = M−1b,

which is the preconditioned system. Theoretically any splitting of A having a

nonsingular M with ρ(M−1N) will provide a convergent iteration. However, the

best performance usually is obtained when M is chosen to be close to A in some

sense. Jacobi, Gauss-Seidel, SOR, and SSOR are classic examples of this class of

preconditioner.

1ρ(A) = |λ1|, where λ1 is the eigenvalue of the largest modulus of A.
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ILU-type and split preconditioners have been widely used and studied. For further

details on these preconditioners refer to Axelson [5] , Barret et. al. [9], Saad [90],

and references therein.

7.1.3 Approximate Inverse Preconditioners

It is well known that when A is indefinite, ILU preconditioners often produce

numerically unstable factors L̂ and Û , resulting in a useless preconditioner; see for

example the work by Chow and Saad [25] and also the work by Elman [39]. The

difficulty arises when the factorization process encounters a zero or an extremely

small pivot; thus, even if A is nonsingular, an ILU-type preconditioner can be

ineffective.

In general, the success of an ILU preconditioner depends on its capabilities for

dealing with several problems, such as a potential zero pivot, instability of the

factors, and the difficulty of parallel implementation. The latter issue has become

decisive for some applications because of the difficulty in implementing ILU

preconditioning on high performance or parallel architectures. Hence, the interest in

sparse approximate inverse preconditioners has increased recently.

7.1.3.1 Factored Approximate Inverse Preconditioners

There are several approaches for constructing an approximate inverse. Indeed Benzi

and Tůma [14] proposed an algorithm to compute a factored sparse inverse

preconditioner, in which two sets of A-biconjugate vectors {wi}ni=1 and {zi}ni=1 are

constructed, such that

W T AZ = D = diag(γ1, γ2, · · · , γk);
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where W = [w1, w2, ..., wk], Z = [z1, z2, ..., zk], and γi = wT
i Azi. If k = n, then W

and Z are nonsingular and

A−1 = ZD−1W T =
n∑

i=1

ziw
T
i

γi

.

An incomplete form of this process produces an approximate factored inverse

preconditioner. Benzi and Tůma used this preconditioner with the conjugate

gradient method for problems from the Harwell-Boeing collection [4]. Their results

are comparable with those obtained with ILU-type preconditioners, see [14]. They

also presented a comparison between factored and non-factored sparse approximate

inverse preconditioners in [13], where the factored scheme resulted in slightly

superior performance. Finally, a general comparison between several preconditioners

is given by these authors in [15]. The last comparison does not include recent

approaches for constructing a factored approximate inverse based on the

Sherman-Morrison formula [18]. Comparison between approximate inverse

preconditioners and ILU-type preconditioners on Harwell-Boeing matrices can be

found in [44, 107].

Realistic free surface flow simulation contains over a million unknowns. Therefore, a

factored inverse preconditioner may not be appropriate because of the size of the

factors, unless we can construct effective and very sparse factors. In that case,

controlling the fill-in may be an issue. Unfactored sparse preconditioner seem to be

more appropriate when the problem is large, nonsymmetric, and very

ill-conditioned, which is precisely the case in our application.

7.1.3.2 SPAI Preconditioners

SPAI preconditioners belong to the class of explicit, unfactored preconditioners,

which alleviate the difficulties of standard ILU preconditioners. Thus, instead of

factoring A, one seeks a sparse approximation to A−1, and substitutes the forward

---
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and backward solves of ILU preconditioning by a simple matrix-vector product with

a sparse matrix.

Constructing a good sparse approximation M to A−1 depends on the sparsity

pattern of M . Usually this is an issue for unstructured matrices, because the inverse

of a sparse matrix is usually dense. However, when the positions of the largest

entries in A−1 exhibit some structure and most of the elements of A−1 are small, it

is worth looking for a sparse approximate inverse. Although, balance between the

sparsity of the preconditioner M ≈ A−1 and its effectiveness is always necessary.

These issues are well discussed by Tang [107].

One of the best known techniques to construct an inverse preconditioner is based on

optimization. The idea, given by Benson and Frederickson [12], is to construct a

sparse preconditioner M which minimizes ‖I −MA‖F (or ‖I − AM‖F for

right-preconditioning), subject to some sparsity constraints. The choice of ‖.‖F
leads to inherent parallelism since the constrained minimization problem decouples

into n independent linear least-square problems, one for each row of M for

left-preconditioning or one for each column of M when preconditioning on the right.

This fact follows from the identity:

min ‖I −MA‖2F ≡ min

n∑

j=1

‖ej −mT
j A‖22, (7.2)

where mT
j is the j-th row of M . For right-preconditioning an analogous relation

holds:

min ‖I − AM‖2F = min

n∑

j=1

‖ej −Amj‖22. (7.3)

In this case, the column vector mj represents the jth column of M . The solution of

(7.2) decouples into

min
mj

‖ej − Amj‖2, j = 1, ..., n, (7.4)

and each one of these least-squares problem can be solved independently. It should

be mentioned that if no restriction is given on mj , then the problem (7.4) could be
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very hard to solve. However, since M should be sparse, the solution of each least

squares problem in (7.4) is restricted to a sparsity pattern. Therefore, these least

squares problems are small and can be solved exactly and rapidly using a dense QR

factorization. The difficulty in this scheme is to determine a good sparsity pattern

for M that produces an effective preconditioner to a minimum cost. The idea is to

keep M as sparse as possible while trying to capture the large entries of A−1, which

contribute more to the quality of the preconditioner.

To determine the structure of M , one can use an adaptive strategy, in which the

nonzero entries are defined dynamically. By contrast, in a static technique, the

structure of M is defined a priori, using some knowledge about A−1 or about the

physical problem. Adaptive strategies require the fill-in in M to be controlled and

usually are more expensive. However for general unstructured problems, they

produce effective preconditioners. On the other hand, the use of a pre-defined

structure for M can reduce computational time and increase parallelism.

Several authors have proposed algorithms for the construction of approximate

inverses based on optimization. For example, Kolotilina and Yeremin [56] consider

symmetric, positive definite systems and compute factored sparse approximate

inverses M = GT
LGL, where GL is lower triangular with the same structure of the

lower triangular part of A. They use a weighted Frobenius norm and a static

structure in M . In [45] Grote and Simon solve (7.4) considering a static banded

sparsity structure in M . Cosgrove, Diaz and Griewank [31] use an initial diagonal

structure in M and a procedure to improve the residuals by updating the sparsity

pattern of M . In this procedure, nonzero elements are chosen so that the norm of

the residual is reduced while minimizing the number of new rows in the small least

squares problem. A similar approach was presented by Grote and Huckle [46] in

which the residual is reduced by testing each candidate to fill-in and introducing all

those candidates which can improve the residual at the same time. Chow and Saad
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[24] solve (7.4) using iterative optimization strategies that automatically define the

structure of M , then a dropping strategy is applied to remove some entries in M

while keeping a certain level of sparsity.

Next, we present an overview of Grote and Huckle’s SPAI algorithm. We used this

algorithm to construct an approximate inverse preconditioner for solving the large

sparse linear systems arising in coating flow applications. Although the idea can

also be applied to left-preconditioning, we shall only describe the construction of an

approximate inverse right-preconditioner. We seek a sparse matrix M that

approximates A−1 in the Frobenius norm, as in (7.3).

The preconditioner is constructed by solving n linear least-square problems. In a

parallel environment, these least-squares systems are solved simultaneously.

Suppose that an initial sparsity pattern for M is given and that we want to compute

one column of M , say mk. Let

• J be the set of indices j for which mk(j) 6= 0;

• m̂k = mk(J ) be the reduced vector of unknowns;

• I be the set of row indices i for which A(i,J ) 6= 0;

• Â = A(I,J ) be the reduced matrix;

• êk = ek(I) be the reduced canonical vector.

Hence, the least squares problem in (7.3) is equivalent to

min
mk

‖ek − Amk‖22 ≡ min
m̂k

‖êk − Âm̂k‖22, (7.5)

the latter of which is obviously much smaller than the former, since M is sparse. A

dense QR decomposition of the small matrix Â will allow us to find the solution of

(7.5) by solving

Rm̂k = QT êk = Q(k, :), with Â = QR.
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Finally, mk(J ) = m̂k.

This fundamental procedure yields an approximate column mk which minimizes

‖r‖ = ‖ek − Amk‖2 for the given structure. Moreover, if the residual r does not

satisfy some pre-defined tolerance, then we can augment the sparsity structure of M

by introducing new column indices in J in an optimal manner. To do that, let L be

the set of row indices l for which the residual does not satisfy the tolerance:

L = {l ∈ {1, 2, ..., n} such that |r(l)| > tol}

and for each l ∈ L, define

Nl = {j ∈ {1, 2..., n} \ J : A(l, j) 6= 0}.

Then, the new indices that might be added to J are chosen from the set

J̃ =
⋃

l∈L
Nl.

To each j ∈ J̃ , we associate a scalar µj and consider the function

f(µj) = ‖r + µjAej‖2, which represents the update in the residual when the jth

column of A is added. Clearly, the interest is to minimize f(µj) for all j’s in J̃ . It

turns out that for each j,

µj = argmin
µj

‖r + µjAej‖2 = − rT Aej

‖Aej‖22
.

Thus, defining ρj = ‖r + µjAej‖22 and substituting the optimal value of µj, we have

ρj = rT r + 2µjr
T (Aej) + µ2

j(Aej)
T (Aej)

= ‖r‖22 − 2
(rT (Aej))

2

‖Aej‖22
+

(rT (Aej))
2

‖Aej‖22
= ‖r‖22 −

(rT (Aej))
2

‖Aej‖22
. (7.6)

The indices j that will reduce the residual the most are those for which ρj has the

smallest value. Additionally, since the submatrix A(L, :) has full rank,

r(L)TA(L, J̃ ) 6= 0.



128

Therefore, there is at least one index j ∈ J̃ such that rT Aej 6= 0, which can be

added to J in order to reduce the residual 2-norm.

Finally, the most profitable indices of J̃ are added to J . The process is repeated

until the residual satisfies the tolerance or a maximum fill-in in mk is reached. Next,

the SPAI algorithm is outlined.

Algorithm 9: SPAI Algorithm

INPUT : matrix A, fill-in controller maxcfill, number of improvements

ni, and tolerance tol.

OUTPUT : a right approximate inverse M.

For every column mj of M :

(1) Choose an initial sparsity structure for mj:

J = {i ∈ {1, 2, · · · , n} such that mj(i) 6= 0}; nc = maxcfill−|J |
ni

;

(2) Determine the row indices, I, of nonzero entries in A(:,J );

(3) Â = A(I,J ); êj = ej(I);
(4) Solve : min ‖êj − Âm̂j‖2;
(5) Compute residual : r = ‖êj −Am̂j‖2;
While ‖r‖2 > tol and |J | ≤ maxcfill

(6) Determine L, the set of indices l for which r(l) 6= 0;

(7) Determine J̃ , the set of all new column indices of A that

appear in all L rows but not in J ;
(8) For each k ∈ J̃ compute ρ2

k =
‖r‖2

2−(rT Aek)2

‖Aek‖2
2

;

(9) Delete from J̃ all but the most profitable nc indices

(10) Determine the new row indices Ĩ for J̃ ;
(11) I = Ĩ ∪ I, and J = J̃ ∪ J ;
(12) Update the QR factorization of Â = A(I,J );

(13) Solve : min ‖êj − Âm̂j‖2;
(14) Set r = ‖ej −Amj‖2;
End
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Here, |J | is the number of indices in J , maxcfill and nc are used to control the

amount of fill-in in each column of M . The parameter nc limits the number of

columns to be chosen to improve the residual. This parameter depends on ni, which

is the number of residual improvements allowed, or the number of times the while

loop is repeated. In our SPAI implementation a value of ni = 2 is enough to

produce an effective preconditioner. Parameter maxcfill defines a limit in the band

of the preconditioner.

The SPAI process is convergent. Moreover the following theorem gives bounds on

the error in the approximation of A−1 and the spectrum of the preconditioned

matrix AM :

Theorem 4 If ‖rk‖2 = ‖ek − Amk‖2 < ε and

p = max
1≤k≤n

{number of nonzero elements in rk}, then

‖I −AM‖F ≤
√

nε, ‖A−1 −M‖F ≤ ‖A−1‖2
√

nε (7.7)

‖I −AM‖2 ≤
√

nε, ‖A−1 −M‖2 ≤ ‖A−1‖2
√

nε (7.8)

‖I −AM‖1 ≤
√

pε, ‖A−1 −M‖1 ≤ ‖A−1‖1
√

pε. (7.9)

Furthermore, if
√

pε < 1, then the matrix M is not singular. In general, since p ≤ n,

we have that for ε < 1√
n

the matrix M constructed with the SPAI algorithm is

nonsingular.

A very straightforward proof of these results can be found in [46]. 2

In section 7.3, we present numerical experience using some of the previously

mentioned preconditioners on problems arising in fluid dynamics.
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7.2 SPAI-GMRES for free surface flows

At each Newton iteration, the solution of a very large set of linear equations is

required, especially when computing 3-D free-surface flows, for that reason direct

solvers, such as a frontal solver are not appropriate. Instead, an iterative method

such as GMRES is recommended. However, because of the structure of the

equations, the Jacobian matrix of the system is highly ill-conditioned and has small

or zero diagonal entries due to the coupling of the free surface and elastic stresses

with the flow equations. As a result, GMRES displays a poor rate of convergence.

In this case, an effective preconditioner is highly desired.

We constructed a sparse approximate inverse for the Jacobian matrices arising in

free surface flow applications. This approximate inverse is then used as a

preconditioner for a GMRES code that solves the linear systems at each Newton

iteration. Specifically, the preconditioned GMRES code, called SPAI-GMRES

hereafter, is used in Newton iterations that compute steady states of free surface

flows.

Because Jacobian matrices for this application have the nonzero entries about the

diagonal, as shown in figure 7.1, we compute the sparse approximate inverse of a

banded matrix Ab, which is a diagonal band of the matrix A instead. Thus, we

consider the initial structure of M to be the same as Ab. Then, the structure of M

is updated until an effective preconditioner is found.

In this way, the sparsity pattern of the preconditioner is similar to that of A.

Moreover, since we are using just the entries of A around the diagonal, it is likely

that we will get an effective preconditioner. Furthermore, when GMRES does not

converge, we take additional steps of algorithm 9 to improve the quality of the

preconditioner without having to recompute the preconditioner from scratch.

Another advantage is that the same preconditioner computed in the first Newton
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Figure 7.1: Sparsity of Jacobian matrices arising in slot coating free surface flows.

iteration is used for solving linear systems in subsequent Newton iterations.

This variant of SPAI requires the definition of three parameters, band, nc, and

maxcfill. The parameter band tells us how many diagonal bands of the Jacobian

will be used for the construction of the preconditioner, nc limits the number of

residual improvements for each column of M , and maxcfill denotes the maximum

number of columns that are allowed to fill in the computation of each column of M

in order to control its sparsity. Figure 7.2 shows an example for choosing a banded

matrix with band = 3.

In this section, the SPAI preconditioned GMRES (SPAI-GMRES) method will be

compared to a direct solver (frontal solver) and ILUT preconditioned GMRES

(ILUT-GMRES). The behavior of SPAI-GMRES as the problem size increases will

also be investigated. The cases chosen for this study are flows in a 2-D slot coater

and in a 3-D collapsible channel. Both flows, which have free surface boundaries,
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Figure 7.2: Parameter band defines how many bands of the Jacobian will be used
for the construction of M .

will be described next.

Problem 1: A Newtonian free surface flow in a 2-D slot coater

This problem comes from a Newtonian 2-D slot coater flow with free surface

boundary as shown in figure 7.3. The slot coating technique belongs to the

pre-metered coating methods discussed in chapter 3. The potential body force is set

to Θ = 0, the flow rate per unit width is set to Q = 0.5hv, the Reynolds number

Re = ρvh/µ = 0, and the capillary number Ca ≡ µv/γ = 0.1, where h is the gap, v

is the velocity of the bottom wall, µ is the liquid viscosity, and γ is the surface

tension. Since this is a Newtonian flow, only the equations (6.6)–(6.8) are

considered. In equation (6.6) we use domain deformation method (0 = ∇ ·Te).

inflow

flow rate Q

v = 0

free surface

v = 1

outflow

fully developed flow

Figure 7.3: Flow downstream of the slot coater with free surface.

Problem 2: A viscoelastic free surface flow in a 3-D collapsible channel

This example consists of an Oldroyd-B fluid flow in a 3-D channel with a free

surface section. An Oldroyd-B liquid is a very simple model for a viscoelastic fluid,
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Figure 7.4: Mesh 1 for the slot coater problem. Used in Test 1.

which is commonly used for numerical experimentation.

Because the 3-D channel is axisymmetric, only one quarter of the channel is needed

to fully characterize the flow. For a Newtonian, viscoelastic flow like this, the whole

system of equations (6.6)−−(6.10) is required. In equation (6.6) we use domain

deformation method (0 = ∇ ·Te). The dimensions of one quarter of the 3-D channel

and the boundary conditions are shown in figure 7.5.

Figure 7.5: 3-D collapsible cylindrical channel and boundary conditions.
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7.2.1 Experimental environment

The goal of this set of experiments is to compare the behavior of three approaches

for the solution of linear systems that result from solving free surface flow problems.

These three approaches are:

• FS : A frontal solver, direct method based on the ideas presented in [37].

• ILUT-GMRES : An iterative solver implemented by Saad in the SPARSKIT

library [88]. It requires the specification of two parameters for the ILUT

preconditioner, L fill , drop tol, the level of fill-in allowed in the factors L

and U and the drop tolerance (see previous section). In addition, for GMRES

the Krylov subspace size, Krylov size, and the number of restarts allowed,

restart, also need to be chosen.

• SPAI-GMRES(p) : GMRES solver preconditioned by a sparse approximate

inverse which is based on the ideas presented in [46]. Here p denotes the

number of processors used. To compute the SPAI preconditioner, we need to

define three parameters, band, nc and maxcfill. For all experiments

maxcfill = 2× (band − 1) and nc is set such that at most 2 residual

improvements for each column are performed. For GMRES, the parameters

Krylov size and restart have the same values chosen for ILUT-GMRES

Specifically, we want to find steady state solutions for problems 1 and 2 . These

solutions are computed by solving the equations (6.6)–(6.10) with Newton’s method.

In each Newton iteration, the linear algebraic equations will be solved by the frontal

solver (FS), ILUT preconditioned GMRES (ILUT-GMRES), and sparse

approximate inverse preconditioned GMRES (SPAI-GMRES(p)). Table 7.1 contains

the definition of the nine meshes used on these two problems with mesh 1 for

problem 1 and the rest for problem 2.
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mesh elements nodes unknowns(n)

1 180 779 3, 656

2 1, 339 2, 363 20, 210

3 2, 729 4, 587 38, 802

4 4, 448 7, 369 62, 086

5 8, 157 13, 213 110, 702

6 24, 628 38, 313 318, 022

7 43, 844 67, 284 556, 696

8 62, 850 96, 332 796, 728

9 99, 388 151, 969 1, 256, 278

Table 7.1: Definition of nine meshes used in the tests. Mesh 1 is for the 2-D flow and

the rest are for the 3-D flow.

Based on practical experience and the recommendation given by Kelley [50],

GMRES convergence tolerance is set to be 10−3 in the first Newton iteration and

min(10−7, β ||Rk||2
||Rk−1||2 ) in the kth Newton iteration (k = 2, ...), where β is a constant

which is set to be 0.9 for this study and Rk is the kth Newton iteration residual

norm. The Newton iterations are halted when the norm of the Newton updated

vector plus the residual norm is less than 10−6.

The computations are performed on the Rice Terascale Cluster (RTC). The RTC is

a 1 TeraFLOP Linux cluster based on Intel Itanium2 processors, each one with

CPU speed of 900MHz. This distributed memory architecture has 124 nodes with

2GB memory and 2 processors per node, with 4 additional nodes having 16GB

memory and 4 processors each. Additional information about this architecture can

be found at http://www.citi.rice.edu/rtc.
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7.2.2 SPAI-GMRES(p) implementation with MPI

The time consuming parts of the computation include:

1. computation of Jacobian matrix,

2. construction of inverse preconditioner,

3. GMRES iterations,

while the memory-intensive storage consists primarily of:

• elementary Jacobian matrices,

• Krylov subspace vectors,

• preconditioner M .

Process 1, 2 and 3 are parallelized by the Message Passing Interface (MPI) [100].

The entries of the elementary Jacobian matrices, rows of the Krylov subspace, and

columns of the preconditioner are equally distributed on different processors. After

this distribution, the computation proceeds in the following way:

1. Each processor computes the elementary Jacobian of its distributed elements,

which is approximately the number of total elements divided by the number of

processors.

2. Each processor assembles its corresponding part of the banded Jacobian

matrix from the elementary Jacobian matrices computed in the first step.

3. The Jacobian matrices have overlap between neighbored processors, so the

banded Jacobian matrices computed in different processors have to sum up
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the overlap part. Each processor sends its banded Jacobian to its neighbors

and receives the banded Jacobian from its neighbors and sum up the

corresponding part for computing its corresponding preconditioner columns.

4. Each processor computes its distributed columns of the inverse preconditioner

(the number of the columns is approximately the total number of the columns

divided by the total processor number).

5. During the GMRES iterations, when the algorithm requires the product of the

Jacobian matrix and a vector, or the product of the preconditioner and a

vector, each processor performs its distributed elementary Jacobian

matrix-vector product or its distributed columns of preconditioner-vector

product. Each processor communicates with its neighbored processors for the

overlap part of the vector.

6. In the Gram-Schmidt orthogonalization process, each processor computes the

inner product of its corresponding rows and sum up by MPI allreduce.

The parallel speed-up for the entire process, TSp, is calculated by TSp = TTs/TTp

and the parallel efficiency, TEp, is calculated by TEp = TSp/p , where TTs and TTp

are the sequential and parallel runtimes for the entire process. Similarly, The

parallel speed-up for computing preconditioner, PSp, is calculated by

PSp = PTs/PTp and the parallel efficiency, PEp, is calculated by PEp = PSp/p,

where PTs and TPp are the sequential and parallel runtimes for the preconditioner.

These parallel characteristics will also be evaluated in this study.

7.3 Tests and Results

A total of six tests along with their results will be presented in this section. The

purpose of the first two experiments is to compare SPAI-GMRES to a frontal solver

-
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and to an ILUT-GMRES method. In the last four tests, we analyze the behavior of

SPAI-GMRES in different situations.

Test 1: This experiment is designed to compare the behavior of the three

approaches with respect to requirements on memory and CPU time, when solving

problem 1. Based on an initial guess of flow computed from a fixed domain with slip

wall boundary condition on the free surface section, the computation is performed

on mesh 1, with 180 elements and 779 nodes, which produces a problem of 3, 656

unknowns. The mesh 1 under the flow conditions is shown in figure 7.4. Table 7.2

contains the settings of the parameters used for ILUT-GMRES and SPAI-GMRES.

Krylov size restart L fill drop tol band

100 15 45 10−4 101

Table 7.2: Parameter settings for Test 1.

Results (Test 1): The required memory and the total CPU time are listed in

Table 7.3. GMRES converges with both ILUT and sparse approximate inverse

preconditioning. However, because the problem is fairly small, GMRES doesn’t

exhibit its advantage, while the direct solver (FS) presents good CPU time as well

as a reasonable memory usage.

The time spent on computing the preconditioner for SPAI-GMRES(1) is 105s,

which is very high compared with the total CPU time. Fortunately, the

computation of the preconditioner is perfectly parallel because it involves solving a

set of small uncoupled least squares problems, which can be easily distributed to

various processors. Table 7.3 also shows that for this small case, the parallel

speed-up and parallel efficiency of computing the SPAI preconditioner are high,

while those for computing the entire process are acceptable.

It is worth mentioning that for this problem, a restarted GMRES does not converge

I ~ I I ~ I I I 
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without preconditioning and converges very slowly with ILUT preconditioning at

different values of L fill and drop tol.

Solver Memory CPU CPU TSp TEp PSp PEp

required (total) (SPAI)

Frontal solver 16 MB. 11s N/A N/A N/A N/A N/A

ILUT-GMRES 23 MB. 23 s 0.45 N/A N/A N/A N/A

SPAI-GMRES(1) 23 MB 124 s 105s N/A N/A N/A N/A

SPAI-GMRES(2) 13 MB 75 s 63s 1.65 0.83 1.67 0.83

SPAI-GMRES(4) 8 MB 46 s 34 s 2.70 0.68 3.09 0.77

SPAI-GMRES(8) 6 MB. 31 s 17 s 4.00 0.5 6.18 0.77

Table 7.3: Results on slot coater flow with mesh 1.

Test 2: Using this test we analyze the behavior of the three approaches, when

solving problem 2 as the size of the problem increases. Thus, the computations are

performed on mesh 2 and mesh 3 at Θ = 0, Q = 0.5, ∆p = 31.42, β = 0.59,

Ca = 0.080, and We = 0.064, where Q is the flow rate in the full channel, ∆p is the

dimensionless pressure drop between the outside of the free surface section and the

outflow section ∆p ≡ (p1 − p2)πR3/(µQ), We ≡ λγ̇c ≡ λ(4Q/(πR3)),

Ca ≡ µv/γ ≡ µQ/(πR2γ). The initial starting point for Newton’s method is the

result of a Newtonian free surface flow with the same Capillary number, Reynolds

number, and pressure drop.

The parameters in the conformation transport equation (6.10) are ξ = 1, ζ = 1,

g0 = −1, g1 = 1, g2 = 0, and ∂a
∂M

= G
2ρ

I, where G = ηp

λ
is the polymer modulus.

Table 7.4 contains the parameters for this test.

Results (Test 2): Memory usage and the CPU times are listed in Table 7.5. This

table shows that when the number of the unknowns is large, GMRES with the SPAI
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Krylov size restart L fill drop tol band

350 15 150 10−4 101

Table 7.4: Parameter settings for Test 2.

preconditioner displays a great advantage over the direct solver (FS).

Mesh Solver Memory CPU TSp TEp PSp PEp

mesh 2

n=20210

FS 825 MB 1,024 s N/A N/A N/A N/A

ILUT-GMRES 362 MB NC N/A N/A N/A N/A

SPAI-GMRES(1) 258 MB 329 s N/A N/A N/A N/A

mesh 3

n=38,802

FS 2.3 GB 4,151 s N/A N/A N/A N/A

ILUT-GMRES 720 MB NC N/A N/A N/A N/A

SPAI-GMRES(1) 507 MB 713 s N/A N/A N/A N/A

SPAI-GMRES(2) 462 MB 379 s 1.88 0.94 1.99 1.00

SPAI-GMRES(4) 440 MB 225 s 3.17 0.79 3.49 0.87

SPAI-GMRES(8) 430 MB 132 s 5.40 0.68 6.54 0.82

Table 7.5: Results on flow in 3-D collapsible channel. FS performance degrades.

ILUT-GMRES doesn’t converge (NC). SPAI-GMRES(1) works well.

When the size of the problem (n) increases, both the memory and CPU time

increase tremendously when using FS, while the memory and CPU time increase

linearly or super-linearly when using the GMRES solver. Therefore, for a large scale

problem, it is impossible to use this frontal solver, while GMRES with a good

preconditioner is still an option. Moreover, the SPAI preconditioner clearly offers

better performance over the ILUT preconditioner.

Test 3: The construction of the inverse preconditioner depends on the number of

bands chosen from the Jacobian. The effect of this band width is investigated in

I ~ I I I ~ I I 
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this test. We solve the three-dimensional collapsible channel flow problem on mesh

2, with the same experimental conditions used in test 2.

Results (Test 3) Memory requirement, total CPU time, and CPU time spent on

computing the preconditioner are listed in Table 7.6.

Band width 21 41 61 81 101 121

Memory for SPAI 4 MB 9 MB 15 MB 24 MB 28 MB 33 MB

Total memory 234 MB 239 MB 246 MB 253 MB 258 MB 263 MB

Time for SPAI 9 s 22 s 54 s 124 s 194 s 283 s

Total time N/A 166 s 220 s 288 s 329 s 441 s

Table 7.6: The effect of the band width on SPAI performance.

For a band width equal to 21, the preconditioner is not effective and GMRES

doesn’t converge. This is mainly because 21 diagonal entries are not enough to

represent the Jacobian. The sparsity pattern for this Jacobian, after a reverse

Cuthill-McKee ordering [40], is shown in figure 7.6. As we can see, even the narrow

part of this matrix requires around 103 diagonals to be represented. Thus, 21

diagonals produce a poor approximation of the Jacobian, and as a result, the

approximate inverse is useless.

On the other hand, when the number of bands increases from 41 to 121, memory

requirements do not change much because most memory is used to store the

elementary Jacobian and Krylov space. The total memory to store the banded

Jacobian matrix and the preconditioner is quite low due to their sparsity. However,

the CPU time required for the computation of the preconditioner increases rapidly,

degrading the total performance. In this specific case, the best performance is

obtained with band = 41. Although there is not a rule to choose the band width, in

practice, the banded Jacobian should retain the largest entries of the Jacobian.
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Figure 7.6: Sparsity pattern of Jacobian matrices arising in 3D free surface flows.

Total CPU time and the CPU time spent computing the preconditioner are plotted

versus the band width of the banded Jacobian in figure 7.7. The plot shows that the

CPU time increases with the band width faster than linearly. The memory

requirements are plotted versus the band width of the banded Jacobian in figure

7.8. The total memory increases linearly even though it doesn’t change much with

the change of band width.

Test 4: This test is designed to analyze the behavior of SPAI-GMRES(1) as the

size of the problem increases. Thus, we solve problem 2 with the same condition

established in test 2 and mesh 2. Then, we refine the mesh three times in order to

produce problems of bigger sizes. Meshes 2, 3, 4, and 5 used in this experiment are

defined in Table 7.1. The Krylov subspace dimension is limited to 350, and the

maximum number of restarts allowed is 15. For the construction of the

I) 

0.2 

0.4 

0.6 

0.8 

1.2 

1.4 

1.6 

1.8 

4 
x 10 Jacobi an matrix of a 3-D collapsible channel flow 

2~---~----~---~----
0 OS 1 1S 2 

nz=2903812 x104 



143

40 50 60 70 80 90 100 110 120 130
0

100

200

300

400

500

600
CPU time vs. band width ( n = 20,210 )

band width

C
P

U
 ti

m
e 

(S
ec

on
ds

)

Total CPU time
CPU time (SPAI)

Figure 7.7: Total time and time for SPAI versus band. Time increases more than
linearly.

preconditioner, the band width is set to 101.

Results (Test 4): The CPU time spent computing the preconditioner, CPU time

spent on GMRES, the total CPU time for all Newton iterations, and the memory

requirement for the preconditioners versus the problem size are plotted in figures 7.9

and 7.10 respectively.

Figure 7.9 shows that the CPU time spent computing the preconditioner increases

linearly with the problem size, while the CPU time spent on GMRES and the total

CPU time increase faster than linearly. On the other hand, memory requirement

increases linearly with the problem size. Figure 7.10 shows this result.

Test 5: This test is performed to investigate the behavior of the parallel

SPAI-GMRES on 16 processors (SPAI GMRES(16)) as the problem size increases.

We solve problem 2 with the same flow condition as in test 2 except that the

Weissenberg number is We = 0.318. The initial iterate for Newton’s method is the

result at We = 0.064 and the same other corresponding flow conditions. The four

0 
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Figure 7.8: Total memory versus band. Memory increases linearly and stays low.

different meshes used are defined in table 7.1 as meshes 6,7,8,9 with increasing

element numbers. The Krylov subspace size is set to be 500, and the maximum

number of restarts allowed is 15, the band width is band = 100.

Results (Test 5): The CPU time spent on computing the preconditioner and the

total CPU time for all Newton iterations versus the problem size are plotted in

Fig. 7.11. Here the CPU times are the highest corresponding CPU times among the

16 processors. Fig. 7.11 shows that the CPU time spent on computing the

preconditioner increases linearly with the problem size, and the total CPU time

increases almost linearly with the problem size.

Test 6: Finally, since that the main objective for the construction of the

preconditioner is to provide a good linear solver for Newton’s method, we present

the general behavior of SPAI-GMRES in all Newton iterations. Thus, in this test we

investigate the GMRES residuals in each Newton iteration when solving the free

surface flow problem 2.
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Figure 7.9: CPU time versus problem size for SPAI-GMRES(1) on problem 2.

Using mesh 5 and the same flow conditions as in test 2, we generate a problem with

110, 702 unknowns. To give an insight of the convergence behavior, we use full

GMRES (no restart) in this test. We perform the same test with two different

stopping rules for GMRES: (1) GMRES iterations are stopped when the residual

norm is less than 10−10 and (2) at the first Newton iteration, GMRES is stopped if

the residual norm satisfies a tolerance of 10−3; in subsequent Newton iterations,

GMRES is halted when the residual norm is less than min(10−7, β ||Rk||2
||Rk−1||2 ). We

recall that the latter criterion, which is used in all previous tests, is based on

practical experience and the recommendation given by Kelley [50]

Results (Test 6): Figure 7.12 shows the convergence history for this case with

110, 702 unknowns under two different stopping criteria for GMRES. The top figure

shows the GMRES convergence history in three consecutive Newton iterations using

the first stopping criterion. GMRES needed 773 Krylov vectors to reduce the

residual norm from about 10−2 to 10−10 in the first Newton iteration, 762 Krylov

vectors to reduce the residual norm from about 10−1 to 10−10 in the second Newton
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Figure 7.10: Memory requirements versus size of the problem. Memory requirements
are kept low as the size of the problem increases.

iteration, and 540 Krylov vectors to reduce the residual norm from about 10−4.8 to

10−7.7 in the third Newton iteration.

The bottom figure shows the GMRES convergence history using the second stopping

criterion. We can see that GMRES only needs about 34 Krylov vectors to reduce

the residual norm from about 10−2 to 10−3 in the first Newton iteration, 537 Krylov

vectors to reduce it from about 10−1 to 10−7 in the second Newton iteration, and 282

Krylov vectors to reduce it from about 10−4.8 to 10−7.7 in the last Newton iteration.

Therefore, with the second stopping criterion which was used in all the previous

tests, we can reduce the number of GMRES iterations while preserving the same

convergence behavior for Newton method. As a result, the time of the computation

is reduced. A total of three Newton iterations were required to satisfy the Newton

convergence criterion. We observed a similar situation in all previous experiments,

which means that with our SPAI-GMRES approach Newton method’s quadratic

convergence is preserved.
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Figure 7.11: CPU time versus problem size for SPAI-GMRES(16) on problem 2.
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7.4 Summary of Results

After a detailed analysis of iterative methods to solve the very large and

ill-conditioned linear systems arising in free surface flow applications, GMRES was

chosen as the more appropriate iterative solver. However due to the very slow rate

of convergence, it was necessary the use of a preconditioner. Several classical

preconditioners were tested, including Jacobi and ILUT. Results with these

preconditioners were not satisfactory and due to the size and the structure of the

coefficient matrices an inverse preconditioner was developed.

In this chapter we presented the development and implementation of a SPAI

preconditioner, which displays a very good behavior when applied to free surface

flow applications. The characteristics of this application were taken into account in

the construction of the preconditioner. This section offers a summary of the results

obtained using this SPAI preconditioner in conjunction with GMRES

(SPAI-GMRES).

A total of six tests on two free surface flow problems were performed. The purpose

of the first two tests was to compare three different approaches: Frontal solver(FS),

ILUT-GMRES and SPAI-GMRES. The conclusion after this experimentation is

that for small problems with less than 10, 000 unknowns the frontal solver presented

the best performance, followed by ILUT-GMRES, since for these problems the

computation of the Preconditioner is expensive.

For problems of bigger size, the convergence of ILUT-GMRES is not acceptable and

the size of the factors is prohibitive. Memory requirements and CPU time for the

frontal solver are too high. Indeed, when the size of the problem is bigger than

38, 802 the memory required for the frontal solver can hardly be afforded. However,

for these larger problems the SPAI-GMRES implementation displays the best

performance.
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The last four tests were designed to analyze the behavior of the preconditioner in

different situations. After this experimentation we conclude that choosing an

appropriate initial sparsity pattern for construction of the preconditioner is essential

for its effectiveness. Thus the initial band should be sufficiently large to contain

most of the nonzero entries of the Jacobian, but keeping a high level of sparsity to

decrease the cost for the computation of the preconditioner and the storage.

Due to the high scalability of this preconditioner, the use of computational resources

in parallel environment is almost optimal since CPU time and memory increase

almost linearly when the size of the problem increases.

Finally, one of the most important features of this preconditioner is that it is

reusable, thus, we use the same preconditioner in all Newton’s iteration. Further

experiments reveal that the preconditioner is also effective when used as left

preconditioner.



Chapter 8

Conclusions

This dissertation presented two main contributions: The design of a block

eigenvalue solver along with a new continuation approach for bifurcation and

stability analysis and the development of a sparse approximate inverse

preconditioner for solving very large linear systems that arise in free surface flows.

Both of these were implemented and extensively tested. In particular the

preconditioned GMRES method was tested on a massively parallel distributed

memory platform, and the results presented in Chapter 7 are conclusive and

demonstrate that for the first time flow problems, as those arising in coating

processes, with millions unknowns can be solved accurate and efficiently.

Details of the block eigensolver, BLIRAM, and its implementation were considered

in chapter 5, as well as the new algorithm for continuation and bifurcation analysis

using BLIRAM. Both implementations were tested in different situations and the

results were presented in chapter 6. The block eigenvalue solver still requires

effective deflation techniques to speed up its convergence. Deflation schemes

proposed by Lehoucq [59], Lehoucq and Sorensen [63] and Sorensen [102] seem to be

appropriate in this case.
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There is no doubt of the usefulness of BLIRAM in the context of numerical

continuation and bifurcation analysis. Moreover, the results from the computational

experiments in chapter (6) suggest that in the large-scale setting, a

predictor-corrector approach combined with BLIRAM can lead to a reduction in

computational time with respect to traditional approaches. Additionally, BLIRAM

does not require of the matrix explicitly and has low storage requirements.

Furthermore this block eigensolver could be very effective in the detection of other

points of interest, such as the one-to-one resonant Hopf point, where a pair of

complex eigenvalues with multiplicity 2 crosses the imaginary axis.

The construction of a SPAI preconditioner was the subject of chapter 7. We

investigated the performance of this preconditioner when used with GMRES to

solve linear system arising in the analysis of free surface flows. A complete set of

experiments corroborated the effectiveness of this preconditioner when applied to

very ill-conditioned and large linear systems. Moreover, because of the effectiveness

and high scalability of the preconditioner, realistic free surface flow problems with

millions unknowns are being studied for the first time. This computational study is

currently in progress. The results will be reported in the near future.

8.1 Future directions

There remain several topics that require future research:

• In order to improve the convergence of BLIRAM, deflation techniques, such as

locking and purging, should be incorporated. This can be combined with an

adaptive block size technique to make better use of the resources. In this way,

after the locking of some eigenvalue, the block size can be decreased. Also, for

the purpose of bifurcation and stability analysis at some points it could be
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helpful to increase the block size.

• Given the results obtained with BLIRAM, we consider of great importance the

comparison between BLIRAM and other block eigensolvers.

• Subspace convergence analysis for BLIRAM.

• Further experiments using predictor-corrector method with BLIRAM on

large-scale applications should be considered, as well as the usefulness of

BLIRAM in the detection of higher order bifurcations.

• For free-surface flow applications, a combination BLIRAM-PGMRES will

improve the continuation procedure. Moreover, we can use the same

preconditioner when solving the linear system at the predictor and corrector

steps.

Finally, as result of this research, we consider that the combination of BLIRAM

with GMRES at the predictor step should be the next step in this direction, in

order to guarantee an accurate computation of the tangent. In particular, for very

large problems with ill-conditioned Jacobians, the combination

BLIRAM-SPAI-GMRES at the predictor step could be more appropriate. In

addition, experiments suggest that the same preconditioner can be used for solving

both linear systems, using GMRES at the predictor and at the corrector step.

With this work we have contributed to the development of new tools for bifurcation

and stability analysis of free surface flow problems, such as those arising in the

industrial coating process. Indeed, we have been able to solve a 3D-Collapsible

channel problem with 1, 256, 287 unknowns. This computation takes 4.5 hours on 32

processors. These results are being analyzed and will be reported promptly. This is

the first time a problem of this complexity has been solved.
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[14] M. Benzi and M. Tůma. A sparse approximate inverse preconditioner for
nonsymmetric linear systems. SIAM J. Sci. Comput., 19(3):968–994, 1998.

[15] M. Benzi and M. Tůma. A comparative study of sparse approximate inverse
preconditioners. Appl. Numer. Math., 30(2-3):305–340, 1999.

[16] N. E. Bixler. Stability of a Coating Flow. PhD thesis, University of
Minnesota, Minnesota, 1982.

[17] J. H. Bolstad and H. B. Keller. A multigrid continuation method for elliptic
problems with folds. SIAM J. Sci. Stat. Comput., 7:42–56, 1986.
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