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Abstract. We present a novel way of reusing the Krylov information generated by GMRES for 
solving the linear system arising within a Newton method. Our approach departs from the theory of 
,ecant preconditioners developed by Martinez and then combines secant updates of the Hessenberg 
matrix generated by the Arnoldi process in GMRES, the Richardson iteration and limited memory 
quasi-Newton compact representations to generate descent directions for each Newton step. The pro
posed method allows to reflect -without explicitly computing them- secant updates of the Jacobian 
matrix that lead us to skip GM RES for the benefit of satisfying the Dembo-Eisenstat-Steihaug condi
tion. Hence, the resulting method turns out to be computationally more economical than traditional 
inexact Newton implementations. Computational experiments reveal the suitability of this approach 
for large scale problems in several application contexts. 

Key Words. Krylov methods, secant methods, Broyden's method, limited memory quasi-Newton 
method, inexact Newton method, rank-one updates, GMRES, large-scale nonlinear systems, Newton
Krylov methods, secant preconditioners. 

1. Introduction. Inexact Newton methods are a family of methods where the 
linear system of equations for the Newton step is solved approximately. This idea was 
already suggested by Ortega and Rheinholdt [40] in the context of stationary iterative 
methods which were the best available methods in the sixties and seventies for solving 
large linear problems [52]. 

However, the formalization of these inexact Newton methods was done not long 
ago by Dembo,Eisenstat and Steihaug [16]. Their work provided mechanisms for 
deciding when the relative residuals of the linear solver were sufficiently small to 
ensure an acceptable Newton step. Since then, the reliability and acceptance of inexact 
Newton methods have been continuously growing according to the sophistication of 
linear iterative solvers for large scale problems. 

Nowadays, intensive research is currently devoted to exploiting these methods 
as an alternative vehicle for solving large scale problems in nonlinear optimization. 
The important advances in linear iterative solvers based on Krylov subspace methods, 
the proven effectiveness of available parallel computers and the recent findings of 
preconditioners which efficiently take advantage of these parallel architectures are 
among the main reasons for the increasing research interest in inexact Newton methods 
(see e.g. [6], [9], [12], [13], [19],[21] [22], [29] and the recent book published by Kelley 
[30]). 

On the other hand, quasi-Newton methods have been a good alternative to deal 
with the high computational cost and difficulties associated to the evaluation of Jaco
bian operators. These methods rely upon low-rank updates that serve as correction 
terms for secant approximations to the Newton equation. The most widely used of 
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these low rank updates is the Broyden method (see [10] and [18]). In the context 
of large scale problems, the main difficulty resides in maintaining the convergence of 
the method without destroying the sparsity pattern of the Jacobian matrix. Hence, 
most of the advances aimed at overcoming this can be categorized as limited memory 
methods. Comprehensive discussion and pointers to the literature about using these 
methods for large scale problems can be found in [11], [18] and [37]. 

Along the lines of quasi-Newton, we bring the reader's attention to the theory 
of secant preconditioners developed by Martfnez [32]. He proposes the use of struc
tured quasi-Newton formulae as a device for building preconditioners within an inexact 
Newton method. From a practical standpoint he suggests ways to update the precon
ditioners by low-rank updates and check if the Dembo-Eisenstat-Steihaug condition 
is satisfied by the pure application of the preconditioners. Evidently, this may imply 
significant savings in the number of floating point operations since the linear solver is 
eventually skipped and the reduction of Newton residuals depends basically upon the 
application of the preconditioner itself. He shows that if these preconditioners satisfy 
the Dennis-More characterization [17] then superlinear convergence is reached in the 
Newton iterates. 

Martfnez's results, in particular, are the motivating point of this research. Our 
approach looks not only at the issue of updating preconditioners but also at exploiting 
the information generated by the Krylov subspace iterative method which should not 
be totally discardable. In particular, we based our work on the GMRES algorithm 
[44]. Moreover, our framework already comprises features suggested by Eisenstat and 
Walker on globally convergent inexact Newton methods [22]. 

Since GMRES is based on the Arnoldi process to generate a basis for the Krylov 
subspace, we propose to update the Hessenberg matrix and preserve the basis for 
future Newton steps. This idea is further refined by adapting the hybrid GMRES 
(MHGMRES) recently proposed by Simoncini and Gallopoulos [47] for solving systems 
with several right hand sides. In our framework, their algorithm translates into an 
efficient device to bypass GMRES in subsequent Newton steps. If a high cost is 
involved in evaluating the Jacobian operator, we also suggest to incorporate limited 
memory compact representations to avoid the explicit knowledge of Jacobian and 
preconditioner as we progress in the iterations. Hence, their action is retrieved only 
from their explicit representation at the first Newton step. If the linear residuals are 
not making reasonable progress to fulfill the Dembo-Eisenstat-Steihaug condition, the 
computation will be given to GMRES once more and the linear solver will restart from 
the best solution obtained so far. 

We show that our method represents a novel and more economical way to perform 
inexact Newton steps in relation to most standard implementations. This work then 
represents an extension to Martinez work and reinforces his original view on his theory 
of secant preconditioners. 

We point out that even though our work is focused on large nonsymmetric systems 
arising within the Newton method, our results should be applicable to symmetric 
problems as well. Our results can be reinterpreted in the context of Lanczos iterations 
and hence suitable for large scale minimization problems. 

This work is developed from an algorithmic perspective and is organized as fol
lows. In Section 2, we describe the the Newton-GMRES algorithm on which we are 
developing our ideas. In Section 3, we start the discussion presenting the secant pre
conditioner algorithm in an inexact Newton method. We then describe how to preserve 
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the current Krylov basis generated by GMRES by secant updates of the Hessenberg 
matrix associated to the Arnoldi factorization. In this way we are able to characterize 
the first ingredient of our Krylov-secant method. Section 4 is devoted to develop the 
second part of the method, which is based on a hybrid GMRES formulation to solve 
systems with multiple right hand sides. We incorporate limited memory quasi-Newton 
methods to handle the Jacobian and its corresponding preconditioner in an implicit 
fashion. This feature will aid to make the Richardson iteration more computationally 
appealing. We then proceed to put all pieces together and present the complete ver

sion of the Hybrid Krylov-Secant (HKS) algorithm. In Section 5, we show numerical 
experiments illustrating the effectiveness and robustness of our algorithm in relation 
to a standard implementation of inexact Newton method with GMRES. We end this 
paper by making some concluding remarks and pointing out possible enhancements of 
our method in the near future. 

2. Newton-Krylov methods. The use of Krylov subspace methods in the con
text of Newton iterations can be seen in [35], [36] and [38]. Interestingly enough, the 
use of GMRES as inner solver for nonlinear procedures seems to have its origin in 
[50]. Since then, many authors conceived its use in the context of ordinary differential 
equations (see e.g. [8] and references therein). The use of GMRES as an effective 
procedure for solving general algebraic nonlinear equations was proposed by Brown 
and Saad [6]. They include extensions for applying globalization techniques, scaling 
and preconditioning issues, and applications to several types of partial differential 
equations. In consequence, more results have being appearing in the literature from 
both the theoretical and practical points of view; see [9], [13] and [22]. 

In this section we give a brief introduction to Krylov subspace methods and review 
the most important facts about the theory of Newton-Krylov methods. This work is 
developed from the view of GMRES which is in close connection to our analysis and 
algorithm development of Krylov-secant methods. 

2.1. GMRES. A full description of Krylov iterative methods can be found in 
[23] and [28]. Here, we just summarize some general concepts. 

DEFINITION 2.1. Let A be a linear operator and v a vector defined in a finite 
dimensional space. The Krylov subspace Kn (A, v) is defined as 

(1) Kn (A, v) = span{v, Av, A 2
11, .•• , An- 1v}. 

There are basically two types of approaches for solving a given linear system 
Ax = b by an iterative procedure defined in a Krylov subspace. Let x0 be a initial ap
proximation towards the solution of this system, and r0 = b-Ax0 be the corresponding 
residual. So, we can either use a 

• Galer kin approximation: Choose Zn E Kn ( A, v) so that 

(2) 

or, 
• A minimal residual approximation: Choose Zn E Kn ( A, v) and solve 

(3) min llb - A (xo + z)II = min llro - Azll. 
zE>Cn(A,ro) zE>Cn(A,ro) 
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Both formulations find an approximate solution by setting Xn = xo + Zn. Here, 
11·11 denotes the Euclidean norm. The GMRES algorithm [44] is a minimal residual 
approximation method that relies on the Arnoldi process to generate a basis for the 
Krylov subspace. The Arnoldi process produces the following decomposition: 

(4) 

which can be compactly rewritten as 

(5) AVn = Vn+IH n, 

where 

Vn+l = WnlVn+1J, Hn= ( Hn )· hn+l,ne~ 

The matrix Vn is orthogonal and its columns represent a basis for Kn ( A, v) and 
Hn, is an (n + 1) x n upper Hessenberg matrix of full rank n. Hence, the minimal 
residual approximation can be reformulated as the following least squares problem 

(6) 

In order to solve (6), the QR factorization of H n is performed as the Arnoldi 
iteration advances. We shall later discuss that this QR representation of H n is quite 
convenient for reusing the Krylov basis information expressed in(4). 

Another important aspect is that GMRES residuals, rn, can be efficiently com
puted as 

(7) 

where .s;, 1 ::; i ::; n, is the sine transformation corresponding to the Givens rotation 
Gi. The Givens rotations are performed to factor H n in the QR form: 

(8) 

Hence from (7), there is no need to use the matrix A for monitoring the conver
gence of the method. 

One of the strongest arguments for using GMRES is its capability of producing 
monotonically decreasing residual norms. For a problem size n, convergence is guar
anteed within n iterations in the absence of roundoff errors. However, m iterations of 
GM RES requires O (m2 n) operations and O ( mn) of storage, making the procedure 
infeasible for large values of m. Restarting GMRES after m steps (with m ~ n) 
alleviates the problem but sacrifices its nice convergence properties. However, the 
restarted version of GMRES works well in practice specially with good precondition
ing strategies. 

A more detailed discussion about GMRES properties and implementations can be 
found in [5] and [49]. 
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2.2. The Newton-GMRES framework. Consider finding a solution u* of the 
nonlinear system of equations 

(9) F(u)=0, 

where F : IR n --+ IR n. For notational convenience, let for the remainder of the paper 

F(k) = F ( u(k)) and J(k) = J ( u(k)) denote the evaluation of the function and its 

derivative at the kth Newton step, respectively. An inexact Newton's method applied 
to (9) results in the following algorithm: 

ALGORITHM 2.1. 
1. Let u(0 ) be an initial guess. 
2. Fork= 0, l, 2, ... until convergence do 

2.1 Choose r/k) E [0, 1). 
2.2 Compute a vector s(k) satisfying 

(10) 

llr(k) II (k) · 
with IIF( u(kl)II :::; T/ , by usmg GMRES. 

2.3 Set u(k+l) = u(k) + A(k)s(k). 

The residual solution r(k) represents the amount by which the solution s(k), given 
by GMRES fails to satisfy the Newton equation: 

( 11) 

The step length A (k) is computed using a linesearch backtracking method which 
ensures a decrease of f(u) = ½F(u)t F(u). The step given by (10) should force s(k) 

to be a descent direction for f( u(k) ). That is, 

(12) 

in such case, we can assure that there is a ( 0 such that 

for all 0 < ( < ( 0
. 

Moreover, if IIF(k) + J(k)s(k)II < IIF(k)jl then s(k) is a descent direction (see [6]). 

Thus, the residual norm in GMRES must be reduced strictly. In practice, the final 
residual given by GMRES is acceptable whenever the nth linear residual at the kth 
Newton step is 

(13) 0<r,<l. 

for an initial guess s0 . 

Criteria to choose the "forcing term" r7, in (13), as well as backtracking strategies 
have been extensively studied by Eisenstat and Walker [21], [22]. We remark that their 
results on heuristic choices of T/(k) and suitable safeguards provide efficient mechanism 
for avoiding oversolving of the Newton equation ( 11) without affecting the fast local 
convergence of the method. 
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We have incorporated Eisenstat-Walker ideas in our N ewton-G MRES implemen
tation. In fact, it has been observed that the following choice for Tf works well in 
practice [15]: 

(14) 

where 

(15) 
-(k) _ IIIF(k)II- IIF(k-t) + J(k-t)s(k-t)III 
,,., - IIF(k-1)11 . 

It was established by Eisenstat and Walker that this choice leads to q-superlinea.r 
and two-step q-quadratic convergence if u(k) is sufficiently closed to u(*) and J(*) is 
nonsingular (see [21]). In numerical experiments, we study the performance of our 
Krylov-secant method with and without the use of the forcing term criteria. given by 
(14) and (15). 

We now state an important result regarding the convergence of inexact Newton 
methods. 

THEOREM 2.1. (Brown-Saad {9]} Denote D C IRn an open convex subset. Let 

f = ½ IIFll 2 satisfy the following assumptions: 
• f : IR n -* IR is continuously differentiable on IR n, 
• 'vf(x) E Lip-y(IRn), 

• V 2 f E Lip-r (D), 
• F is twice continuously differentiable in D. 

Consider a sequence {u(k)) generated by u(k+t) = u(k) + ,\(k)s(k) where 

The parameter ,\(k) is chosen so that the Goldstein-Armijo conditions (see {18]) are 

met 

f ( u(k) + ,\ (k) s(k)) :S f (,u(k)) + a,\ (k)v f ( u(k) r 8( k)' 

f (,1Pl + "'(kl s(kl) ::::: f ( u(kl) + /3,\ (klv7 f ( u(kl f s(kl, 

for O < a < ½ < (3 < 1. If ry(k) -+ 0 as k -* oo then ,\(k) = 1 satisfies the 

Goldstein-Armijo conditions for k 2:: k0 2:: 0 and u(k) -* u* superlinearly. If also 

Tf(k) = 0 (llp(k) II) , then the convergence raft· is qnadratic. 

In practice, only the first inequality of the Goldstein-Armijo condition is imple
mented (i.e. alpha condition). Eisensta.t and Walker establish that if (13) is satisfied 
by an inexact method such as GMRES and the alpha condition is reached then the 
following is satisfied: 

(16) tE(O,l), 

which allows to predict a "sufficient agreement" between the nonlinear function F 
and the local linear model given by Newton. In consequence, a robust and efficient 
backtracking globalization method can be based upon ( 13) and ( 16). Implementation 
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of step 2.3 in our inexact Newton algorithm also includes this feature ( for a complete 
theoretical discussion see [22]). 

We adopt the use of of righ preconditioners to GMRES. That is, we solve 

(17) 

and 

(18) 

In this way the action of the preconditioner does not affect residual norms. As 
result, norms computed in stopping criteria and the linesearch backtracking method 
preserve their size. ' 

GMRES, like most Krylov subspace methods do, provide ways to bypass the ex
plicit knowledge of the Jacobian matrix ( the so called matrix-free methods). The 
action of the Jacobian is regarded through matrix-vector products, so that significant 
savings are obtained by using finite difference approximations to carry out this action. 
However, even if this feature is not exploited, Krylov subspace methods are a rea
sonable choice for solving large scale nonlinear problems. We shall later discuss how 
this feature can be fully exploited in conjunction with limited memory quasi-Newton 
methods when the cost associated to compute the Jacobian is extremely high. 

3. Krylov-Secant preconditioners. Secant procedures have been tradition
ally conceived as an alternative way to solve nonlinear equations at a lower cost. As 
happens with inexact Newton solvers they have been studied to tackle large scale 
problems. However, only recently both methods began to be regarded more as com
plementary than competing procedures. The theory supporting this position has been 
mainly driven by Martfnez [32]. Detailed description of secant methods for nonlinear 
equations can be found in [18]. 

3.1. Secant preconditioners. Consider an inexact Newton procedure, as in 
Section 2, to solve (9). Also, let M(k+I) be the preconditioner of the Jacobian matrix, 
J(k+I), corresponding to the ( k + 1 )th Newton iteration. The secant precondition er 
M(k+i) is required to satisfy 

(19) 

where s(k) = u(k+I) - u(k). 

By means of Broyden's update (i.e., the "good" version), we can express this 
preconditioner in terms of a rank-one update of the previous preconditioner A1 (k): 

(20) 

Following the ideas of [16] and [32] we formulate the secant preconditioner as 
follows, 
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ALGORITHM 3.1. Let O < T/ < l and T/(k) E (0, ry) such that limk-+oo T/(k) = 0, 
then 

1. Give an initial guess u( 0 ) and preconditioner Af (0). 

2. Fork= 0, 1, ... , until convergence do 
2.1 If ( Af (k) is nonsingular) then 

2.1.1 Solve M(k)s(k) = -F(k). 

2.1.2 If IIJ(k):s(k) + F(k)II < T/ IIF(k)II then 

2.1.2.1 s(k) = :s(k). 

2.1.2.2 goto step 2.3. 

2.2 Find s(k) such that IIJ(k)s(k) + F(k)II < T/(k) IIF(k)II by some iterative 

method. 
2.3 Update Newton solution u(k+t) = u(k) + s(k). 
2.4 Update preconditioner Af(k) by some low-rank update procedure ( e.g. 

( 20)). 

This algorithm could be more costly than the classical Newton procedure if no care 
is taken in the selection of the preconditioner. To make this algorithm worthwhile we 
should satisfy step 2.1.2 in most cases. The initial preconditioner Af(o) is chosen as a 
fair approximation of J( 0l and expressed in some factor form (e.g. block Jacobi, ILU). 
We remark that step 2.4 should be performed so that the low-rank update strategy 
can take advantage of the underlying data structure. Again, as it is suggested for large 
scale problems, a limited memory quasi-Newton method might be convenient. 

In order to guarantee local and fast convergence, Af (k+l) should satisfy the Dennis-

More characterization (see [32]). Also, II Af(k+l) II, II ( M(k+l) )-
1

11 should be bounded 

operators. With these assumptions in mind, we then formalize the potentialities of 
the above algorithm: 

THEOREM 3.1. Let the assumptions above hold for all k = 0, 1, .... Let F be 
continuously differentiable in an open convex subset, D C rn,n and let {9) have a 
solution u* such that J* = J ( u*) is invertible and is Lipschitz at u* in D. Then there 
exists a k 2: k such that s(k) = :s(k) and the convergence is superlinear. 

Proof. See [32]. 0 

The theorem states that as we progress in the iterations the preconditioner can 
eventually overtake the role of the solver in producing decreasing residuals norms 
for the nonlinear function at superlinear convergence rate. This has to be seen with 
caution. Certainly, we may not able to keep up with smaller values of T/(k) produced 
by a strategy such as depicted in ( 14) and ( 15 ). We may end up relying on step 2.2 
most of the time in order to ensure better Newton steps and in consequence, a faster 
convergence rate. Of course, step 2.1.1 suggests a more economical alternative than 
step 2.2 and therefore a subtle tradeoff in computation cost arises. 

It will be desirable to rely on a more economical option than using the inexact 
solver in step 2.2, indeed. The initial preconditioner Af (o) could be forced to be as 
close as possible to J( 0

) but this may turn out to be quite expensive and go against 
the virtue of this method. In the next subsection, we will not avoid using the solver at 
least in the first Newton step, but we will extract the necessary information to build 
a method that implicitly handles a fair information of the new Jacobian matrix as if 
we had already performed a Broyden update on the complete operator J(0l. 
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3.2. Rank-one updates of the Hessenberg matrix. The previous discussion 
motivates us to incorporate more of the information available or related to J(k) rather 
than the one partially provided by M(k). In other words, we have seen that GM RES 
is based on the Arnoldi process which produces a decomposition as given by ( 4). 
Therefore, the idea is to implicitly perform a secant-like update on J(k) by means of 
secant updates on the Hessenberg matrix. In this way, we reflect the update on J(k) at 
a low computational cost. For the moment, we will omit the action of a preconditioner 
on J(k), although we shall come back to address this topic in Section 4.2. 

Our target reduces to finding ways of starting the next Newton iteration with a 
good approximation of the Jacobian matrix. If this approximation is sufficiently good 
we may generate a lower Newton residual and skip the solution of the linear system. 

Suppose that we use s~k) = 0 fork= 0, l, 2, ... as initial guess to GMRES for solving 

(21) 

and no restart has taken place during the process. According to Definition 2.1, the 
Krylov subspace basis is given by K~\J(k), -F(k)). Now, we wish to use the in
formation gathered during the solution of (21) to provide an approximation to the 
system, 

(22) 

with corresponding Krylov basis K,~)(J(k+I), -F(k+l)). Clearly, we can not guarantee 

that K,~+l)(J(k+l), -F(k+l)) = K,~)(J(k), -F(kl). However, rank-one updates onto 
the corresponding Arnoldi factorization of (21) can be done without destroying the 
Krylov basis. That is, 

(23) (
J(k) + v(k) zwt (v(k))t) v(k) = v(k) (H(k) + zwt) + h(k) v(k) et 

m m+l,rr, m+l m, 

for any vectors z, w E IR m. In this particular case, m indicates the number of iterations 
taken by GMRES. 

The expression (23) suggests a clearer way to update H!!;l rather than J(k). If we 
are willing to preserve the same Krylov basis and J(k+l) is meant to satisfy the secant 
equation 

(24) 

then it is not hard to show that H(k+l) has to satisfy the corresponding secant equation 

(25) 

with v(k)y(k) = s(k). Thus, the Broyden's update of H(k) is written as 

(26) 
((v(k)r F(k+l) + IIF(k)II e1 - H(k)y(k)) (y(k)r 

H(k+l) = H(k) + -'----------------'---
(y(kl/ y(k) 
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We point out that (26) can be efficiently performed by updating its QR factor
ization that naturally arises from the GMRES algorithm (Recall (8)). This requires 
just O (m2 ) floating point operations (see [25], Chapter 12, for a detailed discussion 
on rank-one updates of QR factorizations). 

The following theorem states that this update yields an implicit quasi-Broyden's 
update of J(k): 

THEOREM 3.2. Consider solving (21} and (22} by GMRES with no restart and 

initial guesses s~k) = s~k+l) = 0. Let (26} be the rank-one update of H(k), then the 
correspond-ing update of J(k) is given by 

j(k) ( p(k+l) - p(k) - J(k)s(k)) ( s(k) r 
+ (.s(k))t _g(k) 

(27) 
[ ( v(k) ( v(k) r -I) p(k+I) + h~tl,m Vm+l ( v:ns(k))] ( s(k) r 

+ (s(k)/ s(k) 

Proof. For notational convenience, we drop the superscripts on k and replace the 
superscript k + 1 by +. Thus, in view of (23) choose 

and 

Therefore, 

J+ J V 
tvt J (VVtF+ - F- V HVts) st = + zw = + -----------, 

sts 

smce V IIFII e1 = IIFII V1 = -F and, stvvt = ytvtvvt = ytvt = (Vy)t = st. By 
using the Arnoldi factorization we can substitute V H = JV - ge~ into the above 
expression. Thus 

(vvt p+ - F - JVVts + hm+1.mVm+1e~ vts) st 
=J+-----------~------

s1s 

which finally can be split up in the desired form (27). D 
Note that the last term of (23) is preserved after several secant updates of H(k) im

plying that the error size in approximating the eigenvalues of corresponding Jacobian 

operators remains constant. Therefore, the smaller the term jjh~t1,mvm+1 II (i.e. the 

closer the columns of V(k) span an invariant subspace for J(k)) the better not only the 
approximation to the current Jacobian but also the approximation to the eigenvalues 
of subsequent implicit .Jacobians with this approach. This is a key observation and its 
usefulness will be more evident as we advance in the definition of our method. 
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We have experimentally observed that the perturbation term in (27) is "harmless" 
in the sense that it produces the same convergence behavior than the classic Broyden 
method. In fact, it is not difficult to realize that theoretical interpretations to this 
update should follow from Broyden update on the Hessenberg matrix in (26). The 
bounded deterioration property for update (27) holds as an easy consequence of the 
bounded deterioration for (26). In the same way the Dennis-More characterization can 
be verified. Deeper theoretical analysis is presently being carried out in this respect 
and for the purpose of the present paper we shall assume that subsequent Jacobian 
updates occur in a controlled way and that these updated iterates converge at least 
q-superlinearly to u* as also exhaustive experimentation reveals so far. 

The above formulation tempts us to solve 

(28) min II (vlk) 1)t p(k+l) + H(k+l)yll, 
yEK(J(kl,-F(k)) + 

and take 

(29) 

Here, we define the augmented Hessenberg in (27) as 

(30) 

In terms of a normal equation solution, (27) and (28) reduces to 

However this approach presents a serious difficulty. Expression ( 31) indicates that 
we are projecting p(k+l) onto the current Krylov basis by means of premultiplying 
it by v(k). As Saad [43] stresses in the context of Lanczos iterations, the quality of 
this projection depends basically on how close p(k+l) is to the span of the current 
Krylov basis. Ideally, there is nothing to do if F(k+I) already lies there and shares no 
components with p(k). That is, we have theoretically converged at the same tolera~ce 
specified in the previous application of GMRES. In the other extreme, if p(k+l) is 
orthogonal to K~\J(k), _p(k)), then we will have that :s(k+l) = O; the solution is 
the same initial guess we use for GMRES. In general, we expect to be between these 
two extreme situations and we remark that this does not necessarily lead to favorable 
smaller residuals (We refer to Theorem 3.2 in [47] for insights into this matter). Since 
Fis a nonlinear function, the chances of p(k) being close to the current Kryov basis are 
minimal, unless the method is not giving reasonable progress towards the solution or 
the function F is virtually linear or constant. This is certainly an unrealistic situation 
and hence, (28) and (29) are not even helpful to obtain a good initial guess for solving 
(22). 

Further improvements can be drawn if we try to increase the dimension of 
K~\ J(k), - p(k)) with p(k+I). This will imply to reorthogonalize the new residual 
against all vectors already present in the basis (i.e. all columns of v(k)) and have 
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extra storage to accommodate the new vector. This approach has been suggested 
by Carnoy and Geradin [14], Parlett [41] and Saad [43] in the context of symmetric 
problems but could be equally applicable to nonsymmetric problems under the light 
of Arnoldi instead of Lanczos algorithm. However, we do not follow this direction due 
to the following reasons: 

• It steadily increases storage requirements and floating point operations at the 
same pace as does GMRES with a higher restart value, 

• Reorthogonalization to prevent loss of orthogonality may be a costly issue 
and, 

• There is not much gain in terms of parallel implementations of the method. 
In summary, the remedy to the problem of efficiently handling the changing values 

of F in the inexact Newton method relies on advances along the solution of systems 
with several right hand sides by Krylov subspace methods such as GMRES. In the 
following section, we will see how hybrid Krylov subspace methods could be an ap
pealing solution to this problem. In consequence, we shall be able to complete the 
whole structure of our method. 

4. The hybrid approach. As an attempt to reduce the amount of work of 
G MRES and other affine methods, a plethora of hybrid Krylov subspace methods has 
been proposed. The principle of these methods is to start with an iterative method 
that requires no a priori information about the matrix but which itself can produce 
useful information (i.e. such as the spectrum of the matrix). The computation is then 
switched to a more economical method that requires such information. 

The most robust methods that have been proposed lately perform a few steps 
with Arnoldi or GMRES and switch to a Richardson or a Chebyshev iteration. Of 
course, the latter methods require a fair prediction of the location of the spectrum of 
the matrix involved. 

We based our presentation in the latest work of Simoncini and Gallopoulos ( see 
[47] and [46]) for solving systems with multiple right hand sides. Their algorithm 
has five basic components: Arnoldi iteration, computation of eigenvalues, Leja order
ing, Richardson iteration and a seed system procedure. To our needs, we will only 
incorporate the three intermediate components to build up the second part of our 
method. 

In this section, we also discuss how the method can be applied with precondition
ers. It turns out that some adjustments have to be done in the Richardson iteration 
to reflect the Arnoldi decomposition. We suggest to carry out the operation involving 
the matrix and the preconditioner in an implicit manner. We suggest limited memory 
compact representations to that end, in particular the one proposed by Byrd, Nocedal 
and Schnabel [11]. The point is to avoid the probably high cost associated to function 
evaluations in large scale problems. 

Before going into further details, we remark that hybrid Krylov methods in general 
provide a virtually infinite menu of alternatives that can be applied to reduce the 
computational cost of forthcoming GMRES iterations. In response to this reality, 
we suggest that. the conception of better hybrid methods to be applied within our 
framework could be important in the future. 

4.1. Richardson iteration. The Richardson iteration is probably the simplest 
of first order nonstationary methods known. Full discussion on the convergence of 
the method for symmetric problems can be seen in [27]. For nonsymmetric problems, 
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references such as [26], [31], [39], [42] and [45] are instructive on the subject. 
Let 

(32) Js = -F, 

be a typical linear system we are interested in solving. The Richardson iteration for 
( 32) is defined by 

(33) 

We choose the relaxation parameters, Tj, as the reciprocals of eigenvalues of the 
Hessenberg matrix, H, resulting from (26). As we mentioned before, this computation 
can be efficiently performed over the QR representation of H. The Arnoldi or QZ it
eration are suitable choices for computing these eigenvalues. Hence, the eigenvalues of 
H approximate the eigenvalues of the current Jacobian that we would have computed 
if (27) is carried all the way through to the current nonlinear iteration. 

The parameters, Tj, are applied in a cyclic fashion: Tj = rjmodm, where m is the 
rank of H. If Tj is complex, as it is expected from most nonsymmetric problems, the 
Richardson iteration is carried out in real arithmetic by pairing Tj with its complex 
conjugate in two consecutive iterations. That is, 

(34) 

The effectiveness of the Richardson iteration depends heavily upon the order in 
which the parameters Tj are applied. This is fully discussed by Reichel [42] who 
proposed the Leja ordering as a robust way to define the parameter sequence for 
Richardson. This ordering is also suggested in [34] and successfully used by Simoncini 
and Gallopoulos [47]. 

The Leja ordering for different values of Tj is defined by the recurrence 

(35) IT 1 -
71 = _max IT 1 -

71 
, j-ll I j-ll I 

l=O Tj J<Sl<Sm 1=0 Tj 
j=l,2, ... m-1. 

This algorithm requires only O ( m 2) floating point operations. In fact, this is 
the same order of operations required to perform the QR factorization for rank-one 
updates of H and to compute its corresponding eigenvalues. 

The Richardson method is a particular case of the more general family of Cheby
shev methods. These methods are really attractive when compared to traditional 
Krylov subspace methods since they are much cheaper computationally. Moreover, 
they are inner product free methods which makes them even more attractive for par
allel implementations [3]. Therefore their use represents a better choice than methods 
that try to expand the Krylov basis with new residual vectors that are not in the 
Krylov subspace, as we already discussed at the end of the previous section. 

In Table 1 we compare the operation counts of GMRES and Richardson in terms 
of AXPYS, inner products (DO Ts), matrix-vector products (MVP's) and the use of 
preconditioners (PRECs ). Clearly, Richardson is a more economical method to solve 
a linear systems whenever we have a good selection of relaxation parameters, Tj. The 
major cost of G MRES resides in carrying out the Gram-Schmidt process for building 
up the Krylov basis. 
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TABLE 1 
Operation count comparison between GMRES and Richardson iteration. The value i indicates the 
number of iterations employed by GM RES and Richardson. 

Algorithm 
GMRES 
Richardson 

DOT 
i*(i+l) 
0 

AXPY 
i*(i+l) 
2*i 

MVP PREC 

We finally remark that Simoncini and Gallopoulos suggest for their seed selec
tion heuristics to pick the residuals in a norm nonincreasing manner (see [47]). This 
criterion fits naturally in our case, since our initial guess to solve (21) is always the 
null vector and function norms are supposed to decrease as the Newton algorithm 
progresses. 

4.2. The role of preconditioners in GMRES. So far, our method has been 
described under the assumption that we have not employed a preconditioner in GM RES. 
It is not difficult to realize that, if a preconditioner is used, the update (26) rather than 
reflecting a secant update of the Jacobian, reflects a secant update of the Jacobian 
times its preconditioner (i.e. assuming right preconditioning). In other words, (27) 
would become 

where 

(37) 

This means that the eigenvalue information in which the Richardson iteration is 
based corresponds to the form above. Therefore, to apply the steps (33) and (34) 
we have to make sure that the Jacobian operator is somehow consistent with the 
relaxation parameters. 

There are two possible ways to overcome this. Firstly, we may rely on an implicit 
update of (36) (as we shall see in the next subsection) and carry out the matrix
vector products. The problem with this is that we do not have a known form of 
the preconditioner since it is completely embedded in (36) and we need it to obtain 
the right descent direction as depicted in (17) and (18). The best alternative we can 
hope for, is to perform the same type of rank-one update (or its inverse form) shown 
in (27) for the preconditioner and compute ( 18). The potential problem with this is 
that the satisfactory preconditioned directions may result misleading in relation to the 
"true" direction given by Richardson. The result is that we may obtain poor Newton 
convergence or even being unable to produce a descent direction, although Richardson 
residuals have already satisfied the Dembo-Eisenstat-Steihaug condition. 

Second, an indeed a less risky choice, is to implicitly update the Jacobian and the 
preconditioner under the same terms given by (27). Now, the spectrum given by H(k) 
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may be far from that of J(k+l) ( M(k) )-l, specially if the quality of the precondition er 

is not sufficiently good. However, we believe that this is a much better approach since it 
has been observed that eigenvalue estimates can be more reliable than exact spectrum 
in many respects. This has been the matter supporting the theory of pseudospectra 
led by Trefethen. We refer to [34] for an instructive discussion of how even exact 
eigenvalues may lead to disastrous convergence behavior of polynomial or spectral 
dependent methods such as Richardson. 

In terms of Richardson iteration we then suggest the following scheme 

• Given ~k)_ 

• For j = 0, 1, ... , m - 1 do 

<) ik) = lk) + r (-F(k) - J(k) (M(k))-1 s(k)) 
J+l J J J • 

• Takes~) = ( M(k) )-
1 
~). 

The selection of this second choice is supported by our numerical experiments. 
However, a full investigation remains to be done in light of the role of rank-one updates 
in approximating the matrix and its corresponding preconditioners. 

4.3. Performing operations implicitly. We can further exploit the secant up
date (27) to save more computation. We already know that one of the most important 
features of Krylov subspace methods is that they do not require explicit knowledge 
of the matrix that multiplies a vector and the preconditioner. We only require their 
action. This feature motivates the present section. 

In large scale settings and hard linear system problems, the preconditioners tend to 
be expensive in response to the limitations of the linear iterative solver in tackling these 
problems efficiently. We can expect that solving large nonlinear problems not only 
demands costly function and derivatives computations but also a significant computer 
time in setting up these preconditioners. In fact, preconditioners may not be available 
in an explicit form, as it occurs in multistage or inner-outer type of iterations ( see e.g., 
[l], [26]). Hence, it is important to employ implicit forms for updating Jacobian and 
preconditioners and make their action compatible with the underlying implicit Krylov 
information. 

We can adapt multiple secant updates or limited memory quasi-Newton compact 
representations of those updates to that purpose. They are particularly useful when 
analytical derivatives are not available or are costly to compute. The former approach 
is widely known and it was formerly sugg~sted by Barnes [2] and Gay and Schnabel 
[24]. Multiple secant updates enforce a set of secant conditions to hold but are unstable 
numerical representations if the directions are nearly linearly dependent. The latter 
one, conversely, does not present these numerical difficulties but the secant equation 
is only guaranteed to hold for the previous update. This type of scheme was recently 
proposed by Byrd, Nocedal and Schnabel [11]. They claim that there is not a clear 
distinction as to which one of the two is the best. 

We now derive compact representations for Jacobian updates according to (27). 
Inverse forms of them (i.e. by means of the Sherman-Morrison-Woodbury formula) are 
convenient for updating the preconditioner. In this work, we limit our presentation to 
the compact limited memory representations analyzed by Byrd, Nocedal and Schnabel. 
The following lemma will be useful in the derivation of such representations. 
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LEMMA 4.1. Let {s(k)}f=o and {y(k)}f=o be sequences of vectors in IRnand p(k) = 

[ 
t ]-1 (s(k)) s(k) (provided that ,s(k) 1 0, Vk = 0, 1, ... , K), defining the following matrix 

recurrence 

cp(k+t) = cp(k) (1- P(k)s(k) (s(k)r) + P(kly(k) (s(k)r' Vk = 0, 1, .. . K - 1, 

with cp(o) = 0. Then 

cp(k+t) = y(k) ( N(kl)-t 5(k), Vk = 0, 1, .. . K - 1, 

where 

and 

ifis,j. 

otherwise. 

Proof. This is proved as part of Theorem 6.1 in [11] D 
In the following theorem we provide the compact representation for (27). This 

will be the basis for performing the matrix-vector multiplication in the Richardson 
scheme shown in Subsection 4.2. 

THEOREM 4.1. Let J(O) be a nonsingular matrix and let J(k) be obtained by 
updating J(O) k times using the formula (27) then 

(38) J(k) = 1(0) + (r(k) - 1(0)5(kl) (N(k)r1 (s(k)r' 

where 5(k), y(k) and N(k) are defined as in Lemma 4, 1, T(k) = y(k) + AF(k) + r 5(k), 

y(k) = p(k+t) - p(k), F(k) = (F(ll,p(2l, ... F(kl), A= v(k) (v(k)r - I and r = 

h(O) . t 
m+l,m Vm+l Vm. 

Proof. The proof goes by induction. We can express J(k) as the sum of three 

independent recurrences 

where 1t) is the recurrence corresponding to the "good" Broyden's formula and, A(k) 
and B(k) are defined as 

A(o) 0, 

A(k) A(k-t) ( I - P(k) s(k) ( s(k)r) + P(k) p(k+t) ( s(k)r 'Vk = 0, 1, ... 1( - 1, 

and 

B(O) 0, 

B(k) B(k-I) ( I - p(k)s(k) (s(k)r) + p(k)s(k+I) (s(k)r) Vk = 0, 1, .. . K - l. 
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Recurrence 11k) is proven in [11] to give rise to the following compact representa
tion for the Broyden's method 

for the given initial operator 1(0). 

Compact representations for A (k) and B(k) follow easily· from Lemma 4.1, thus 

and 

The theorem is established adding the last three compact representations. D 
For the purpose of applying the preconditioner, the inverse representation of (27) 

is more convenient. Applying the Sherman-Morrison-Woodbury and taking advantage 
of the above notation we obtain 

(39) 

where we define t(k) = AF(k+l) + y(k) + r s(k). 

The following theorem states the compact representation of this inverse formula
tion. 

THEOREM 4.2. Let (1(0))-
1 

be a nonsingular matrix and let (1(k))-
1 

be obtained 

by updating ( 1(0
) )-

1 
k times using the formula (:J9) then 

where 

N(k) = N(k) + ( 5(k) r ( 1(0) )-1 r(k) - ( .5(k) r 5(k)' 

and 5(k), y(k), N(k), T(k), F(k), A and r are defined as in Theorem 4- 1. 

Proof. Expression ( 40) follows simply from applying the general form of the 
Sherman-Morrison-Woodbury formula on (38). In the same spirit that the proof of 
Theorem 6.2 in [11], let 

U = y(k) - 1(0 ) 5(k) + AF(k) + r 5(k), 

and 
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Thus 

(1(0) + uwt)-1 

(1(o)rl - (1(o)rl u (1 + wt (1(0))-1 u )-1 wt (1(o)rl' 

which turns out to imply 

(1(u))-1 + (s(k) - (1(0))-1T(k)) . 

. [N(k) - ( 5(k) r ( 5(k) - ( 1(0) )-1 T(k)) rt ( 5(k) r ( 1(k) rt ' 

and lead inmediately to the desired expression ( 40). D 

4.4. Computational complexity. Now we are in position to discuss the im
plementation of these limited memory compact representations. The notation already 
displayed in Subsection 4.3 will aid in the analysis. 

Since 5(k), y(k), N(k), T(k) and F(k) increase in one column after each New

ton step some computations and bookkeeping can be performed before applying the 
preconditioner and the matrix-vector product operation within Richardson. Efficient 
implementations should keep the five aforementioned variables in memory as Richard
son converges and provides decreasing directions for Newton. We note that some 
common operations between (38) and (40) can be efficiently implemented. In this 
context, we remark that superscript k indicates the kth Newton step after the last 
time the Jacobian matrix were effectively computed. In general, k ~ n. 

In our presentation we will also follow a Matlab style for defining some suitable 
functions: LU _fac( A) returns the LU factorization of matrix A, LU _solve( A, b) returns 
the solution A-1 b with the underlying LU factorization of A, U_Trid(A) returns the 
upper triangular part of a square matrix A and finally, SL_Trid( A) returns the strict 
lower triangular part of A. 

\Ve then proceed to analyze the computational complexity in preparing the appli
cation of compact representations (38) and ( 40). 

1. Shared computations: 

1.1 Iii= (s(k)r 5(k)_ 

1.2 y(k) = y(k) + AF(k) + f 5(k). 

2. Computations for applying the preconditioner M(k): 

2.1 ~l = (M(O))-IT(k)_ 

2.2 N(k) = - S1-Trid(lli) + ( 5(k) r ~1-

2.3 6 =LU_fac(N(kl). 
2.4 6 = 5(k) - 6. 

3. Computations for applying J(k): 

3.1 N(k) = U _Trid( Iii). 
3.2 (1 = 1(0) 5(k). 

3.3 (2 = T(k) - (1. 

The first step involves 0( ( m + k) n) floating point operations. The computation 
of matrix \JI requires k inner products of vectors of length n. The computation of y(k) 
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is less immediate, but we can observe that this can be efficiently performed by the 
following operations: 

• The operation r 5(k) can be decomposed as r 5(k) = r ( 5(k-1), s(k-1)) = 

(rs(k-ll,rs(k-l)) = (rs(k-1),hm+l,m (v~s(k-l)) Vm+1). Hence, if previous 

computations have been conveniently stored we just need to execute one inner 
product, one scalar product and one vector scaling. This computation only 
requires O ( n) operations. 

• Similarly, AF(k) = [AF(k-l), (v(k) (v(k)) t - I) p(k)]. If previous computa

tions have been stored, then this will imply one AXPY, m inner products 
of vectors of length n and n inner products of length m. Overall, this takes 
0 (nm) operations. 

• The computation of y(k) involves one AXPY operation between two consec
utive function evaluations. Therefore, the addition of this computation with 
the two previous computations above gives rise to an overall O ( n) operations. 

Step 2 involves the cost associated to the application of the preconditioner Af(O), 

O(kn) operations from (s(k)r ~1, O(k3 ) operations from the LU factorization, and 

0 ( n) from the AXPY operation to compute (2. Clearly, there is no additional cost in 

the computation of SLTrid(w) = ( 5(k)) t 5(k) - N(k). Hence, the complexity for this 

step is governed by O (kn+ k3
) + 0 (Pree). 

In a straightforward way, it follows that the computational cost of Step 3 is O ( n) + 
0 (MVP) operations. 

In summary, this preliminary computation in conjunction with the secant update 
of the Hessenberg matrix, its eigenvalue computation and Leja ordering requires a 
total of O ((m + k) n + k3 + m 2 ) + 0 (Pree)+ 0 (MVP) operations. We now proceed 

to characterize the computational cost to perform zY) = J(k) ( Af(k) )-l s~k). Assume 

all refered variables are defined as above. 

ALGORITHM 4.1. 

i. ~4 = (Af(0))-1 sY)· 
2. 6 = (s(k)r ~4-

3. fo =LU_solve(i;i,6). 
4. 6 = ~4 +6~6-
5. (3 = (s(k)r 6-
6. (4=LU_solve(N(kl,(3 ). 

,. zY) = J(0)6 + (2(4. 

It can be easily verified that steps 2, 4 and 5 require O (kn) operations. The 
back and forward substitutions in steps 3 and 6 imply O (k2 ) operations. The first 
step can be characterized by O (Pree) of computational cost, and the last step by 
0 (kn)+ 0 (MVP) operations; that is, one AXPY and one matrix-vector product. 
The overall estimation gives O ( k ( k + n)) + 0 (Pree) + 0 (MVP) operations. 

The analysis shows that the cost to converge Richardson's procedure increases 
as the nonlinear method advances without recomputation of the Jacobian. As noted 
above, k (i.e., the number of Newton steps since the last actual Jacobian recom
putation) should be small compared to the problem size in practice. However, this 



20 H. M. KLIE, M. RAME AND M. F. WHEELER 

linear growth in the operation count may be an important concern when Jacobian and 
preconditioner assembly costs are overtaken by the cost of converging the standard 
Richardson iteration. In this light, we see that the maximum number of Richard
son iterations should be set based on the expected number of Newton steps that this 
procedure can successfully solve between two consecutive calls to G MRES and their 
associated function and Jacobian updates. 

Storage requirements are also a delicate matter for significant values of k. Nev
ertheless, one of the main advantages of the Byrd, Nocedal and Schnabel limited 
memory compact representations is that they are well defined for any value of 5(k). 

Consequently, we can prefix a maximum value for k, say 7 or 8, and start replacing the 

oldest columns of 5(k), y(k), N(k), r(k) and F(k) by new ones without considerably 

affecting the process. Note that according to the way we have presented the compu
tations above, these replacements may affect a few other structures. Consequently, 
there is a clear advantage in using these compact representations with respect to the 
classical multiple secant updates. 

The basic fact is that computational cost in terms of floating point operations and 
storage can be controlled in (38) and ( 40). If even so, Richardson iteration fails then 
all data structures are refreshed with a new descent direction computed by GMRES 
and the skipping procedure starts all over again. 

We remark that unfortunately this implicit manner of performing low-rank up
dates sacrifices part of the parallelism. Specifically, some new synchronization points 
are introduced in the Richardson iteration. However, the block structure in the com
pact representations of the secant updates contains a good degree of coarse grain 

parallelism, which in practice will increase as progress in nonlinear iterations allow for 
G MRES to be skipped more frequently. 

4.5. The hybrid GMRES-secant algorithm. The main result of our work is 
summarized in the following algorithm: 

ALGORITHM 4.2. 
1. Give an initial guess u(o), preconditioner Af (0 ) and tolerance ry(0 ). Set skip = 

FALSE. 
2. For k = 0, 1, ... , until convergence do 

2.1 If (skip= FALSE) then 
2.1.1 Compute J(k), F(k) and Af(k). 

2.1.2 else Update H(k) by (26), J(k) by (38) and M(k) by ( 40); endif. 

2.2 If(skip=TRUE)then 
2.2.1 If ( H(k) is nonsingular) then 

2.2.l.l [n) = Eig(H). 
2.2.1.2 [Y) = Leja(n). 

2.2.1.3 [s(kl,ok] = Richardson(J(kl,-F(k),s(k),i\;J(k),T/(k), r). 
2.2.l.4 else ok = FALSE; endif 

2.2.2 If (ok = TRUE) then 

2.2.2.l [,\(k),77(k+t)] = Backtracking(J(kl,F(k),s(kl,u(k),77(k)). 

2.2.2.2 u(k+l) = u(k) + ,\(k)s(k) 

2.2.2.;1 else skip = FALSE; endif 
2.3 else [s(k+l)] = GMRES(J(k),-F(kl,s(k),M(k),17(k)). 

2.4 [,\(k),,_,(k+t)] = Backtracking(J(kl,F(k),s(k),u(k),1-,(kl). 
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2.5 u(k+l) = u(k) + ,\(k)s(k) 

2.6 skip = TRUE; endif 
3. end % for loop 

21 

For now on, we shall refer to this algorithm as the Hybrid-Krylov Secant (HKS) 
algorithm. 

Several comments are in order. Step 2.1.1 leaves open the option to approximate 
the Jacobian and its preconditioner by the most suitable procedure available ( e.g. 
reevaluate them exactly or by finite differences approximations if the former one is 
computationally expensive or not possible to carry out). If the Richardson iteration 
fails, we recommend recomputation of these operators and not rely on the current 
secant approximation of them, specially if the Hessenberg matrix is becoming nearly 
singular. The success or failure of the alternative computation to GMRES is indi
cated by the variable skip. The updates for J(k) and M(k) in step 2.1.2 refer to the 
preliminary computations of part of these updates as we have indicated before. 

Steps 2.2.1.1 to 2.2.1.3 summarizes the discussion given in Section 4.1. The vari
able n has the list of eigenvalues of the updated Hessenberg. These eigenvalues are -
then reordered and assigned to the list T by procedure Leja. 

We remark that Simoncini and Gallopoulos, in their algorithm, include the steps 
(28) and (29) before computing the eigenvalues of the Hessenberg matrix. As we have 
already discussed in Section 3.2, this results to be inconvenient for our purposes. We 
can a priori expect that our new right hand sides (i.e. function values at new points) 
will come far away from any previous Krylov subspace generated from the previous 
right hand side (i.e. the function value at the previous Newton step). Therefore, these 
steps rather than producing good initial guesses may cause the Richardson iteration 
to diverge. A guess s(k+l) = 0 works fine and it amounts to assuming that the new 
right hand side is orthogonal to the current Krylov basis. 

The Richarson iteration may fail whenever it is diverging or converging at an 
unaffordably slow rate. This is indicated by the variable ok. As a result, safeguards 
have to be placed in the Richardson procedure to monitor the convergence behavior. 
In our implementation, if residual norms are increasing or going up and down after 
;1 or 4 consecutive iterations, the procedure is abandoned and the s(k) associated 
to the smallest residuals is returned. The functions are reevaluated (if necessary) 
and GMRES is employed to solve the Newton equation at the kth step instead. As 
discussed in the last subsection, an efficient implementation of Richardson should 
follow the steps depicted in Algorithm 4.1. 

We have included the linesearch backtracking method for the purpose of showing 
the complete inexact Newton framework. The procedure Backtracking not only takes 
care of finding a "good" step size for the Newton method but also estimates the 
new value for 17(k) (i.e. linear tolerance) to control the effort to be employed by the 
linear solver (i.e. GMRES or Richardson). The Dembo-Eisenstat-Steihaug condition 
is implied by the tolerance that linear residuals are required to satisfy. 

5. Experimental results. In this section we present numerical experiments to 
illustrate the effectiveness of the Hybrid Krylov-Secant (HKS) method devised in this 
work. Two problems were chosen for these tests. The first of them is a nonlinear 
steady-state equation known as the (modified) Bratu problem. This is a model in two 
space dimensions and is included here because it has been used repeatedly as a test 
bed for inexact Newton methods. 
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The second example involves a simplification of Richards equation, which is used 
to model groundwater transport in the unsaturated zone. This time-dependent model 
in two space dimensions serves as a window to observe the HKS algorithm in action 
for underground simulation applications. It is the opinion of the authors that this ( or 
a similar) algorithm should benefit reservoir simulators in use by the petroleum and 
environmental industries. 

Four methods were used in the numerical solution of these problems: the con
ventional Newton iteration with exact Jacobian updates, the Broyden and modified 
Broyden methods for the Jacobian updates and the HKS method presented in this 
paper. All numerical experiments in this work were run on Matlab v4.2. 

5.1. Case: Modified Bratu problem. The modified Bratu problem is given 
by 1 

u = 0 on an. 

We solve this problem in the unit square with Dirichlet boundary conditions. See, 
e.g., Glowinski, Keller and Reinhart proposed problem in [33] for a detailed description. 
In this work, the problem is discretized by a block-centered finite-difference scheme and 
no upwinding was used for the convective coefficient. The linear system generated by 
the Newton step becomes harder as a and A grow. A Block Jacobi (with 8 almost even 
blocks) preconditioner was used for the Richardson iteration, except where indicated 
in the tables. A Newton tolerance of 1 x 10-5 was considered for these experiments 
and the linear solution tolerances were computed by means of equations (14) and (15). 
The values of the coefficients in the model equation were chosen as A = 50 and a = 30. 

TABLE 2 

Total number of GMRES iterations for inexact Newton, Broyden, modified Broyden and the Hybrid 
[{ rylov-Secant method. The quantities in parentheses indicate the number of Richardson iterations 
employed by the H[{S method. 

Method 8 12 16 20 24 30 
Newton 22 29 33 36 39 45 
Broyden 19 30 29 36 31 37 
M. Broyden 19 30 29 36 31 37 
HKS 7(20) 10(21) 10(24) 12(26) 12(31) 15(26) 

Table 2 shows the comparison of the four methods utilized in these tests for six 
different problem sizes N. These are indicated on the first row of this table, i.e., evenly 
spaced meshes with 8, 12, 16, 20, 24 and 30 grid blocks, respectively, in each of the 
coordinate directions. Several interesting points can be made on these results. 

Both the Broyden and modified Broyden methods yield a lower number of accumu
lated GMRES iterations than the original Newton method. In fact, both secant-type 
updates yield the same number of iterations for all problem sizes, showing that the 
added term in the modified Jacobian update formula (27) does not deteriorate the 

1 The actual Bratu (or Gelfand) problem has a= 0. 
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convergence properties of the secant method. This is important because the Hessen
berg matrix update employed by the HKS method is equivalent to the same modified 
Broyden update of the Jacobian, which is shown here to behave just like the original 
Broyden update. Therefore, the HKS method promises to approximate the conver
gence quality of a Broyden scheme with the added savings in floating point operations 
stemming from the fact that updates are performed on a matrix of considerably lower 
order. 

The Newton method displays the expectedly increasing iteration counts for prob
lems of increasing size, which is not reflected by either one of the Broyden type meth
ods. The combined effect of Jacobian operators and preconditioners secant updates 
over linear residuals introduces some degree of difficulty that does not necessarily 
follow the trend dictated by the increasing problem size. Note that this effect is atten
uated when the current Jacobian and preconditioner are flushed out after Richardson 
fails in the HKS method. 

The HKS method gives the lowest number of GMRES iterations for all problem 
sizes. The numbers in parentheses indicate the number of Richardson iterations em
ployed in each case. These results give a feel for the savings in computational cost 
introduced by the HKS method, owing to primarily to the repeated success of the in
expensive Richardson iteration. The accumulated number of linear iterations for the 
HKS algorithm is in fact very close to the number of GMRES iterations employed in 
the Newton method (using a Block-Jacobi preconditioner with 8 blocks in both cases). 
There is, in principle, a trade-off at work in that the total number of nonlinear steps 
taken to converge the Newton method is expected to be lower ( and in fact is) than 
that taken to converge the HKS algorithm for the same problem size. However, as 
discussed above and confirmed by the MFLOP count given below, the method proposed 
in this work solves the problems faster, not only than Newton but also than any of 
the secant-type methods. 

TABLE 3 

Total number of GMRES iterations for inexact Newton, Broyden, modified Broyden and the HKS 
method for different preconditioners. The problem considered is a mesh of 20 x 20. The quantities in 
parentheses indicate the number of Richardson iterations employed by the HKS method. 

Method Jacobi Tridiagonal BJacobi(8) BJacobi( 4) ILU(0) 
Newton 86 55 36 28 57 
Broyden 86 52 36 33 53 
M. Broyden 86 51 36 33 53 
HKS 30(73) 18( 4 7) 12(26) 8(30) 29(21) 

Table 3 shows how the choice of preconditioner affects the convergence of all four 
algorithms for a discretization mesh of 20 x 20. Block-Jacobi preconditioners were 
used with 4 and 8 blocks, i.e., the number appearing in parentheses. ILU(0) denotes 
an incomplete LU preconditioner with no infill inside the band of the matrix. 

Both Block-Jacobi preconditioners appear to achieve the lowest number of total 
linear iterations for all methods with a slight (but unimportant) difference between 
themselves. They also produce the lowest accumulated number of GMRES iterations 
in HKS, although not strictly the lowest number of Richardson iterations which is 
given by ILU(0). All things considered, Block-Jacobi preconditioners appear to work 
well in this framework. Additionally, they involve data structures ideal for parallel 
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computer architectures. 
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Figure 1 shows the number of floating point operations for all four methods as 
a function of the total number of linear iterations. The faster processing time of 
an adequate implementation of HKS becomes apparent because it consistently yields 
a much lower operation count for the same number of linear iterations than any of 
the other methods. All savings in computational cost of the HKS method discussed 
throughout the paper are combined in this operation count. 
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Figures 2 and 3 show the number of linear iterations required by each of the 
methods to achieve a given function residual norm reduction on a semi-log scale, 
for the case of forcing term control of the linear tolerance and for the case of fixed 
linear tolerance, respectively. In Figure 2, the accumulated number of linear iterations 
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in HKS is competitive with the Newton method for acceptable tolerance values in 
engineering applications (i.e., 10-3 or 10-4 ) and are either competitive of more efficient 
than the secant-type methods for much smaller values of the nonlinear tolerance (i.e., 
smaller than 10-5 ). 

Figure 3 shows the relative behavior among the four methods in the absence 
of a forcing term control of the linear tolerance based on the criterion proposed by 
Eisenstat and Walker. The Newton method takes the least number of linear iterations 
to reduce the function residual norms to a given fixed value, the HKS algorithm 
takes the most number of linear iterations and both secant update methods take an 
intermediate number of linear iterations. As discussed above, the Hessenberg matrix 
update performed by HKS with no preconditioner for the linear solver is equivalent to 
the Jacobian update in the modified Broyden's method. Despite this, in this example, 
HKS takes consistently a greater number of linear iterations than the secant methods. 
The source of this discrepancy lies on the switching between linear solvers in HKS 
and on the fact that, while the relaxation parameters for the Richardson iteration are 
the estimated eigenvalues of J M-1 , the method iterates on J updated by a modified 
Broyden scheme. Furthermore, the Richarc:].son preconditioner comes from a compact 
update, in the way of equation ( 40), for M-1 , while our implementation of both 
the Broyden and modified Broyden methods performs a single secant update to the 
Jacobian and then extracts the preconditioner from the updated Jacobian. 

A comparison between Figures 2 and 3 is also illustrative about the effect of the 
forcing term control of the linear tolerance on these methods. In the case of Newton's 
method, the linear tolerance control seems too conservative to have a noticeable effect. 
The same control parameters applied to both Broyden and modified Broyden substan
tially reduce the oversolving of the linear systems showed in Figure 3. The benefit of 
this linear tolerance control is even more substantial in the case of HKS, bringing the 
required total number of linear iterations below those of the secant methods. Thus, 
the control of linear tolerance in this example eliminates the deterioration of the HKS 
performance due to the approximation implied by the secant update to the Hessenberg 
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matrix. It appears that this scheme can benefit more strongly methods that involve 
approximate matrix updates. 

TABLE 4 

Total and average number of GM RES iterations for inexact Newton, Broyden, modified Broyden and 
the HKS method for different preconditioners. The problem considered is a mesh of 20 x 20. The 
quantities in parentheses indicate the average of linear solver iterations for each Newton iteration. 

Method NI GI Rich. Backs. 
Newton 4 36(9.0) 0 0 
Broyden 7 36(5.1) 0 0 
M. Broyden 7 36(5.1) 0 0 
HKS 6 12(2) 26( 4.3) 0 

The results listed in Table 4 are most enlightening. The first column shows the 
number of nonlinear iterations taken by the four methods. The inexact Newton takes 
the lowest number of steps to converge and the secant-update methods exceed this _ 
number. The HKS scheme takes virtually the same number of nonlinear steps as 
either one of the secant methods ( no claim about the fact that HKS takes one less). 
As mentioned above in connection with the graphs of Figures 2 and 3, the· effect 
of the forcing term backtracking scheme manifests itself in the secondary effect of 
controlling the number of nonlinear iterations taken by both the Broyden-type and 
the HKS methods. However, as far as the analysis of the nonlinear iterations, this 
virtual agreement shows that the proposed secant update of the Hessenberg matrix 
in HKS maintains the same overall convergence properties for this methods as those 
observed in Broyden-type schemes. 
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1.6 

The number in parentheses on the second and third columns of this table the 
average number oflinear steps per nonlinear step in each of the four methods, whenever 
applicable. This section of the data shows the savings in the number of times GM RES 
is required to solve the linear system in HKS when compared to any of the other 
methods. The rest of the HKS linear iterations ( a whole 68.4 % of the 38 total linear 
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FIG. 5. Number of Mflops executed to solve the problem vs. increasing problem sizes. The size N 
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iterations required) are performed by the inexpensive Richardson scheme. These two 
add up to about the same number as the number of GMRES iterations for the the 
first three methods. These results suggest what is shown clearly in Figure 4, i.e., the 
HKS method for this problem will run faster because of the low computational cost 
associated with each nonlinear iteration. 

Figure 4 plots the function residual norm reduction as a function of the number 
of floating point operations for the four nonlinear solution algorithms. From this 
standpoint, the HKS method is considerably more efficient than any of the others for 
a range of nonlinear tolerances even beyond those mentioned above. 

Finally, Figure .5 shows the evolution in the number of floating point operations 
for problems of increasing size. There appears to be a trend for the HKS algorithm 
to be more efficient than the others for larger problems, probably substantially more 
efficient for problem sizes common in engineering computing. 

5.2. Case: Infiltration of the Vadose Zone. This example problem models 
the infiltration of the near-surface zone in a vertical cross-section. This is a case of 
unsaturated flow that takes place in the region between the ground surface and the 
water table, i.e., the so called vadose zone. The flow is driven by gravity and the 
transport coefficients are modeled by empirical nonlinear functions of the moisture 
content below saturation conditions. The model equation for this two-dimensional 
flow is given by 

8c _ v'. [D(c). v'c] _ 8K(c) = 0 at ' az ' 
where c is the underground moisture content, D( c) is the dispersivity coefficient and 
K( c) is the hydraulic conductivity. 

The boundary conditions for this model are of Dirichlet type at the surface, where 
a constant water content of unity is kept at all times, and of Newmann -no flow- type 
on the remaining three sides of the model. These conditions are given by 

C = Cs, at Z = 0, 0 < y < l, 
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8c - 0 1 at z = , oz - ' 0 < y < 1, 

8c d 0 0 at y = 0 an y = 1, < z < l , 
8y = ' 

for t > 0. Here, z represents the vertical direction and y represents the chosen hor
izontal direction for the cross section. The surface water content is represented by 

Cs= l. 
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FIG. 7. Water content distribution after 500 timesteps. 

It would be appropriate to say that the same hydraulic conductivity plays a role 
in both the diffusive and the convective terms, because this model is just the conti
nuity equation for the moisture content, where Darcy's law (with a moisture content 
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FIG. 8. Hydraulic Conductivity coefficients at first timestep. 
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FIG. 9. Hydraulic Conductivity coefficients after 500 timesteps. 
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dependent hydraulic conductivity) has been replaced for the superficial velocity. In 
fact, D( c) is often refered to as the capillary diffusivity and is given by 

K(c) 
D(c) = --;E;, 

-d,/J 

with 
p 

1P = --, 
p 

where p and pare the groundwater capillary head and density, respectively. However, 
different functional forms a.re often used to describe the dependence of both coefficients 
on the subsurface water content. For this example, our choices of dispersivity a.nd 
hydraulic conductivity are, respectively, 

with 

D(c) = 2K0 c! [1 - c;], and K(c) = Koc~, 

C - Co 
Ce=---, 

Cs - Co 

where c0 is the irreducible underground water content a.nd the tensor Ko is a. position 
dependent coefficient that we have chosen a.s a. random normally distributed variable 
over the interval ( 1, 100). The choice of the interval attempts to model heterogeneity 
commonly found in some underground formations. The hydraulic conductivity a.t sat
uration is proportional to the rock permeability, which ha.s been shown to change over 
a few orders of magnitude within relatively short distances in underground formations. 
In our computational experiments we take c0 = 0.25, which represents a. typical value 
of the irreducible water content. See [4] for a comprehensive discussion of this model. 

Figures 6 a.nd 7 show the solution for the moisture content distribution over the 
two-dimensional do ma.in for a. mesh of 18 x 18 a.t the 1st a.nd 500th timesteps of simu
lation. The solution shows the effect of the heterogeneity in the resulting subsurface 
water content results. 

A constant timestep was used for these simulations, which was chosen small 
enough to allow the inexact Newton method to converge within 40 nonlinear iter
ations and given by 

!::::..t = 0.05h2
• 

This small timestep wa.s required in order to use the solution of the previous time level 
as an acceptable initial guess for the nonlinear iteration. 

Figures 8 and 9 show the distribution of the transport coefficient, i.e., K( c), over 
the two-dimensional domain, for the same discretization mesh as the previous two 
Figures, at the pt and 500 th timesteps, in order to give the reader a. feel for the 
combined effect of heterogeneity and nonlinearities of the model. This coefficient is 
shown to vary in the interval (1,100) as a. result of having scaled both K(c) and D(c) 
by Ko.max· This scaling is hidden in the scaling of the spatial coordinates. 

Figure 10 shows the accumulated (million) floating point operations for a.11 the 
nonlinear methods as the simulation progresses up to 500 timesteps, for a. discretization 
mesh of 12 x 12. The HKS method shows a significant saving in computational cost 
from start to end of the simulation. A whole 80% of the linear iterations wa.s ta.ken 
by the Richardson method, accounting for the much faster processing than the other 
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three nonlinear solution methods. The inexact Newton method appears to outperform 
both Broyden-type schemes for a good portion of the simulation. It appears that, at 
the beginning, the function and Jacobian evaluation costs are not high enough in this 
case to make the secant methods profitable. However, later on in the simulation, 
the forcing term criterion for the linear tolerance control benefits the secant methods 
more strongly and they start to outperform the processing speed of the inexact Newton 
algorithm. 

TABLE 5 

Total and average number of GMRES/Richardson iterations for inexact Broyden, modified Broyden 
and the H KS method. The problems considered have mesh sizes of 6 x 6, 12 x 12 and 18 X 18. The figures 
accumulate the iterations performed after 500 timesteps of simulation. The quantities in parentheses 
indicate the average number of linear solver iterations for each Newton iteration. 

N Method NI GI Rich. Backs. 
Newton 2724 5574(2.05) 0 0 

6 Broyden 2146 4591(2.14) 0 0 
M. Broyden 2129 4678(2.20) 0 0 
HKS 2313 3436( 1.49) 1066(0.46) 0 
Newton 5187 8725( 1.68) 0 0 

12 Broyden 3701 6592( 1. 78) 0 0 
M. Broyden 3763 6736(1.79) 0 0 
HKS 6114 1961(0.32) 7696(1.26) 0 
Newton 4160 6430( 1.55) 0 0 

18 Broyden 3266 5711(1.75) 0 0 
M. Broyden 3414 5485(1.61) 0 0 
HKS 4098 2548(0.62) 3015(0.74) 0 

Table 5 shows overall results from simulations on three discretization meshes, 
i.e., 6 x 6, 12 x 12 and 18 x 18. As in the discussion of the previous section, the 
highlight of this table is the reduction in the number of GMRES iterations displayed 
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by the HKS method. These results appear to corroborate those of last section in 
that the combined number of linear iterations of HKS is approximately equal to the 
number of GMRES iterations in the Broyden-type methods. The anomalous case, for 
the 12 x 12 discretization mesh, may still admit an explanation. The permeability 
coefficient at saturation conditions is a normally distributed random variable and it is 
possible that, in this case, the problem may be considerable harder. This is observed, 
particularly, in the great number of nonlinear iterations taken by the inexact Newton 
method. Coincidentally, this problem appears to be harder for HKS too, in that 
the number of nonlinear iterations is abnormally high. In fact, except for this case, 
all secant related methods show a lower number of nonlinear iterations than inexact 
Newton, thus suggesting again that the forcing term control of the linear tolerance 
benefits the former ones more so than the latter. It is important to emphasize that, 
when Richardson fails in HKS, a new Jacobian and function are computed before 
the next call to GMRES. This inexact-Newton-like feature of HKS may explain why 
this method gives a higher number of nonlinear iterations when the inexact Newton 
does too. However, there were a good number of successful limited memory compact 
updates, judging from the large number of Richardson iterations performed along 
with only 1.26 such iterations per nonlinear step. Also, Figure 10 testifies to the 
outstanding performance of HKS even in this odd case. Overall, HKS performs less 
than 1.5 GMRES iterations and less than 1.3 Richardson iterations, on average, per 
nonlinear step. Finally, further investigation will be carried out on the tuning of the 
HKS algorithm and to gain further understanding of its robustness in the context of 
underground simulation. 

A variety of situations were observed by looking at the numbers of iterations 
for individual timesteps. Since the initial conditions made the problem relatively 
easy at the beginning of the simulation, HKS accessed GMRES only once and then 
relied on the eigenvalue information and Richardson iterations until convergence of 
the nonlinear step. Later time levels showed that, because of the difficulty of the local 
nonlinear problem, HKS accessed GMRES once initially, then switched to Richardson 
for a few nonlinear steps and defaulted back to GMRES for a few more nonlinear steps. 
At this point, if nonlinear convergence was not yet reached, Richardson performed a 
few more linear solves. Only at a few time levels throughout the simulation was 
GMRES required to solve (almost) all the linear systems, due to excessive variation 
of the Jacobian coefficients and function between linear solves at the given time level. 

6. Conclusions. In this research we have proposed an alternative way to perform 
inexact Newton steps at a lower cost. We have combined Hessemberg secant updates 
resulting from the Arnoldi factorization of GMRES, the computational cheap Richard
son iteration and limited memory compact representations to that end. The former 
one allows to take advantage of the Krylov basis that comes for free from GMRES in 
the form of reliable spectrum knowledge of future Jacobian operators within the non
linear method. This knowledge allows the computation of good relaxation parameters 
for a Richardson iteration, which allows for skipping GMRES in favor of the cheaper 
linear iterative method in solving forthcoming Newton equations. The latter one al
lows the implicit application of the current Jacobian and preconditioner in terms of 
the last Jacobian and preconditioner built up in the last GMRES call. 

We have observed that our Hybrid Krylov Secant (HKS) method adapts well to 
efficient globalized inexact Newton methods proposed lately in the literature. 
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Computational experiments have exhibited the potentiality of HKS in saving large 
amount of operations. This feature makes the method particularly attractive for large 
scale implementations and other types of applications. We strongly encourage further 
experiments in this direction. 

On the other hand, we have found that some aspects need still to be clarified. 
Most important among these is the adequacy of Richardson relaxation parameters. 
It is a conjecture of the authors that the limited memory compact update performed 
on the inverse of the Richardson preconditioner can be adjusted so that the eigen
value information provided by the updated Hessenberg matrix better approximates 
the eigenvalues of the preconditioned system to be solved by the Richardson iteration. 

We are currently developing a theoretical framework supporting the convergence 
of Krylov-secant methods. Our study is considering the renewed interest in rank-one 
methods for solving general linear systems. Advances on this direction can be seen in 
[20], [19], [48] and [51]. The last reference is of particular interest since those advances 
are applied under the optic of quasi-Newton methods. 

Further computational experiences are required. Our results are promising but 
need to be evaluated under more stringent physical situations and at a larger scale. 
Among target applications we are planning to shortly evaluate the method in the 
full context of large multiphase reservoir simulation, i.e., reservoir heterogeneity, dy
namic timestep control, implicit well management, to name only a few. The different 
strengths in nonlinearities between the typical coupled equations of a reservoir model 
(i.e., one for the pressure potential or flow driving force and another or others for the 
saturations or concentrations) and the coupling itself between reservoir variables are 
good enough reasons to investigate more efficient ways to solve this problem, which is 
not only challenging but also extremely important in industrial applications. 

Parallel implementation is also an important issue. We mentioned that Richardson 
iteration presents better multiprocessor implementation potentialities than GMRES. 
However, we have also seen that part of this potentiality has been given up for the 
sake of keeping the implicitness of the preconditioner application and matrix-vector 
multiplications. Nevertheless, the amount of parallelism in the HKS method will 
benefit from the increasing number of block operations that can be performed, for a 
good choice of Richardson preconditioner, as GMRES is skipped repeatedly. 
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