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Summary 

The 1l8e of parallel computers for solving partial differential equations is important in areas 
such as fluid dynamics, reservoir simulation, and structural analysis, where many of the prob
lems of interest cannot be solved without the use of supercomputers. One technique for applying 
parallel computers to the solution of these problems is known as doma.in decomposition where 
the domain of interest is subdivided into several smaller subdomains and the tuk of solving 
the partial differential equation on each subdoma.in problem is assigned to a different proces
sor. The global solution is then synthesized from the solutions computed on the individual 
subdomain.s. Much of the current work in the application of domain decomposition techniques 
has been in the area of elliptic partial differential equations, with very little attention being 
given to hyperbolic equations. We propose to use the methods of domain decomposition for the 
solution of linear hyperbolic equations. The idea of using overlapping doma.ins is introduced in 
the context of linear hyperbolic equations to develop a doma.in decomposition algorithm which 
is shown to be well suited for parallel processors. The issues of communication costs and load 
balancing a.re addressed and a simple strategy for assigning jobs to processors to achieve load 
balancing is presented. 



1 Introduction. 

The use of parallel computers for solving partial differential equations is important in areas such 
as fluid dynamics, reservoir simulation, and structural analysis, where many of the problems 
of interest cannot be solved without the use of supercomputers. Techniques for implementing 
algorithms on vector and parallel processors have received much attention lately as evidenced 
by the survey article by Ortega and Voigt (1985). A recurring theme in the application of 
parallel computers to the solution of partial differential equations is the concept of divide and 
conquer, or as it is more commonly known, domain decomposition. 

The idea of domain decomposition has a long history dating back to Schwarz (1890). The 
first application of domain decomposition methods to the numerical solution of partial differ
ential equations was in structural analysis (Przemieniecki (1963)), where the method is known 
as substructuring. The basic idea of these different methods is to subdivide the domain of 
interest into several smaller subdomains, solve the differential equations on ea.ch subdomain, 
and determine a global solution from the solutions computed on the subdomains. 

Domain decomposition methods have several attractive features. The first feature is that 
irregular domains often can be divided into subdomains having regular shapes, on which the 
solution may be more easily computed. The second feature is that regions which are physically 
different, or on which the discrete method can be expected to behave differently can be isolated 
into different subdomains. Finally, the original problem can be split up into a collection of 
smaller problems each of which can be solved independently. The last feature is particularly 
important with the advent of parallel computers where each subdomain problem can be given 
to a separate processor. 

However, the use of domain decomposition methods for the solution of partial differential 
equations is not straightforward. A major problem in the application of domain decomposition 
methods is the problem of assigning subtasks to each processor so that the work load is evenly 
distributed. This load balancing problem is critical since the global solution can usually only be 
estimated after the solution is computed on all of the subdomains. Another problem is the time 
spent in communicating between subdomains which can be a major bottleneck in the overall 
algorithm. 

Although the literature on domain decomposition techniques is extensive there are two areas 
which have not received sufficient attention. The first is the application of domain decompo
sition to hyperbolic equations. The majority of the research done to date has been in the 
application of domain decomposition to elliptic partial differential equations. Secondly the use 
of domain decomposition methods has been usually restricted to non-overlapping domains. Ex
ceptions are the work of Ehrlich (1986) and Rodrigue and Simon (1984) on numerical Schwarz 
alternating procedures. However, in the context of hyperbolic equations the use of overlapping 
domains is very natural and leads to a simple load balancing algorithm with asymptotically 
small communication overhead. 

In the following section we review some of the previous research on domain decomposition 
methods. In section 3, we propose a new domain decomposition method based on the use of 
overlapping domains for the solution of linear hyperbolic equations. Section 4 discusses the 
design of a simulator for a parallel processing environment and some simulation results. We 
finish in section 5 with some concluding remarks. 
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2 Previous Work. 

Domain decomposition techniques were first proposed by Przemieniecki (1963) as a tool for 
solving structural analysis problems. Today the majority of the applications of domain decom
position techniques have been to the solution of elliptic pa.rtial differential equations (see, for 
example, Bjorstad and Widlund (1984), Bramble, Pa.sciak and Schatz (1986), Glowinski and 
Wheeler (1987), and Wheeler and Gonzalez (1987)). 

In typical applications of domain decomposition methods to the solution of pa.rtial differ
ential equations, the differential operator is discretized over some domain which results in a 
la.rge sparse linear system of equations. The global domain is subdivided into several smaller 
subdomains and the solution to the partial differential equation is found on each subdomain. 
The global solution is then reconstructed from the solutions computed on the subdomains. 

The model problem usually studied is that of a second-order, positive definite, self-adjoint 
elliptic operator with Dirichlet bounda.ry conditions. As an example, consider Poisson's equa
tion: 

~u = I 
u = g 

on n, 
on r = on. 

Using either finite difference or finite element methods yields a banded linea.r system with 
matrix A. H n is divided into two subdomains separated by a boundary denoted by r 12 , then 
it is possible to order the unknowns so that the matrix A has the form 

(1) 

where u1 corresponds to the unknowns along the interface and u2, u3 correspond to the un
knowns in each of the two subdomains. 

Va.rious techniques have been developed for the solution of the linear system (1) which take 
advantage of the structure in the system. However, since the linear systems a.rising from the 
discretization of the partial differential equations a.re usually large, most of the techniques use 
an iterative method such as a preconditioned conjugate gradient method. Specific methods vary 
in the preconditioner used: see for example, Golub and Mayers (1983); Dryja (1984); Bjorstad 
and Widlund (1984); Chan and Resasco (1985); and Bramble, Pasciak and Schatz (1986). 

Results involving the implementation of domain decomposition algorithms on parallel com
puters have only recently become available. Keyes and Gropp ( 1987) summarize some of the 
current work on preconditioners for domain decomposition and compare various implementa
tions on an Intel hypercube. Other results involving the implementation of domain decom
position methods on parallel processors includes the doctoral dissertations of Gonzalez (1986) 
and Killough (1986). Gonzalez describes the solution of a two-dimensional elliptic operator 
by domain decomposition and presents numerical results for a problem run on a CRAY-XMP. 
Killough considers the solution of a three-dimensional elliptic partial differential equation using 
a multi-level domain decomposition algorithm. He also presents numerical results for a sample 
reservoir engineering problem run on a CRAY X-MP /48 and on an IBM 3090/400. 

In the area of parallel algorithms for hyperbolic equations the literature is not as extensive. 
Lucier and Overbeek (1987) describe a parallel adaptive algorithm for hyperbolic systems of 
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conservation laws. The general idea is to solve the system of conservation laws by a method 
which generates adaptive or moving grids. Since the grid is generally highly nonuniform over 
the domain, the amount of computational work spent on various sections of the domain depends 
on the local mesh refinement. In order to balance the workload among the processors, Lucier 
and Overbeek proposed a dynamic partitioning algorithm to assign tasks to processors. 

Kopriva (1986) proposed a spectral method for solving hyperbolic equations which involved 
splitting up the domain of interest into several subdomains each of which was solved by a 
Chebyshev collocation method. In this approach, the domains are non-overlapping so that the 
method requires interface conditions which specify the correct derivative information along the 
boundaries of the subdomains. 

3 Domain Decomposition Using Overlapping Domains. 

This section describes the use of domain decomposition techniques to solve the model problem 
on several overlapping domains. We show how a partition of unity can be used to decompose 
the model problem into several smaller overlapping subdomains. A domain decomposition 
algorithm for the model problem is proposed and shown to be well suited for parallel processors. 
The issues of communication costs and load balancing are addressed and a simple algorithm 
for assigning jobs to processors is presented. This approach leads to a highly efficient use of 
the processors and significantly reduced idle times. 

3.1 Model Problem. 

We take as our model problem the Dirichlet initial/boundary value problem for the one
dimensional wave equation: 

Du:: ( a
2 

2 a
2 

) 8t2 - C 8x2 U = 0 on O x [O, T], 0 = [O, X] , 

u(O,x) g(x), 
au 

h(x), (2) 8t(0,x) = 
u(t, 0) = 0, 

u(t, X) 0. 

We shall subdivide this problem into problems on smaller subdomains and synthesize the 
global solution out of the subdomain solutions, using the finite propagation speed and super
position properties of solutions of (2). Note that these are properties of any linear hyperbolic 
system in any number of space dimensions; accordingly, the construction described below can 
be carried out for any such system, although we shall describe it in detail only for the model 
problem (2). 

For simplicity, we consider the case of two overlapping subdomains or in the one-dimensional 
case sub-intervals. Denote the subdomains by 01 = [O,X1] and 02 = [X2,X], and let the 
overlap region be denoted by r 12 = 0 1 n 0 2. Define a partition of unity for O by the relations: 

i = 1,2, (3) 
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Figure 1: Overlapping Subdomains 

on 0, (4) 

where K, is a proper subinterval of Oi (see Figure 1). 

Using the partition of unity we can decompose problem (2) into two problems each defined 
on one of the subdomains with the appropriate initial data. First, we decompose the initial 
data, 9( x ), h( x ), into two parts each of which is local to one sub domain. Define the functions 
91 and 92 by 

91(x) = A1(x)9(x), 

92(x) = A2(x)9(x). 

(5) 

(6) 

Note that g1 and 92 are supported entirely within 01 and 02 respectively, and by construction 
the initial data 9(x) = 91(x) + 92(x). Similarly define the functions h1 and h2, 

Since the distance between supp 91 U supp h1 C K 1 and the complement O \ 01 is positive, 
for any positive AT satisfying 

AT~ dist(K1,0\0i)' 
C 

(7) 

the solution u1 of the initial value problem with data {g1, h1 } and homogeneous Dirichlet 
conditions also satisfies u 1 = 0 on [O, AT] x (0 \ 0 1 ) because of the finite propogation speed 
property of (2). Therefore u1 also satisfies a homogeneous Dirichlet condition at the right end 
point X1 of 01. 

Thus in the time interval [O, AT], u1 may be viewed as the solution of the subdomain 
problem: 

Du1(t,x) 0 on 0 1 x [O, AT], 

u1(0,x) = 91(x ), 

o;1(0,x) h1(x), (8) 

tt1(t, 0) = 0, 

u1(t, X1) = 0. 
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Similarly, the (global) solution u2 of the problem (2) with initial data {92, h2} may be viewed 
as the solution of the subdomain problem 

Du2(t,x) = 0 on 02 x (O,~T], 

u2(0, X) = 92(x), 

8;2(0,x) = h2(x), 

u2(t,X2) = o, 
u2(t,X) = 0. 

provided ~ T > 0 is selected so that 

~T < dist(K2, 0 \ 02) 
- C 

Having computed u1 and u2, the global solution to (2) can be computed by superposition: 

{ 

u1(x) 
u( X) = U2 ( X) 

u1(x)+u2(x) 

XE 01 \r12, 
X E 02 \ r12, 
x e r12. 

{9) 

(10) 

(11) 

We note in passing that the use of different discretizations on each subdomain ( due perhaps to 
local mesh refinement) does not present a problem. In this event, the two solutions, u1 and u2, 
only need to be interpolated before computing the global solution. 

Once the solution,u(x ), is computed in [O, ~ T] the entire process may be repeated by taking 
(u(~T,x),8u/8t(~T,x)) a.s the initial data and applying the partition of unity again. These 
ideas can be summarized by the following algorithm: 

Algorithm 3.1 

1. Decompose the model problem (2) by applying a partition of unity 

2. Solvt the sub-problems (8) and (9) on each subdomain 

3. Compute the global solution using ( 11) 

../. Repeat the process using the global solution as the initial data 

If we assume that the functions 91 and 92 are supported in regions that are not too close to 
the boundary of their respective subdomains then problems (8) and (9) can be solved numeri
cally using only data that is local to each subdomain, that is, as two independent computational 
processes. In fact, there is no communication required at all between the two processes until 
the support of the solution has reached the boundary of the subdomain, whereupon the solu
tion process cannot proceed since this would require data from outside the subdomain. This 
requirement determines ~ T, which therefore depends only on the distances between Ki and 
80i, i = 1, 2, and the numerical wave speed (which may be regarded as identical to the con
tinuum wave speed, at the cost of a discretization error). Since the two subproblems (8-9) 
a.re independent and require no communication except at intermittent times, this framework is 
ideally suited for parallel processing. 

Two issues which are important in the evaluation of parallel algorithms are communication 

costs and load balancing. We now discuss these two issues. 
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3.2 Communication Costs. 

Communication costs occur whenever the solutions to the sub-problems, u1 and u2 , must be 
combined to compute the global solution. At that time, the portions of u1 and u2 that lie in the 
overlap region, f12, must be passed to a common processor which combines the local solutions 
into the global solution to problem (2). Using a standard model (Ortega and Voigt(1985)), the 
communication costs may be estimated by 

TcoM = /3 + nr, (12) 

where (3 is referred to as the communication start-up time, n is the number of gridpoints in 
f12, and T is the transfer time for one gridpoint. In general, communication costs are more 
expensive than computational costs, so that it is desirable to keep the communication costs 
as low as possible, especially in relation to the computational costs. The computational costs 
depend on the discretization used and the number of time steps taken before the solution hits 
the boundary of the subdomain, that is, on the size of AT. Note that the solution of the 
wave equation has a finite speed of propagation, so that the number of time steps taken can 
be adjusted by varying the overlap ratio. This suggests that the partition of unity should be 
constructed so that the support for 91 and 92 is far enough away from the boundary of the 
subdomain to allow for a substantial amount of computational work. Since the computational 
work is proportional to the number of time steps taken and the number of gridpoints in the 
subdomain, we take as our model: 

~T w 
Tcpu = a At Ax' 

where a estimates the floating point operations per gridpoint in units of time, w is a scale factor 
depending on the typical width of a subdomain, At is the discretization used in the time domain 
and Ax is the discretization used in the spatial domain. The number of times data must be 
communicated is T /AT. Thus the ratio of total communication time to total computational 
time is roughly, 

TcoM /3 + n r ( T ) 
Tcpu = a~Tw/(~t~x) · AT · 

Let the overlap ratio be defined by 

number of gridpoints in the overlap 
1 = number of gridpoints in a subdomain · 

Then the typical number of grid points in r 12 can be written as n 

definition. equation (13) can be rewritten as 

TcoM /3+(-ywr)/~x ( T) 
Tcpu = aATwj(At~x) · ~T · 

(13) 

(14) 

(-yw) /Ax. Using this 

(15) 

Due to stability considerations we need to have ~t/ Ax ~ 1, so that we may take Ax ~ At as 
a rough estimate. Using this approximation in (15) yields 

TcoM = /3At
2 + (-ywr )At . (2...) . 

Tcpu aATw AT 
(16) 
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As noted a.hove, a T depends on the distance between Ki and 80.i, i = 1, 2, which in turn 
depends on the amount of overlap between the subdoma.ins. Suppose that K, is constructed so 
that for each subdoma.in the distance between Ki and ni is one half the overlap ratio. Then, if 
at~ ax, we can take 

aT = (;w)/2, (17) 

as a rough estimate for the length of time that the solution takes to travel from its initial 
doma.in of support to the boundary of the subdoma.in. Substituting {17) into (16) yields 

TcoM 4T [.Bat2 + (;wr)at] 
Tcpu = aw3 ; 2 • 

(18) 

Notice that everything in (18) is fixed except for at. Suppose now that the problem size 
increases, so that ax -+ 0, and consequently at -+ 0. Then equation (16) yields TcoM /Tcpu -+ 

0, indicating that Algorithm 3.1 should be more effective as the size of the problem increases. 
An interesting point is that as at -+ 0, we can approximate (18) by 

TcoM = [4Trat] . ~, 
Tcpu aw2 ; 

{19) 

which shows that the communication-computation ratio is inversely proportional to the overlap 
ratio. This motivates the use of overlapping domains as a method for achieving a good ratio of 
communication to computation costs. In section 4, we discuss this issue in greater detail. 

3.3 Load Balancing. 

An important issue in designing an effective parallel algorithm is the problem of load balancing, 
that is, the assignment of jobs to processors so that each processor has roughly the same amount 
of work to do. The problem of load balancing arises whenever the computational effort to solve 
a problem is unequal for different subdomains. One simple example is the situation where the 
work required to solve the problem is a function of the size of the subdomain and the subdomains 
are all of different sizes. Another example arises in the solution of hyperbolic partial differential 
equations by adaptive methods that place extra grid points in certain regions. 

The load balancing problem is important because the speedup that can be achieved for 
a particular parallel implementation depends on how busy all of the processors are kept. In 
the worst case, it could be possible to have only one processor working while the rest of the 
processors are waiting for data from the one working processor. 

If the subdomains are represented as vertices on a graph, the load balancing problem may 
be interpreted as a problem in mapping the graph onto a set of processors. There are many 
ways to construct such a mapping. Keyes and Gropp (1987) avoided the issue of load balancing 
altogether by using regular box-wise and strip-wise decompositions for solving Poisson's equa
tion on the unit square. Berger and Bokhari (1985) suggest a binary decomposition to create 
subdomai.ns with nearly equal computational effort. Gropp (1986) suggested two ways to map 
a graph to a set of processors; a random mapping and a local mapping. 

The question of which mapping strategy is best is closely related to communication costs. 
The cost of communication between two processors is usually dependent on how far a.way the two 
processors are on a particular computer architecture. Therefore, whatever mapping is used, the 
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cost of communicating between adjoining subdomains must be taken into account in assigning 
subdomains to processors so that subdomains that are cl08e to each other are not assigned to 
processors that are far away from each other. This implies that a mapping strategy must know 
something about the relationship between the subdomains before allocating processors. 

In most applications of domain decomposition methods the mapping of subdomains to pro
cessors is only done once. We propose an alternative to these methods - a dynamic mapping 
strategy. The idea behind this mapping strategy can be illustrated by an analogy to a grocery 
checkout line, where the checkers can be taken to be processors and the customers are subdo
mains. The goal there is to keep the checkers busy at all times, which first suggests that there 
should be more customers than checkers. The obvious strategy to balance the work load is to 
assign customers to checkers as the checkers become free. 

As a concrete example, suppose that the global domain is subdivided into m overlapping 
subdomains and that there are p slave processors where m > p. Since any of them subdomains 
can be started, we arbitrarily number the subdomains and stack them on a job queue. Each 
slave processor is assigned one subdomain, on which the solution is to be computed out to some 
specified time level, aT. Using the queueing analogy, we then assign subdomains to processors 
on a first-in, first-out (FIFO) basis. Therefore, as the slave processors finish a job they are 
immediately assigned another job from the job queue. 

Once the solution is computed on a subdomain the results are communicated to some mas
ter processor which interpolates and combines results. The master processor then decides if 
the subdomain can be re-initialized. The results from each job correspond to a solution on a 
particular subdomain which need to be recombined to compute the solution in the overlapping 
regions. A key observation is that once the solution is known in all of the subdomains over
lapping a given subdomain, D;, then the global solution is completely specified on subdomain 
D;. At this stage the solution for subdomain D; may be carried out to the next time level by 
re-initializing the data and stacking the subdomain back on the job queue. This leads to the 
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following algorithm: 

Algorithm 3.2 

Initialize: 
Set up a partition of unity. 
Stack domains on the job queue. 
Assign one subdomain to each slave processor. 

do until (all subdomains are finished) 
for ( each slave processor Pi) 

if ( Pi is done) then 
Get the computed solution. 
Assign a new job to this processor. 

endif 
Take the computed solution, interpolate 
and add the solution to all overlapping subdomains. 
if (any subdomain is completely specified) then 

Stack the subdomain on the job queue. 
endif 
Next processor. 

end 
end 

Although, this algorithm is straightforward it suffers from a serious disadvantage. Consider 
the situation that arises when a slave processor finishes a job and is waiting for another job to 
be assigned to it. If we assume that some master processor keeps track of all of the subdomains, 
then there will be a lag time between the time a processor finishes a subdomain and the time 
that the master processor can assign a new job to that processor. This lag time is due to the 
communication delay required to send the necessary job information to start up a new domain. 

An alternative to this situation is to assume that each slave processor can hold up to 2 
different jobs in memory. The master processor can then assign each slave processor one job to 
work on, and a secondary job which can be sent to the slave processor while it is working on the 
primary job. This pre/etching of the secondary job allows the slave processor to immediately 
start up the secondary job when the primary job is finished. At that time another job may 
be prefetched from the ready job queue. This strategy will be effective provided that the 
communication time necessary to send a job from the master processor to the slave processor is 
less than the time that the slave processor takes to compute the solution for a subdomain. Also 
implicit in our design is the assumption that the slave processors are designed to allow external 
communication to take place concurrently with computation, without seriously degrading the 
computational throughput. 
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4 Simulation Results. 

Algorithm 3.2 was used as a basis for a program that simulated a. parallel processing envi
ronment. Using this program, we simulated the solution of a second order wave equation in 
two dimensions with the following parameters: T = 1.0, X = 100.0, Ax = 1/64, /j = .003, T = 
.0002, o = 3. The global domain was subdivided into 64 equal subdomains using a strip-wise 
decomposition so that the first domain only overlapped with the second eubdomain, the second 
subdomain only overlapped with the first and third subdomain and so forth. This decomposi
tion may be viewed as a graph with a certain incidence matrix ( which in this case corresponds 
to a tridiagonal matrix). 

Define the speedup, Sp, by 

S _ Execution time using 1 cpu on the global domain 
'P - Execution time using p cpu 's ' 

and the efficiency by Ep = Sp/p. By the idle time of a processor, we mean the amount of time 
that a processor is not actually working on a job. 

We would like to start by verifying the analysis of the communication costs described in 
Section 3.2. From equation (19), the communication-computation ratio should be inversely 
proportional to the overlap ratio. This implies that the overlap ratio can be chosen so that the 
communication-computation ratio is small. However, the larger the overlap ratio the greater 
the total work that must be performed to compute the global solution, since the solution in the 
overlap region is computed once in each overlapping subdomain. The amount of extra work 
done is directly proportional to the overlap ratio. 

In Figure 2, the ratio of communication to computation costs is plotted against the overlap 
ratio. The work ratio is defined as the ratio of the total amount of work required to solve all of 
the subdomains to the amount of work required to solve the original problem on 1 processor. 
Hence, an overlap ratio of O (non-overlapping domains) would correspond to a work ratio of 
1. The work ratio is also plotted as a function of the overlap ratio in Figure 2. It is apparent 
that for a fixed discretization, there will be a tradeoff between reducing the communication
computation ratio and increasing the total work done. 

We would now like to consider the efficiency and the idle time as functions of the following 
parameters: 

• the size of the overlap regions 

• the ratio of communication time to computation time 

• the ratio of the number of domains to the number of cpus 

Figures 3-4 display contour lines of efficiency and average idle time for various values of 
overlap ratios and communication-computation ratios. The number of processors was equal 
to 16. In this set of test cases, we assumed that the discretization is fine enough that the 
communication-computation ratio is fixed for any given overlap ratio. This situation would 
arise for instance, when a problem is large enough that the computation costs swamp the com
munication costs. From Figure 3, we see that for small values of communication-computation 
ratios the efficiencies are a.bout 85-95%. Figure 4 displays the idle time as a percentage of total 
cpu time. Once again, as the communication-computation ratio goes to zero the average idle 
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time decreases. This figure clearly shows that load balancing is not a problem in situations 
where computation costs a.re much larger than communication costs. 

We a.re also interested in determining the relation between efficiency and the number of 
processors used. As we suggested in Section 3, to reduce the amount of idle time we should 
have more subdomains that processors. Figures 5-6 show the efficiency and idle times versus 
the number of processors used. Figure 5 contains two curves, one for an overlap ratio of .02 and 
another for an overlap ratio of .04. The two curves are similar in that the achieved efficiencies 
exhibit a small decrease as the number of processors increases, followed by a sharp dropoff in 
efficiencies for 20 or more processors. 

To understand this behavior, we can look at Figure 6 which displays the idle time as a 
function of the number of processors. As the number of processors increases, there are fewer 
jobs available to distribute among the processors. This competition between the processors for 
the available jobs increases the chances of a processor sitting idle, which in turn decreases the 
efficiency. 

Up until now we have assumed that the communication-computation ratio was constant 
as a function of the overlap ratio. However, from Figure 2 we see that the communication
computation ratio is inversely proportional to the overlap ratio. In Figures 7-8, we plot ef
ficiency and idle time versus the overlap ratio, where the communication costs are computed 
using (12). We note that there is now a sharp decline in the efficiency as the overlap ratio tends 
to zero. This decline is due to the increased communication costs. There is another decline in 
the efficiency as the overlap ratio increases, but it is a much slower decrease and it is due to the 
increased amount of work as the overlap ratio increases (see Figure 2). The idle times show a 
similar trend (see Figure 7). As the overlap ratio increases the communication times increase in 
relation to the computation times and the processors must idle while they wait for the results 
to be transfered between processors. A good compromise for this set of parameters turns out 
to be an overlap ratio of .02. This value yields a communication to computation ratio of 0.872 
and an efficiency of 93.6%. 

In many situations the computational cost of each subdomain is different. It is interesting 
to consider the effect of different sized subdomains on efficiency. Suppose that there are n 
subdomains such that n - 1 of the subdomains are of equal size and one of the subdomains is 
larger. Let the computational cost of each of then - 1 equal subdomains be given by Tn and 
the computational cost of the larger subdomain be given by T1 . Then the aspect ratio can be 
defined by: 

(20) 

The efficiency versus the number of processors used for various aspect ratios is shown in 
Figure 9. It is interesting to note that there are sharp decreases in the efficiency at certain 
points. For an aspect ratio of 1.0, the maximum number of processors we can use before we 
experience a sharp decrease in the efficiency is 16. However for an aspect ratio of 2.0 the 
maximum number of processors is 8, and for an aspect ratio of 3.0 the corresponding number is 
4. It seems clear that it is important to balance the workload among the subdomains so that the 
aspect ratio is close to one. High efficiencies are still attainable, but the ratio of subdomains to 
the number of processors must increase accordingly. The effect of the aspect ratio on efficiency 
and load balancing bears further investigation and will be the topic of a future report. 

11 



1. 8 

1. 6 

1. 4 

1. 2 

1.0 

0.8 

0.6 

0.4 

0.2 

0.0 

X 

+ 

Figure 2. Work Ratio and Comm/Comp 
ND= 64,NP = 16 

Comm/Comp 

Work Ratio 

Vs. Overlap Ratio 

---'- +------+-----+-----------+------------+------------

X 

x. 

X 

X 

0.02 0.04 0.06 0.08 0.10 

Overlap ratio 



2.0 

1.5 

C 
0 

m 
m 
/1.0 
C 
0 

m 
p 

0.5 

0.0 

0.0 

Figure 3. Efficiency Vs. Ovlp Ratio and Comm/Comp 

- --------

~ 
.7 

0 .1 95 9 0:-$5 

0.02 0.04 0.06 0.08 0.10 

Ovlp Ratio 



2.0 

1. 5 

C 
0 

m 
m 
/1.0 
C 
0 

m 
p 

0.5 

0.0 

0.0 

Figure 4. Percent Idle Time Vs. Ovlp Ratio and Comm/Comp 

---

~-,,.,_, 0.2 -------------4}-,8 

0.02 0.04 0.06 0.08 0.10 

Ovlp Ratio 



1.0 

0.9 

0.8 

0.7 

0.6 

0.5 

0.4 

0.3 

0 

Figure 5. Efficiency Vs. Number of Processors 
Number of Domains=64 

*· * * "* *· *' *-- ovlp ratio 
-* 

0.02 

+ + + +. + + 
+ 

10 

+ 

1 ____ . + 

------- 11 

20 

·+ 

* +. 

+ 

+· 
+ ovlp ratio 0.04 

30 

* --------- *"' 
"--·~. 

40 

Number of Processors 

+ 
+. 

~-~ + 

~-----. 
50 60 70 



Figure 6 • 

70 

60 

50 

40 

30 

20 

10 

0 

+ ·* .i.:*• ,.__-* 

0 10 

Percent Idle 
Number 

Time Vs. Number 
of Domains=64 

. .---./ 
./ 

./ 

+ + 

of Processors 

ovlp ratio 

. ----· 
./ . 
+ + 

* .+ ovlp ratio "' ·'. 04 

+ 

+ 

.------ * 

+ 
+ 

20 30 40 50 60 

Number of Processors 

• 0.02 

70 



1. 0 

0,9 

0,8 

0,7 

0.6 

0,5 

0.4 

0.3 * 

0.2 

0.0 

Figure 7. Efficiency Vs. Overlap ratio 
Number of Domains=64 

/ 

! ________________ t-~~~~~~~---------, ,-----------------
' ··-----------------------------------------------

---

0,02 0.04 0.06 0.08 0.10 

Overlap ratio 
*: NP=4, +: NP=8, x: NP=l6 



70 
~ 

60 

50 

40 • 

30 

20 

10 

0 

0.0 

I 

\ 

Figure 8. Percent Idle Time Vs. Overlap ratio 
Number of Domains=64 

x-----------------x-----------------x-----------------x-----------------

0.02 0.04 0.06 0.08 0.10 

Overlap ratio 
*: NP=4, +: NP=8, X: NP=l6 



fll 
H 
0 
Ul 
ti) 

Q) 
C) 

0 
H 
0.. 

~ ti) 

0 0 
-.-1 

H .µ 
Q) l'tj 

.0 ll:: 
e 
::s .µ 
z C) 

Q) 
• 0.. 

I'll I'll 

>< 
~ .µ 
C) c:: 
c:: Q) 
Q) H 

-.-1 Q) 
C) ~ 

•.-! ~ 
~ •.-! 
~ 0 
r.:i 

O'I 

Q) 

H 
::s 
C'\ 

-.-! 
~ 

0 

..-i 

0 

..-i 

M 
Id 

+ 

I 
I 

I 

I 
I 

I 

I 

I 
I I 

.. + 
I 

I 
I 

>< 0 

I 
I I 

I 
/ 

I 
I 

,' / 
I / 

,' / 
/ / 

I I / / 

•+>< r:f / 

I 
! I 

I ,' I 
I ,' I 

•+><O 

a, 

0 

I 

I 

I 

I 
I 

I 
I 

I 

/ 
/ 

I 
I 

i 
I 

I 
I 

I 
I 

I 

/ 

I 
I 

0 I 
I 

N I 

N 
I 

i 
M 

I 

Ill I 

I 
I 

>< 

I 
I 

I 
I 

I 
I 

I 
I 

I 
I 

I 
I 

I 
I 

I 
/ 

I 
I 

I 
I 

I 
I 

·' 
I 

I 

I 

.. 

I 

/ 

I 

·' I 

I 

I 
I 

I 
I 

I 

I 
I 

I 
I 

0 
I 

I 
I 

I 
I 

I 
I 

I 

10 

0 

I 
I 

I 

I 
I 

I 

I 

+ 

I 

I 

I 

I 

I 

i 
I 

I 
I 

·' 

I 
I 

I 
I 

I 
I 

I 

I 
I 

I 
I 

I 
I 

I 
I 

I 

I 
I 

I 
I 

I 

I 
I 

i 

I 

·' 
·' 

I 
I 

I 
I 

I 
I 

I 
I 

I 

I 
I 

I 

i 

I 
I 

I 
I 

I 
I 

I 
I 

I 

I 
I 

I 
I 

I 
I 

I 
I 

I 
I 

I 
I 

I 
I 

I 
I 

I 
I 

I 
I 

0 

M 

M 
Id 

0 

I 
I 

I 

I 
I 

I 

I 

I 
I 

0 
' I 

I 
I 

I 
I 

I 
I 

I 
I 

I 
I 

I 
I 

I 

N 

0 

0 

0 

0 
M 

0 
N 

l/"I 
..-i 

0 
..-i 

0 

tll 
M 
0 
tll 
tll 
Q) 
t) 
0 
M 
Ila 

11-l 
0 

M 
Cl) 

.Q 

~ z 



5 Conclusions. 

A domain decomposition algorithm which used the concept of overlapping domains was pre
sented, and a strategy for dynamic load balancing was described. We showed that the use 
of domain decomposition methods for the solution of linear hyperbolic equations can be very 
effective, particularly in a parallel processing environment. To achieve effective load balanc
ing, the global problem was subdivided into subdomains so that there were more subdomains 
that processors. A simple first-in, first-out strategy for allocating subdomains to processors 
was used and shown to be highly effective. Additionally, the use of overlapping domains was 
presented as a means of reducing the communication costs thereby also increasing efficiency. 

One issue left unresolved was the influence of different types of decompositions. All of 
the results described here are for strip-wise decompositions and it would be nice to see the 
effect of box-decompositions. It seems clear that the higher number of dependencies among 
the subdomains will have a different effect on performance and may require more sophisticated 
load balancing strategies. Further investigation of the effect of aspect ratios on efficiency is 
also required. The simulator also needs to be validated, by applying these ideas to a real 
computer architecture. A project which implements the ideas presented here on a loosely
coupled distributed network of SUN workstations is already under way and will be the topic of 
a future report. 
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