
:mn: AB EXPEJlIIDt•TAL COMPUTER liETBOll 
TO SUPPORT ROIIERICAL COHPUTATIOR 

Departments of 
Electrical Engineering and 

Mathematical Sciences 

Rice University 
Houston, Texas 

Principal Investigators 
Robert Cartwright 

John E. Dennis 
J. Robert Jump 

Ken Kennedy 

Contributin~ Investigators 
C. Sidney Burrus 

R.J.P. de Figueiredo 
Michael K. Donegan 

Robert T. Hood 
Don H. Johnson 

Thomas W. Parks 
Henry H. Racbford 

David W. Scott 
J. Bartlett Sinclair 

Trond Steihaug 
Richard A. Tapia 

James R. Thompson 
Scott K. Warren 
Mary F. Wheeler 





Abst.:ract: 

The Computer Science Faculty at Rice University proposes to design 

and implement an experimental distributed computing system to support 

numerical computation. Although local networks of single user machines 

have already been proven for many nonnumerical applications. the concept 

has yet to be tried in the context of numerical program development and 

execution. The Rice Numerical Network. or lRn. will consist of approxi

mately 24 single-user numerical machines equipped with high-resolution 

bit-mapped screens. a 32-bit central processor. and vector floating 

point hardware. It will also include several specialized server nodes 

supporting a high-performance vector floating point processor and vari

ous peripheral devices including a gateway to the CSnet communications 

network linking the nation's major computer science research centers. 

The new facility will support a coherent research program in 

software systems. computer architecture. and quality numerical software. 

directed at creating a modern reactive environment for numerical coapu

tation. Despite stiff competition from industry and other universities. 

Rice University has recently assembled the nucleus of computer science 

faculty required to develop an innovative distributed computing system 

supporting vector numerical computation and to evaluate its utility as a 

tool for solving important scientific problems. 
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Jlln: An Experiaental Coaputer Betvork 
to Support Buaerical Coaputation 

1. Introduction 

The Computer Science Faculty of Rice University proposes to design 

and implement a distributed computing system to support numerical compu

tation. During the last decade• a number of experimental distributed 

computing system exploiting inexpensive microprocessor and integrated 

circuit technology have been developed to support nonnumerical computer 

applications such as program development. artificial intelligence 

research. the automated office. and computer-aided design. Some well

known examples are the Xerox personal computer systems (Alto, Dolphin. 

and Diablo machines)• the MIT LISP machine, and the Three Rivers Com

puter PERQ system. The resulting "reactive" computer systems have pro

ven to be far more productive tools than their conventional predeces

sors. Today the technology is sufficiently well-established that des

cendants of these experimental systems are commercially available. As a 

result. many computer science research centers are replacing their con

ventional interactive facilities with distributed computing environ

ments. In fact, oost of the universities that are already participating 

in the NSF Coordinated Experimental Computer Science Research Program 

are acquiring distributed systems and conducting software systems 

research aimed at enhancing the performance and capabilities of distri

buted machines. 

tems 

have 

In contrast to the dramatic evolution of distributed computing sys-

for nonnumerical applications. 

6hanged very little during the 

numerical computing enviroiliilents 

last decade. Although current 

scientific machines are cheaper and faster than their predecessors of 

ten years ago. their architecture is virtually unchanged (except for the 

inclusion of vector-oriented pipelining). Moreover, the user interface 

and programming environment supported by numerical software systems is 

still based largely on batch compilation, debugging, and execution. 

Instead of adopting distributed architectures, most research centers for 

numerical computation (such as Los Alamos Scientific Laboratories) are 
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moving in the direction of larger multiprogrammed monolithic machines 

(e.g. the Cray-1) supporting "smart" terminals. In applications where 

floating point accuracy is not critical and the programming complexity 

is low. a large minicomputer with an attached array processor is a popu

lar alternative to the large mainframe. However, neither approach sup

ports a highly responsive. interactive programming environment. The 

philosophy of reactive distributed computing systems bas yet to be tried 

in the context of numerical computation. 

The primitive state of numerical software technology is unfor

tunate, because numerical computation is the most common form of techni

cal computing -- particularly in our geographic region. In the south 

central United States (New Mexico. Colorado, Texas, Oklahoma, Arkansas, 

and Louisiana). the primary focus of software research and development 

is numerical computation to support the booming energy industry (Exxon 

Production Research. Shell Development, Schlumberger Well Services, 

Digicon Seismic Software, Los Alamos Scientific Laboratories, etc.). 

Yet given the primitive state of numerical programming environments, 

talented graduate students typically choose more glamorous, less frus

trating fields of specialization than numerical software systems. 

To strengthen our education and research programs supporting numer

ical computing, Rice University propose to establish :mn. the Rice 

Numerical Network, a computer laboratory consisting of a local network 

of single-user numerical machines augmented by a few peripheral device 

and vector processor servers. Each numerical machine wil 1 include a 

high-resolution bit mapped screen, a fast 32-bit processor incorporating 

a reconfigurable vector floating point unit, hardware to support a large 

virtual memory, and a small local disk to store frequently accessed user 

files. The peripheral device and vector processor servers are intended 

to provide large scale, sharable resources that are too expensive to 

incorporate in individual nodes. 

The new facility wil 1 allow us to integrate our ongoing research 

projects with several new projects to form a coherent research program 

in software systems, computer architecture. and quality numerical 

software, directed at creating a modern reactive environment for 
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numerical computation. The projects in this program fall into two 

categories: projects directly concerned with the design and implementa

tion of the distributed numerical computing system, and application pro

jects that utilize that system. The system research projects include: 

(1) A Portable Unix Interface (R. Cartwright, M. Donegan, R. Hood, K. 

Kennedy). 

(2) A Programming Environment for Fortran (K. Kennedy. M. Donegan). 

(3) A Numerical Analyst 1s Workbench (M. Donegan, S. Warren). 

(4) Program Specification and Testing (R. Cartwright, R. Hood). 

(5) Vector Processors to Support High-Level Languages (J.R. Jump. K. 

Kennedy). 

The application projects will be: 

(1) An Interactive Data Analyzer (D. Scott. J. Thompson). 

(2) Numerical Simulation of Physical Processes (M. Wheeler, H. Rach

ford). 

(3) Effective Algorithms for Non-linear Optimization (J.E. Dennis, T. 

Steihaug. R.A. Tapia). 

(4) High Performance Modular Systems Design (J.R. Jump). 

(5) Task Assignment in Distributed Processing Systems (J.B. Sinclair). 

(6) Random Access Local Area Networks (D.H. Johnson). 

(7) Signal and Image Processing (T. Parks, C.S. Burrus, R.J.P. de 

Figueiredo). 

The Rice University computer science faculty has the unusual combi

nation of skills required to develop an experimental reactive computing 

system supporting numerical computation and to evaluate its utility as a 

tool for solving scientific pro~lems. Prof. Kennedy is a leading expert 

on compiler construction and optimization, particularly for vector pro

cessors. and he has worked extensively with a machine architecture 

research group within industry. Prof. Jump is an authority on 
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interconnection networks, theoretical models of parallel computation,. 

and parallel hardware desi!);n. Prof. Warren is an experienced program

ming environment designer and implementor; his Rosetta Smalltalk imple

mentation of Smalltalk-72 on microcomputers stimulated Xerox to release 

Smalltalk into the public domain. Prof. Cartwright is an expert on pro

gram specification and testing systems. an important component of the 

planned programming environment. Prof. Donegan is an expert on code 

generation and compiler construction. Finally, the numerical analysis 

group consisting of Profs. Dennis, Tapia, Wheeler. Rachford, and 

Steihaug is one of the most distinguished in the country. This group. 

along with an outstanding signal and image processing group, consisting 

of Prof. Burrus, Parks, and de Figueiredo,. constitutes an ideal user 

community for evaluating the experimental computer system and using it 

to construct quality numerical software. 

2. A History of Coaputer Science at Rice UniYersity 

Despite the comparatively small size of its faculty and student 

body, Rice has played an important role in the evolution of computer 

science. This record has been achieved even though Rice has never esta

blished a formal computer science department -- computation here has 

always been an interdisciplinary subject, involving several university 

departments. Nevertheless, its commitment to excellence in science and 

engineering and the spirit of interdepartmental cooperation fostered by 

its relatively small size have enabled Rice to pursue an outstanding 

program of computer science research for the past twenty-five years. 

The first notable development in computation at Rice was the design 

and construction of the Rice Research Computer, which was completed in 

1958. A joint project of the Electrical Engineering and Chemistry 

Departments directed by Martin Graham and John Iliffe, it included 

advanced architectural features to support high-level language program

ming. Among these were §..C.lf-identif~ ~. implemented by the inclu

sion of tag fields in the hardware data representation. and a special 

representation for arrays that used indirection through address vectors 

to implement fast array access. On the Rice machine. all accesses to 
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memory locations, containing instructions or data, were carried out 

through a tree structure of codewords. This permitted convenient seg

mentation of both code and data and provided a natural mechanism for 

implementing dynamic storage allocation. 

The Rice computer was in continuous use throughout the 1960 's for 

scientific and engineering computations. But its most significant con

tribution was its influential role in the history of machine design. 

The Burroughs 5500 and its successors used many of the concepts from the 

Rice Computer. In 1968, John Iliffe generalized the design in his mono

graph, Basic Machine Principles. This book inspired the design of a 

more advanced machine, the R-2, which was begun in 1968 by John Iliffe 

and Walter Orvedahl. Although the project was never completed, it 

spawned numerous research projects in programming language design and 

computer architecture. 

In the early 1950 's Jim Douglas, Jr., a Rice mathematician, began a 

research project in conjunction with several mathematicians at Exxon 

Production Research {then called Humble Production Research). Douglas 

and two EPR colleagues, Henry Rachford and Donald Peaceman, developed 

"alternating direction implicit {ADI) methods" for solving elliptic and 

parabolic differential equations. These equations are particularly com

mon in reservoir engineering. The use of ADI methods remained a stan

dard solution technique for nearly two decades. Rach£ ord left EPR to 

join the Rice faculty in 1964 and continued the work on numerical solu

tion of PDE's after Douglas 1s departure in 1968. In the late sixties, 

Rachford and his student Mary Wheeler turned from finite difference 

methods to finite element and collocation methods to obtain more effec

tive solutions. 

Another important contributor to computer science research in the 

1960 's was a logician in the Department of Philosophy, John Alan Robin

son. During his tenure at Rice, Robinson invented the principle of 

resolution. which was the fundamental tool of theorem-proving for a 

decade. He developed several successful theorem-provers on the Rice 

Computer before leaving the faculty in the late sixties. 

- 5 -



The end of the decade was marked by the founding of the Department 

of Mathematical Sciences. ·charged with the responsibility for education 

and research in probability and statistics, physical mathematics. opera

tions research. numerical analysis. and computer science. The last 

responsibility was shared with the Department of Electrical Engineering. 

The inclusion of so many computation-oriented fields in a single depart

ment was one of the reasons for computer science at Rice developing such 

an interdisciplinary flavor. 

In the 1970 's• computer science research at Rice centered around 

six projects: 

(1) a project to investigate the applicability of architectures with 

self-identifying data to the implementation of high level 

languages. Directed by E. A. Feustel, this research was a logical 

outgrowth of the Rice computer projects. 

(2) a study of how to use 

directed by J. R. Jump. 

parallelism in high-speed computation, 

This work involved both theoretical models 

of parallel computation and interconnection networks and practical 

designs to make use of VLSI devices. 

(3) a study of techniques for efficiently implementing algorithms on 

parallel processing systems. directed by D.S. Hirschberg. This 

project emphasized the development of a realistic model of computa

tion so the results would have substantial practical utility. 

(4) a study of automatic code improvement in compilers. directed by K. 

Kennedy. This research involved theoretical algorithm development 

and the implementation of a test-bed compiler for testing various 

improvement techniques. Recently. it has evolved to include 

automatic detection of parallelism and compilation of la_nguages 

that support explicit parallelism. 

(5) continuation of the work on the use of finite element methods for 

the numerical solution of the partial differential equations from 

the petroleum industry, directed by Rachford and Nary Wheeler (who 

joined the faculty in 1971). 
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(6) a project to investigate numerical optimization problems, directed 

dents 

by R.A. Tapia. This· project. in collaboration with. statistician 

J.R. Thompson. ~ed to the development of new techniques for proba

bility density estimation, a problem arising 1.n a variety of con-

texts including remote earth sensing, seismic prospecting, and 

analysis of medical data. 

All these projects have made extensive use of undergraduate stu-

as research assistants. Rice undergraduates are among the most 

technically sophisticated in the nation and are quite capable of under

taking research projects as undergraduates. Many such students have gone 

on to careers of distinction in computer science. Forest Baskett of 

Stanford, To<ld Dupont of Chicago. Anita Jones and Mary Shaw of 

Carnegie-Mellon, Richard Byrd of Colorado, and Guy Almes of Washington 

are a few examples. 

Recognizing the importance of computer science, Rice has pursued an 

aggressive recruiting program over the past few years. This program has 

lured a number of important researchers here, including John E. Dennis. 

Robert. S. Cartwright. Trond Steihaug. David Scott, Scott K. Warren, 

Michael K. Donegan, and J. Bartlett Sinclair. We plan to continue that 

program to insure an exciting future for computer research here. 

The heritage of computer science at Rice has set the stage for pro

gress over the next decade. Clearly, our research strength lies in the 

support of numerical computation. Because of its traditional strengths 

and the interests of its current faculty. Rice is ideally suited to seek 

out ways to make the numerical programmer, be he scientist or engineer. 

more productive by bringing him the optimal usable computer power for 

the money. 

3. Research Meeds 

Like programs at most other universities 1.n the United States, the 

Rice Computer Science Program 1.s struggling to cope with rapidly expand

ing enrollments in computer science courses. while the trickle of 

talented new doctorates are lured into more glamorous research positions 

in industry. Although our present complement of research equipment (a 
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VAX 11/780 running VMS/Eunice. and a PDP 11/45 and a PDP 11/55 both run

ning Unix) compares favorably with most other universities, it cannot 

compete with the facilities available in local industry. much less those 

available in research laboratories outside of Houston (such as Los 

Alamos National Laboratory or Xerox Palo Alto Research Center). Within 

Houston. both EXXON Production Research and Shell Development operate 

high-speed vector machines (a Cray-1 and a specially-designed high

performance Univac array processor) coupled to sophisticated graphics 

processors. Many companies, like Pennzoil. are beginning to routinely 

equip newly-hired computer science graduates with color terminals. 

Schlumberger is investigating personal workstations for its engineers 

and has already installed several Apollo and PERQ machines, with plans 

to purchase dozens more during the next year. 

But despite stiff competition from industry and other universities. 

the Rice Computer Science Program has assembled the critical nucleus of 

faculty and staff required to develop the most innovative numerical com

puter laboratory in the country. Rice is an unusual environment where 

electrical engineers, computer architects, software systems specialists. 

theoreticians. implementors. numerical analysts, and computational sta

tisticians jointly investigate important interdisciplinary research 

problems. As an institution, it inspires very strong loyalty -- over

coming the usual feelings of parochial self-interest that undennine 

interdepartmental programs at many universities. 

Given the existing research facilities,. the Rice Computer Science 

Faculty cannot effectively capitalize on its interdisciplinary strength 

and cohesiveness. Furthermore, we cannot embark upon new research 

directions made possible by the dramatic recent advances in computing 

equipment. To be competitive for faculty and students. we must have an 

exciting program of research. The JRn network will insure that we have 

the equipment to foster that program. 
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4. Proposed Research Facilicy 

We propose to develop an experimental distributed computing system 

(called llln) specifically designed to support the production,. mainte

nance, and execution of numerical software. In its mature form, the 

laboratory will consist of a local network of dedicated processors con

nected by a high-speed (at least 10-12 megabit/sec) ring or carrier 

sense (Ethernet) network. Most of the processors on the network will be 

single-user numerical computers including high-resolution. bit-mapped 

screens. The few remaining nodes wil 1 be numerical resource machines 

with large "number-crunching" capabilities and servers that manage 

shared network facilities such as the file system and peripheral dev

ices. In addition to simplifying the task of producing. maintaining, 

and executing quality numerical software. the facility will enable pro

granl!Ilers to develop highly responsive, interactive applications packages 

that are not feasible in existing batch-oriented numerical computing 

environments. It will give numerical computer users routine access to a 

"reactive" computing environment. 

4.1. Motivation 

In spite of enormous strides in software systems that have been 

made during the last fifteen years, numerical computing environments 

have changed very little. Today most numerical computation is still 

done in batch mode using Fortran 66, often from keypunched cards. Even 

on "interactive" systems (such as VAX/VMS), most computation is done in 

batch mode because intensive computation in the "foreground n severely 

degrades system response for other interactive users. Fortran compilers 

typically generate efficient machine code,. but provide few debugging 

aids. Simple programming tools like symbolic debuggers and execution 

analyzers are uncommon. In the cases where they are available, they 

fall far short of current standards for other high level languages. In 

short. numerical programmers are forced to use software tools designed 

in the early 1960 's. reflecting the technology of that time. 

Until recently, there were strong economic incentives supporting 

the use of batch computing to solve large numerical problems. Machines 

supporting fast floating point computation were expensive,. and there 
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were significant economies of scale in the architecture of scientific 

computers. Large. expensive machines were cheaper per cycle than 

smaller ones. Moreover. many numerical calculations are so massive that 

very fast machines are required to perform them within a reasonable time 

frame. Consequently. numerical programming environments were much more 

concerned with minimizing the consumption of machine resources (through 

batch computation and extensive code optimization) than with simplifying 

the programming process. 

In the past few years, however. the rapid decline in the cost of 

processors and memory coupled with the exploding demand for computer 

scientists has reversed the economic incentives. Today, the most pre

cious resource in a numerical computing installation are the scientists 

and engineers that use it. Increasing the productivity of programmers, 

engineers, and scientists engaged in numerical computing is much aore 

important than conserving machine cycles. As hardware technology con

tinues to improve, the cost of machine time relative to the cost of peo

ple time will steadily decline. 

The critical question is: how can we apply current and anticipated 

advances in computer technology to simplify the tasks of developing. 

maintaining. and using quality numerical software? The answer lies in 

building computing systems that effectively exploit a multitude of inex

pensive processors. One possible approach is to develop an SIMD or HIMD 

multiprocessor computer. However, the programming obstacles inherent in 

decomposing a single algorithm to run on multiple processors make this 

approach unattractive. The results of the ILLIAC IV and CM* projects 

suggest that relatively few computational problems have natural parallel 

decompositions. For most applications. the extra programming burden 

involved in adapting algorithms to explicit parallel execution on multi

ple processors does not appear to be worth the potential improvement in 

performance. 

In the context of a computing facility shared by many users, a 

simpler, more effective approach is to dedicate a single processor to 

each user. This approach enormously simplifies the logical structure of 

the system and provides each user with a reactive environment that 
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innnediately responds to user requests. In non-numerical applications 

such as the automated of .fice and systems software development• local 

networks of dedicated machines have already demonstrated their superior

ity over time-shared mainframes. Corporate and university computer sci

ence research centers are rapidly mov.ing toward computer systems con

sisting of local networks of inexpensive, single-user machines. A pro

granuner is much more effective when he has exclusive access to a dedi

cated machine. Reactive tools like syntax-directed editors. symbolic 

debuggers, and program management systems promise to increase produc

tivity by decreasing the amount of time required for a programmer to 

produce correct, high-quality software. 

The numerical community has been largely overlooked in programming 

. environment research. Numerical researchers would be much more produc

tive if they had access to modern programming environments, large 

hierarchically organized software libraries. interactive diagnostic 

language pro~essors. and sophisticated tools to analyze, test, and debug 

programs constructed with these tools. In contrast to non-numeric 

applications, however. extensive floating point and arithmetic computa

tion are required to support the testing and debugging process. Conse

quently. we propose to establish a an experimental local network, desig

nated :m.n for Rice Numerical Network, that consists primarily of 

single-user machines designed to support floating point computation. 

4.2. Overview 0£ the Facility 

Each numeric workstation in :m.n will consist of a reasonably fast 

(1-2 mip) 32-bit processor coupled through a cache to a small vector 

floating point processor (1 megaflop) supporting the IEEE P754 standard, 

1-2 MB of main memory, a high-resolution (800 x 1000 points) bit-mapped 

(preferably color) screen, a graphic input device such as a mouse or 

tablet. and a small (30 MB) Winchester disk to serve as a "backing 

store tt for virtual memory. The network will also include a terminal 

server supporting conventional ASCII terminals. and resource servers 

providing services for single-user machines that are too expensive to 

include in each personal machine, such as very fast vector floating 

point processors. large file storage systems, high speed printers. and a 
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gateway to long haul networks such as CSnet. Eventually. we hope to 

replace all of the convent·ional ASCII terminals by personal machines on 

the network. but the cost of personal machines may not decrease rapidly 

enough to make this goal financially feasible within the five year term 

of this project. 

To accommodate large numerical calculations (such as seismic pro

cessing and reservoir simulation). the fast vector floating point pro

cessor should be capable of 10-15 megaflops and implement the IEEE P754 

floating point standard. In addition. the machine should have a high 

level vector instruction set suitable for code generation from Fortran. 

In terms of system software. the numerical network will support an 

integrated operating system based on Unix including the shell. a single 

tree-structured file system. major Unix software tools (yacc. make. 

etc.). and standard Unix language processors (C and Franz Lisp). To sup

port numerical computation. the system will include a comprehensive For

tran programming environment with a multi-window user interface written 

1.n Smalltalk-80. 

The network is designed to accommodate most numerical applications 

within single-user machines -- enabling the programmer to write interac

tive numerical software packages that exploit a graphics oriented user 

interface. Moreover. even programs that require the extr·a computational 

capacity provided by the vector processor server~ can be developed and 

debugged (using smaller test cases) on the personal machines. 

4.3. Choice of PersoDal llachine 

Although none of the currently available personal machines (Three 

Rivers PERQ. Xerox Dolphin. Apollo Domain I. Convergent Technologies 

Monitor Workstation) meets all of our requirements. the Apollo Domain 

falls short only in two respects: 

(1) The central processor (a Motorola MCS 68000) is slower (particu

larly on shifts and integer multiplications) than our listed tar

get. 

(2) The processor lacks a hardware floating point unit. 
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During the next few years, Motorola will undoubtedly rectify both of 

these deficiencies in the MCS 68000 by developing new implementations of 

the architecture. However. while we can initially tolerate a CPU that 

is slower than our target, we cannot accept the absence of a floating 

point unit. Fortunately, we have learned that Apollo will soon release 

a floating point unit coupled to the MCS 68000 via a cache, which should 

meet our interim needs. Nevertheless, to achieve the target floating 

point performance of 1 megaflop, we will have to design and build our 

own vector floating point unit. This project gives us the opportunity 

to investigate the problem of designing vector machines well-suited to 

code generation from a high level language (i.e. Fortran). We discuss 

this issue in more depth in Section 7.5. 

The most serious disadvantage of the Apollo Domain is cost. A sin

gle machine with with 512 KB of memory, a 33 MB Winchester disk, and 

hardware floating point unit costs approximately $42,000. While the 

price will inevitably come down during the next few years, Apollo is not 

likely to be sufficiently profitable to offer large educational 

discounts comparable to those frequently offered by larger manufacturers 

such as DEC. We suspect that DEC may eventually offer a personal version 

of the VAX including a high resolution, bit-mapped screen. If the price 

of the personal VAX is significantly lower than the Apollo, we may want 

to support it as a node machine on the network, in addition to the 

Apollo. 

4.4. Software laple•eat:at:ion Strategy 

To retain the flexibility required to support both Apollo and VAX 

node machines and to facilitate the porting of our software to other 

installations, we intend to develop our software on top of an abstract 

Unix machine. Since we are interested in building innovative software 

systems to support numerical computation rather than designing and 

implementing operating systems and conventional compilers, we intend to 

utilize existing operating systems -- Unix, VMS. and Apollo Domain -- as 

the backbone of the network operating system. Each individual node 

machine will run an appropriate native operating system extended to sup

port a common abstract Unix machine (at the C source level) including 
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network primitives based on those proposed in by Joy and Fabry [Joy 81]. 

Our choice of Unix as.the common abstract machine is based on the 

simple fact that it has become the de facto standard for computer sci

ence research and supports a wider variety of useful software tools than 

any other system. Since the Apollo system and Unix are so similar in 

structure. it should be straightforward to simulate Unix on top of the 

Apollo system. Although the proliferation of distinct node level 

operating systems may seem undesirable, the network must support VAX/VMS 

nodes as well as VAX Unix nodes because the VMS Fortran compiler is the 

only quality Fortran compiler available on the VAX. We do not expect 

our own Fortran compilers (exploiting special vector hardware) to be 

ready for production use until fairly late in the project. In addition, 

accommodating three different node operating systems (Apollo, Unix, VMS) 

and two different node architectures (Apollo r. VAX) within the En net

work will force us to develop software that can be ported to other node 

machines. 

Fortunately, we already have extensive experience in the Eunice 

project simulating Berkeley Unix on a VAX 11/780 running standard VMS. 

Eunice consists of a package of VMS library routines that simulate Unix 

system calls and a cross-linker (written in C) that links a sequence of 

Unix object files into a VMS executable image. Virtually all important 

Unix software tools including the shell, C compiler. Yacc. Lint, Franz 

Lisp. Uucp, and Nroff run under VMS/Eunice with little or no source 
-

modification. Beside Unix software tools. VMS/Eunice users can access 

VMS tools such as the VMS Fortran compiler from within the Unix shell. 

We intend to apply the same technique to implement Unix on top of 

Apollo Domain -- including extensions based on those proposed for Berke

ley Unix by Joy and Fabry.l Brown University has already started a pro

ject to support a Unix interface on the Apollo node machine (under the 

supervision of Prof. Van Dam). and we will utilize their software wher

ever possible. With the exception of the networking primitives• the 

lw. Joy and R. Fabry. "Proposals for Enhancements of Unix". (draft). 
Computer Systems Research Group. Computer Science Division. EECS Depart
ment. University of California. Berkeley. July 21. 1981. 
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task should be easier than it was in the case of VMS, because Berkeley 

Unix already includes a O compiler for the HCS 68000 and the Apollo 

operating system closely resembles Unix. 

4.5. The Vector Floating Point Resource Machine 

No vector computer currently on the market comes close to meeting 

our specifications. Existing vector machines fall into two categories: 

(1) massive, expensive time-shared mainframes such as the Cray-1 and 

Cyber 205, and 

(2) special purpose microprogrammable processors (such as the Floating 

Point Systems AP-120 and AP-164) that augment host mainframes (or 

minicomputers) lacking vector capabilities. 

For our purposes,, the former are unnecessarily expensive and complex, 

while the latter perform poorly because their native instruction set 

(horizontal microcode for an arithmetic unit 's data path) is poorly 

suited to code generation from Fortran and other high-level languages. 

Moreover,, none of these machines supports the new IEEE floating point 

standard. 

Ideally,, we hope to persuade a computer manufacturer (such as 

Floating Point Systems or CSPI) to construct a simple,, self-contained 

vector processor supporting the IEEE P754 floating point standard. 

Since the processor only needs to support multiprogrammed batch floating 

point computation and data traffic with the file system and the ring,, a 

simple,, special-purpose design (exploiting explicit,, compiler-controlled 

memory management, for example) will suffice. If no manufacturer 

accepts our suggestion, we will purchase the fastest available VAX (an 

EGL implementation should be available within two or three years) and 

attach an array processor supporting a high level instruction set and 

the IEEE floating point standard. 

4.6. File. Output. Terainal and CSnet Servers 

Since we are implementing a Unix abstract machine on the network, 

the file system, output, and terminal servers must support a standard 

Unix file system and input-output system calls (e.g. open, creat,, read, 
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write. lseek). Consequently, established, cost-effective Unix machines 

such as the VAX 11/750 and recently announced PDP 11/24 are obvious 

choices for these roles. Since the file server must be able to feed 

data to the vector processor resource machine at very high rates 

(through a high speed link). we beli~ve the higher processor speed and 

memory bus (SBI) bandwidth of the VAX 11/750 make it the machine of 

choice for this application. Similarly, since the terminal server must 

provide full screen editing capabilities. display management (for multi

ple windows). and word processing (nroff. troff) for a large pool (24) 

of conventional terminals (such as the Visual 210 and Ann Arbor Ambassa

dor). a VAX 11/750 is the obvious choice for this application as well. 

In addition. two VAX 11/7 50 machines would make an ideal "support 

center" during the early stages of the laboratory before the network of 

personal machines is fully operational. Fortunately, VAX 11/750 1s are 

available (to selected universities including Rice) from DEC at a 

tremendous discount -- making them comparable in price to a reasonably 

equipped PDP 11/24. Consequently, we plan to use VAX 11/750 's for both 

the file system and terminal servers. 

Since the CSnet staff has designated the PDP 11/24 as the standard 

interface processor for CSnet. it is the only reasonable choice for the 

CSnet server. Within a year, we expect Apollo to offer a node config

ured as an output server (lacking a bit-mapped screen) at a much lower 

price than a conventional node. Consequently. we intend to configure 

lln with shared output devices (e.g. printers) attached to such a node. 

4.7. Betvork Topology 

Although we are not necessarily convinced that the Apollo token 

ring is the most satisfactory configuration for a local network of dedi

cated processors. we will initially use it because Apollo has already 

developed the hardware and software required to support it. If Ethernet 

becomes the de facto standard for local networks and the necessary 

hardware and software are available, we may convert our local network to 

an Ethernet. In fact, we suspect that Apollo may eventually abandon the 

token ring in favor of an Ethernet. 
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4.8. Final Hardware Configuracion 

In its final form, the Rice Bn will consist of the following col

lection of dedicated processors connected by an Apollo ring or Ethernet 

network: 

1 ECL 

1 VAX 

(high-speed) VAX "number-cruncher" with 
8 l{S memory 
10-20 megaflop IEEE standard array processor 
DR-32 direct link to the file server 
Apollo ring interface node 

11/750 file server with 
2 MB memory 
640 MB disk storage 
DR-32 direct link to the number cruncher 
125 ips tape drive 
Apollo ring interface node 

1 VAX 11/750 terminal server with 
2 MB memory 
256 MB disk storage 
Apollo ring interface node 

24 Apollo nodes with 
vector arithmetic unit and cache 
l MB memory 
33 MB disk drive 
mouse or other pointer device 

1 Apollo output server with 
2 56 KB memory 
33 MB disk 
Canon laser beam printer, interface 
Printronix 600 1pm printer 

1 PDP 11/24 CSnet gateway server with 
DR-llW interface to file server 

In addition, the Computer Science Program's existing VAX 11/780 will be 

attached to the network through an Apollo ring interface node. 
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5. Evolution of t•e Facility 

In the previous section, we described the final configuration for 

the :Rn system. During the five year term of the project. Rn will pass 

throu~h three distinct stages, each lasting 12-24 months, culminating in 

a numerical network containing approximately 24 numerical workstations 

and several servers supporting a high performance vector processor, a 

large file system, peripheral devices, ASCII terminals. and a gateway to 

CSnet. At each stage, the laboratory will be configured to best serve 

the needs of our research community. as the emphasis gradually shifts 

from developing system software to developing numerical software. 

5.1. Stage I: Early YAX-Apollo Hybrid (12 aont•s) 

The initial stage of mn will be a small Apollo based network, 

aimed at systems software development. In the first year of the project, 

the three primary goals of the laboratory will be 

(1) to implement a single-machine Unix simulation on the Apollo node 

machine, 

(2) to extend our prototype Apollo ring network to support both VAX 

Unix and VAX VMS/Eunice machines as nodes, and 

(3) to implement Snialltalk-80 on the Apollo. 

The initial ring network will consist of two Apollo nodes and two VAX 

11/750 machines serving as prototype VAX VMS/Eunice and VAX. Unix nodes. 

One of the two Apollo nodes will also function as a temporary ring 

interface for the two VAX machines. Later in the project, when special 

Apollo ring interface nodes become available (at a much lower price than 

user nodes) we will attach the VAX 11/7 50 's to the ring via interface 

nodes, freeing the Apollo user node for full utilization as a numerical 

workstation. 

It is important to establish a common user interface for all 

machines in the Rn network. Hence, one or: our first goals wil 1 be to 

implement a comprehensive Unix simulation on the Apollo Domain operating 

system. This project., which will draw on our experience with VAX 

VHS/Eunice, will be· directed by Professors Cartwright. Donegan. Hood. 
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and Kennedy. 

To provide a common·system interface. we will extend Unix to 

include network system calls based on those proposed by Joy and Fabryl 

and uniformly support the extended Unix system (at the C source level) 

at every node. regardless of the node's native operating system. The 

major obstacle is extending the node operating systems in VAX Unix and 

VAX VMS/Eunice nodes to support the networking system calls. If neces

sary. we will solicit the technical assistance of Apollo and DEC in this 

enterprise. We will also carefully monitor Berkeley's progress 1.n 

adding networking primitives to Unix. so that we maintain compatibility 

with their design. Once the network interface software for VAX 

VMS/Eunice is working. we will add the department 's existing VAX 11/780 

to the ring network. 

As the first step toward the development of a numerical analyst's 

workbench. Prof. Donegan and Prof. Warren will supervise the implementa

tion of Smalltalk-SO on the Apollo node machine. In the process, they 

will investigate the feasibility of writing a compiler that translates 

Smalltalk source programs to NCS 68000 machine code. 

Concurrently with the development of the prototype network, Prof. 

Jump. Prof. Kennedy• and an engineer wil 1 design a microprogrammable 

vector floating point unit capable of emulating a wide variety of vec

tor instruction sets and machine organizations. The work will proceed 

in close cooperation with Apollo, with the objective of generating a 

design that Apollo might produce commercially. 

5.2. Stage II: Prototype Nuaerical Betvork (24 months) 

During the second stage of the evolution of lRn • we will concen

trate on developing software to support numerical programQing and fabri

cating prototype vector processing units for the Apollo node machines 

(as soon as the design work is complete). 

lw. Joy and R. Fabry, ''Proposals for Enhancements of Unix"• (draft), 
Computer Systems Research Group. Computer Science Division, EECS Depart
ment. University of California, Berkeley. July 21. 1981. 
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The primary focus software development project will be the design 

and implementation of a comprehensive numerical programming environment 

integrating a multi-window screen interface to a numerical analyst's 

workbench (under the supervision of Prof. Warren and Prof. Donegan). a 

Fortran programming environment includ~ng an intelligent Fortran editor. 

a large-program management system. a sophisticated debugger. and an com

piler capable of interprocedural optimization (under the supervision of 

Prof. Kennedy and Prof. Donegan) a formal program testing facility 

(under the supervision of Prof. Cartwright and Prof. Hood). To facili

tate information and software exchange with other Unix and VHS/Eunice 

installations. we will connect the Unix Vax to CSnet through the stan

dard PDP 11/24 interface processor as soon as possible. 

Many of the software tools that we develop will be derived from the 

~ Optimization Laboratory. an ongoing research project focusing on 

the design and implementation of experimental optimizing compilers and 

program management systems (PMS} for Fortran. An implementation of a 

compiler and PMS for Fortran 8x is nearly complete. The experience 

gained in developing several generations of compiler systems for Fortran 

should aid us in designing the software tools for :m.n. 

At the beginning. almost all software development will be done on 

the two VAX 11/750 systems. since Unix and VMS/Eunice already support a 

wide array of software tools. Later. as the prototype workbench becomes 

operational. program development will shift onto the actual node 

machines. To handle the additional program development load. we antici

pate in1D1ediately adding an additional disk drive to each VAX 11/750. and 

gradually adding ten more node machines to the network. 

By the end of the Stage II. Rn will be a network consisting of 

three conventional VAX machines, twelve node machines with small vector 

processors~ and a gateway server supporting a uniform operating system 

interface and an array of software tools. This network~ although ood

est. will be sufficiently well developed to demonstrate the validity of 

the concept and to support a limited number of numerical research pro

jects. 
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5.3. Stage III: Mature Systea (24 months) 

The final stage of Rn·development will focus on refining the sys

tem software and enlarging the Rn hardware configuration. During this 

period. Rn will support applications projects as well as systems pro

jects aimed at improving the quality of software tools. As more pro-
n jects move onto the JR network, the need for node machines and a strong 

numerical resource will steadily grow. 

To support intensive numerical computation. we will either install 

a specially-designed. high-speed floating point processor. or purchase a 

high-performance VAX and a complementary array processor to serve as the 

number crunching resource for the network. To provide a high bandwidth 

link to the file server, we will directly connect the computation node 

to the file server by a high-speed bus (such as the 6 MB/sec DR-32). 

Rn will also require additional nodes, additional disk drives, and the 

conversion of the two VAX 11/750 's, heretofore used exclusively for the 

development of software, into file and output servers. 

During this same period of time. we expect to improve the quality 

of code generated by n the various compilers in m. 1s software system, 

increasing the effective capacity of the network. 

5 .4. Schedule 

Stage I 

Year 1: 2 VAX 11/750 each with 
interface to Apollo ring 
8 Visual 210 terminals 
128 HB disk drive, 

2 Apollo computers with 
512 KB memory 
33 MB disk drive 
hardware floating point 
pointer device 

1 tape drive. controller 

1 printer (600 1pm Printronix) 

1 AMD development system, components 
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Stage II 

Year 2: 

Year 3: 

Stage III 

Year 4: 

Year 5: 

2 Fu"j itsu 160 MB drives 

2 Systems Industries Massbus adapters 

4 Apollo computers with 
1 MB memory 
33 MB disk drive. 
hardware floating point 
pointer device 

6 vector arithmetic units for Apollos 

l CSnet server (PDP 11/24) 

3 Apollo ring interface nodes 

6 Apollo computers with 
1 MB memory 
33 MB disk drive 
hardware floating point 
pointer device 

6 vector arithmetic units for Apollos 

1 Apollo output server 

l High Performance VAX 
8 MB memory 
DR-32 link to file server 

1 IEEE Standard Array Processor 

1 Apollo ring interface node 

6 Apollo nodes 
1 MB memory 
33 MB disk drive 
hardware floating point 
pointer device 
color option (on 4 nodes only) 

6 vector arithmetic units for Apollos 

6 Apollo computers with 
1 MB memory 
33 MB disk drive 
hardware floating point 
pointer device 
color option 

6 vector arithmetic units for Apollos 
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7. Systeas Research Projects 

In this section. we d~scribe five projects that will provide tools 

and facilities for the ltn workstation. Each of these projects 

represents a natural extension of current work of Rice faculty. How

ever. the availability of the facilities proposed for lR.n will permit us 

to apply our research to an exciting new problem: building a system of 

software tools to support the development. maintenance. and use of 

numerical software on a high-performance personal computer system. 

7.1. Project su-aries 

A Portable~ Interface 
(Cartwright. Donegan. Hood, Kennedy) 

In this project we intend to develop a portable Unix interface 
kit that enables us to quickly implement Unix at the level of C 
source compatibility on top of any suitable operating system. 
Subprojects include a retargetable C compiler. a retargetable 
linker. and the formal specification of Unix system calls. This 
project is a natural extension of our work on the Eunice simula
tion of Unix on VAX/VMS. 

A Pro.rammin~ Environment f.o.r. Fortran 
(Kennedy, Donegan) 

In spite of its deficiencies. Fortran remains the standard 
language for numerical progrannning. yet most of the sophisticat
ed new tools for program development do not support it. On :JR.0 • 

we plan to develop an interactive programming environment for 
Fortran. It will include an intelligent editor. a project 
manager system that maintains a data base on al 1 the program 
modules, an interactive source-level debugging system. and an 
optimizing compiler with extensive interprocedural analysis. 
This project will build on our previous compiler optimization 
work and the program manager we are currently developing to in
terprocedural optimization. 

A Numerical Analyst'& Horkbencb 
(Donegan, Warren) 

We propose to build a reactive software environment for numeri
cal researchers. This system would provide a variety of 
software tools through a single friendly interface characterized 
by a window-oriented high-resolution graphical display, an 
object-oriented semantic model (as in Smalltalk). a uniform com
mand syntax based on pointing at the screen, and the ability to 
use several tools at once and move the data from one tool to 
another easily. 

- 30 -



Proiram Specification allil Testin~ Systems 
(Cartwright, Hood) 

In an attempt to reduce the cost and to improve the reliability 
of software, this research project will develop methods and 
tools for systematically testing the correctness of programs. 
with particular emphasis on those that use floating point compu
tation. The system we envision will employ a hybrid of testing 
and formal verification to validate the correctness of a program 
annotated with very high level specifications. Besides making a 
program more understandable. the specifications facilitate the 
automatic generation of plausible test data. To handle floating 
point arithmetic, the system will accommodate "soft" specif ica
tions that may not hold for ill-conditioned problems. 

Vector Processors .t.Q. Support ll4h Lael Laniuaies 
{Jump, Kennedy) 

With the Rice experimental optimizing compiler as a tool, we 
propose to investigate pipelined "vector" computer architectures 
with the goal of matching the features of the instruction set to 
the ability of an optimizing compiler to generate code that ef
ficiently manages the computation at run time. Using a small 
microprogrammed vector unit attached to an Apollo node as an ex
perimental vehicle, we shall pay special attention to optimal 
management of the movement of data between memory and the pro
cessor, a fundamental bottleneck on most systems 

7.2. A Portable Unix Interface 

Facultl: R.S. Cartwright, M.K. Donegan, R.T. Hood, K. Kennedy 

In this project, we propose to develop a portable Unix interface 

kit that enables us to quickly implement Unix at the level of C source 

compatibility on top of any suitable operating system. Our goals are 

similar to those of the Software Tools Virtual Operating System 

[Hall 80], but somewhat more ambitious. Instead of simply supporting a 

standard operating system interface resembling Unix, we want to support 

an abstract Unix/C machine capable of running most Berkeley Unix pro

grams with no source modification. 

Ultimately. we want the kit to consist of three parts: 

(1) a retargetable C compiler including a retargetable code generator 

based on the system of Fraser and Davidson [Davi 80, Davi 81]. 

(2) a retargetable linker that produces executable images from C object 

programs. and 
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(3) a concise. readable formal specification written in TTL [Cart 80. 

Cart 81] of the semantics of supported Unix systems calls. 

To implement Portable Unix from this kit. an installation must 

(1) generate a C compiler by feeding an ISP description. object format 

description,. and other information (such as the cost of various 

target operand formats) about the target machine instruction set to 

the C compiler generator. 

(2) generate a Unix compatible linker by feeding a description of the 

object and executable image formats to the linker generator. 

(3) implement a collection of library routines that correctly simulate 

the semantics of Unix system calls. 

If the native operating system has a linker that is compatible with the 

Unix linker. then generating a new linker is unnecessary. 

Our interest in this research project was kindled by our own favor

able experience with simulating Unix on top of VAX/VNS. After acquiring 

a VAX 11/780 in fall 1980. we were reluctantly forced to develop a Unix 

system to run on top of VNS. While half of the researchers on the VAX 

11/780 needed access to Unix software tools and preferred to compute in 

a Unix environment, the other half required a high quality Fortran com

piler and access to VMS. Consequently. we acquired the Eunice package 

[Kash 80] written by David Kashtan of SRI consisting of a cross

assembler (from Unix source format to VMS object format) and a collec

tion of VMS library routines simulating Unix system calls. 

Kashtan designed the Eunice package to serve as an extension of the 

VMS environment providing limited access to software tools written in C 

to run under Unix. We wanted Eunice to perform a significantly dif

ferent function: support a virtual Unix environment biding the existence 

of VHS underneath (except when the programmer explicitly escapes from 

the Unix environment). Consequentlys although the original Eunice sys

tem constituted an important step toward our goal. we were forced to 

extend and modify it extensively. 

From our viewpoint, a major problem with SRI Eunice was the incom

patibility between the VMS and Unix linkers. To overcome this problem. 
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the Rice Eunice group (consisting of several Rice graduate and undergra

duate students. notably Mike Caplinger. Robert Hood. and Kenny Zadeck) 

wrote a cross-linker that links Unix object modules (with system calls 

still unresolved) into a VMS executable image. This scheme makes 

VMS/Eunice compatible with Unix at the object code level. We also 

rewrote several of the routines emulating Unix systems calls to achieve 

closer compatibility with Berkeley Unix. The resulting system supports 

most Unix C programs without modification including the shell., the C 

compiler., Yacc, Lint, Make, Franz Lisp. Uucp, and Nroff.l 

Besides Unix software tools. VMS/Eunice users can access many VMS 

programs such as the VMS Fortran compiler from within the Unix shell as 

if they were Unix programs. To make the simulation more complete and 

eradicate some annoying bugs, the Rice Eunice group is currently expand

ing and rewriting the lib~ry of VMS routines simulating Unix system 

calls. 

As the next step in the project., we intend to apply the same tech

nique to implement Unix on top of Apollo Domain including extensions 

to accomodate networking based on those proposed for .Berkeley Unix by 

Joy and Fabry [Joy 81]. To maintain compatibility with Berkeley Unix. 

we will carefully monitor their progress in extending Unix. 

Brown University has already undertaken a project to support a Unix 

interface on the Apollo (under the supervision of Prof. van Dam), and we 

will utilize their software wherever possible. With the ~xception of 

the networking primitives, the simulation of Unix system calls should be 

easier than it was in the case of VMS. because the Apollo operating sys

tem and Unix have a similar logical structure. 

We also plan to write specifications in TTL [Cart 80. Cart 81] for 

all Unix system calls included in Eunice as a case study in writing very 

high level formal specifications for a real software system. Assuming 

that we are pleased with the results. we will use the specifications as 

the official definition of Rice Eunice (nicknamed Y'allnix). 

lThe major exception is Sdb which requires the unimplemented ptrace() 
system call. 
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After gaining experience from implementing Eunice on top of the 

Apollo operating system, .\~e will produce a hybrid C compiler roughly 

consisting of Johnson and Ritchie's portable C compiler [John 78] com

bined with Davidson and Fraser 's retargetable code generator [Davi 81, 

Davi 82]. Finally, to complete the portable Unix interface kit, we will 

develop a Unix compatible linker with retargetable input (object code) 

and output (executable code) foroats. 
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7.3. A Prograaaing Eavironaeat for Fortran 

Faculty: Ken Kennedy, Michael K. Donegan 

The modern numerical programmer is just beginning to reap the bene

fits of· work on programming environments. Although there are a· number 

of structured editors in use or under development [Albe 81, Donz 75, 

Teit 77, Teit 80, Wegm 80], there is none for the comraon language for 

numerical discourse, Fortran. This is in part due to the very nature of 

Fortran itself -- a purely syntactic editor would not be particularly 

attractive because of the syntactic simplicity of the language. But it 

seems unlikely that the scientific and engineering community can be con

vinced to abandon Fortran because of the enormous inventory of software 

and the many useful packages (such as LINPACK, EISPACK, and the IMSL 

library) written in it. 

Nevertheless, the numerical programmer has begun to use some modern 

tools such as screen editors and interactive debuggers. These have pro

vided them with an enormous increase in productivity and a sil!lilarly 

large appetite for more advanced tools. We propose to provide system of 

tools for developing, testing, and maintaining Fortran programs that 

makes optimal use of the programmer's time without sacrificing run-time 

efficiency. This system represents a natural evolution of our current 

work on automatic program analysis. 

The programming environment we envision consists of four com

ponents: 

(1) An intelli~ent Fortran editor which not only helps the programmer 

build syntactically correct programs, but also warns of possible 

run-time anomalies that can be detected at compile time. 

(2) A project manager system that controls access to all the modules of 

the program and maintains a data base of semantic information about 

them which can be used by both the editor and the optimizer. 

(3) A debu~ging interpreter which can step through parts of the program 

allowing the programmer to interrupt and monitor execution. With 

the help of the project manager, the interpreter would be able to 

- 35 -



handle a hybrid program consisting of some compiled and some inter

preted modules. Thus control could be made to pass quickly through 

most of the program to the module under development which could 

then be interpreted. 

(4) Ao optimizing compile~ that converts the partially compiled version 

of the program maintained by the editor to an optimized form suit

able for integration with the rest of the system. With the help of 

the project manager. it uses the system data base to do a thorough 

job of ioterprocedural analysis and optimization. 

Previous structured editors have been primarily syntax-directed 

[Teit 77, Teit 80. Wegm 80]. Unfortunately. a syntax-directed editor for 

Fortran would not be helpful enough., because the language 1S fairly s1m-
I 

ple syntactically and most of the opportunities for error arise from 

semantic considerations. For example. the most frequent source of 

errors in Fortran programs is the subroutine interface. Since most rou

tines are separately compiled and subroutine declarations are not 

required in the calling prograra, it is quite possible to call a subrou

tine with the wrong number of arguments or arguments of the wrong type. 

Such errors will rarely be caught by the linkage editor. 

In the system we foresee, the programmer would be notified of such 

errors as soon as they are typed, because the editor would have access 

to a data base of information about the program being developed. Alter

natively, the user could inquire in advance about the correct format for 

calls to a particular routine. 

As another example. the editor could inform the programmer whenever 

he introduces a variable that might be uninitialized or whenever he 

enters a statement which can never effect the output of the program. 

This would entail having the full power of data flow analysis incremen

tally available to the editor. In general. the potential of interactive 

data flow analysis is largely unexplored, although a few investigators 

have examined possible applications [Oste 81a, Rose 81]. Research by 

Osterweil and Fosdick at the University of Colorado has produced a sys

tem that uses data flow analysis to help uncover errors, but that system 

looks only at whole programs and does not support an interactive 
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dialogue [Fosd 76]. 

Building on our previous work [Kenn 81]. we hope to effectively use 

interactive data flow analysis to provide the programmer with a dialogue 

on the structure and semantics of the program under development. J.,'or 

example. with current analysis methods [Kenn 80. Kenn 81. Kuck 80] we 

can construct a precise representation· of the data flow in a program. 

even if array references are included. Using suitably powerful graphic 

display techniques. this information might be provided to the programmer 

in a form that helps him better understand his own program. 

A main design goal for the system is to make it convenient for 

several programmers to develop large programs together; in this regard. 

our aims ar~ substantially ditferent from those of the TOOLPACK project 

[Oste 81b]. The Fortran project management system. depicted in Figure 

7 .3. l. will do the bookkeeping to make the cooperative development 

effort go smoothly. At the heart of this system is the project manager 

program,. which maintains a data base on the program being developed and 

insures ·that the correct versions of various subroutines are always 

being used. In its fundamental concept. the manager is similar to the 

UNIX utility ~ [Feld 77],. but it will do much more. Whereas ~ 

manages a system of files according to a particular user 1s plan,. the 

system manager will be better suited to managing a group of program 

modules because it knows that these are intended to be part of an 

integrated program. Hence. it can provide more facilities to the pro

grammer. such as: 

(1) the ability to ask questions about the program (e.g.,. ~~hat is the 

structure of calls to subroutine X?"). 

(2) the automatic collection of information useful in optimization. 

(3) a facility to make systematic changes throughout a program. and 

(4) facilities for automatic archiving and documentation of changes. 

A fundamental implementation problem with such a system is that it 

must support more than one programmer working on the same program at the 

same time. Since each programmer will be working at a different personal 

workstation. the system data base must be available to every node on the 
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Figure 7.3.1. A Fortran project management system. 

network and the project manager must have some scheme for distinguishing 

between "officialn and "private" versions of program modules. 

Debugging is an extremely important programming activity that has 

received too little attention from Fortran implementors. Here is an 

area where the graphic capabilities of the personal workstation will be 

especially valuable. One aspect of numerical debugging is common to 

non-numeric debugging: the elimination of semantic errors in the pro

gram. errors that cause the program to behave in an incorrect manner. 

There is another type of deougging conmon in numerical programs -- elim

ination of the errors of precision and accuracy that make the answers 

incorrect or the algorithm fail to converge rapidly enough. It is here 

that debugging truly takes on the flavor of experioentation and the 

ability to interactively fol low execution while monitoring the output 

may permit enormous savings of research time. 
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Numerical programmers have always been interested in efficient 

code. Fortran was designed ?o that efficient code could be generated for 

it. But two developments threaten its efficiency. First, large systems 

are now being written in Fortran with many separately compiled modules. 

But because most compilers do not attempt to improve code across stan-
. . 

dard linkage interfaces. procedure invocation is a main source of inef-

ficiency in these systems. 

Second, because many new machines can perform vector operations in 

parallel, new features that explicitly specify vector operations are 

being considered for the next Fortran standard (which we will refer to 

as Fortran 8x). Some of these features will be difficult to compile 

efficiently without a thorough analysis of program data . flow, even 

across procedure boundaries. 

A case in point is the interprocedural analysis of aliasing pat

terns. The semantics of Fortran 8x will require that a vector assign

ment statement like 

V(*) = W(*) + X(*) 

be executed as if the entire right hand side is fetched from memory 

before any store occurs on the left. But what if Wis an alias for a 

section of V? This condition might be violated. In order to avoid an 

inefficient (but safe) naive implementation, the compiler must com

pletely analyze the program's aliasing patterns. To be effective, such 

an analysis must be conducted across subroutine boundaries [Myer 81, 

Weih 80]. 

When compiling for vector machines, some features must be carefully 

handled. For example, if a machine has vector registers• it will be 

very expensive to save and restore them each time a subroutine is 

called. If the compiler has some knowledge of how registers are used in 

the calling and called program, it can tailor the saving and restoring 

to be most efficient. 

To be able to effectively handle these problems. our compiling sys

tem must acconnnodate interprocedural analysis and optimization. The 

proposed project management system is ideal for this application because 
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it can keep the information useful for interprocedural analysis and 

optimization in the system pata base and provide it to the optimizer as 

needed. The system could also insure that each subroutine has been com

piled in the correct interprocedural information environment and force 

recompilation of some routines before allowing the program to execute. 

These four components fit together nicely to form a rich environ

ment for Fortran programming. Most of the ideas behind this system are 

not new. but until now we have not had the equipment and resources to 

explore them. With the personal numerical workstation. we will acquire 

the ability to make enormous advances in the quality of tools to aid the 

individual scientific or numerical researcher. 
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7.4. A Wu•erical Aoalyst 1s Vorkbeoch 

Faculty: Michael K. Donegan, Scott K. Warren 

We propose to build a reactive software environment for numerical 

analysis. This environment would let a numerical researcher use a 

variety of software tools through a single friendly interface in the 

style of Smalltalk-80 [Gold 81, Kay 77] and the XEROX Star [Seyb 81]. 

Such interfaces are characterized by a window-oriented high-resolution 

graphical display, an object-oriented semantic model, a uniform command 

syntax based on pointing at the screen, and the ability to use several 

tools at once and move data between them easily. In the following 
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paragraphs we present our research goals• our plan of work. and our 

vision of the completed wo~kbench. The remaining sections elaborate on 

the capabilities the workbench will provide. 

Our research goals address three issues. First. we wish to learn 

whether and how an int.rated workbench can help the numerical analyst. 

Second. we hope to learn more about the general problem of designing 

these workbenches by studying a new application area. Third. we will 

investigate the usefulness of Smalltalk-80 in building large software 

systems where run-time efficiency and interfacing to other programming 

languages are importaI1t. 

Our plan of research has three stages. We will begin by implement

ing Smalltalk-80 on the Apollo nodes. We expect that Smalltalk-80 will 

soon be available in portable form. In the second stage we wil 1 use 

Smalltalk-SO to build a prototype workbench. Rather than build new 

tools initially, the early workbench will interface to the VAX nodes 

running existing software such as MACSYMA [Mart 71]. APL. and an optim

izing Fortran compiler. In this effort we will be exploring both the 

reaction of numerical analysts to our prototype and the usability of 

Smalltalk-80 for the implementation. We will have to modify the port

able system to some extent to interface to other languages. and perhaps 

"to improve its performance. The third stage of our research will be 'to 

put the workbench into regular use by some of the numerical researchers 

on the network. We will work with our users to improve the workbench. 

At the same time we expect to implement many of the tools within the 

workbench itself to reduce dependence on the VAX hosts. 

The completed workbench will be a residential [Sand 78]. object

oriented [Inga 81] computing system to assist the numerical analyst in 

all phases of his research. Although the user will see an integrated 

tool• the workbench wil 1 have components designed to aid the major 

aspects of his work. We see five areas as most important: personal 

information handling. interactive numerical calculation, syobolic 

mathematical calculation. assistance in Fortran programming. and con

venient graphical output services. It is not our goal to replace For

tran. because it has proved to be a useful tool for exchanging 
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algorithms and because large libraries of numerical subroutines are 

available in Fortran. Rather. we intend to provide a software environ

ment supporting more of the numerical analyst's work than just program 

development. Many of the workbench's tools will have the ability to gen

erate Fortran source code for inclusion 1n the user's programs • 

Basic Tools .fol:. Personal Information Handlini 

The numerical analyst will use the workbench to organize all his 

professional efforts. The workbench will offer tools for preparing 
• 

documents. note-taking and filing. calendar and reminder service. and a 

mail service for the network. These tools are already available through 

Eunice or VMS on the VAX nodes. Interfacing to these relatively uncom

plicated tools will give us valuable experience in the use of the Apollo 

nodes and in the evaluation of Smalltalk-80. 

Interactive Numerical Computation 

The numerical analyst needs a powerful desk-calculator to help him 

work examples when hand-checking the results of his programs. The cal

culator must understand such numerical objects as scalars. vectors and 

matrices and should provide all common operations on them. Existing 

tools such as APL and SPEAKEASY [Cohe 74] will implement these capabili

ties; our interest is in building a graphical interface to them which is 

well integrated with the rest of the workbench. Later we may program 

these capabilities in Smalltalk-SO to see whether its object-oriented 

style simplifies the implementation. 

Symbolic Computation 

A numerical analyst often performs symbolic computations. The 

workbench will replace hand calculations by a software tool for symbolic 

calculation. This symbolic calculator will use a screen-editing style 

of interaction. and will be able to produce either typeset math for 

inclusion in documents or Fortran source code for inclusion in programs. 

To be useful to a numerical analyst. the system will require some numer

ical expertise to prevent it from "simplifying" expressions in a way 
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that is numerically imprecise. Again, our interest is in building a 

uniform graphical interface to formula manipulation capability; an 

existing system like HACSYHA or REDUCE 2 [Hear 71] will implement the 

symbolic computations at first. Both are already available for the VAX 

VMS/Eunice and VAX Unix environments. We may later program some of 

these in Smalltalk-80 on the Apollo nodes. 

Aiil .f..o..I. Fortran Progrann:aiug 

The workbench makes the numerical analyst 's Fortran programming 

easier in several ways. Fortran will be generated automatically by 

workbench tools. The workbench will offer a window-oriented editing 

interface to the Fortran environment described elsewhere in this propo

sal. Such mundane chores as raaintaining CONNON blocks will be simpli

fied. An interactive help system will explain both library routines and 

the Fortran language. A reactive debugger for Fortran will enable the 

user to find and correct errors using a window-oriented interface to 

both his execution state and his source code. Numerical and symbolic 

calculation, browsing help texts, taking notes and sending mail can all 

be done during debugging. The Apollo display will permit graphic execu

tion profiling to help the user find bottlenecks in his code. 

Graphical Services 

Central to all the facilities discussed above is the availability 

of a high-resolution graphics interface at each workstation. This 

graphic capability lets the numerical analyst interact with the work

bench through windows and produce interactive graphical output. The 

network will also contain batch output devices such as plotters, film 

records, and animation cameras. The workbench will provide high-level 

tools for producing graphs and plots on the screen or these devices. In 

addition~ we hope to experiment with writing an easy-to-use 

animation/simulation package in Smalltalk-SO. Smalltalk has already 

proved to be good at making animation available to non-experts 

[Baec 76]. 
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7.5. Progra• Specification and Testing Systems 

Faculty: Robert Cartwright, Robert Hood 

Programs are among the most complicated structures that man 

creates. Nevertheless, programmers naively expect them to work 

correctly without scrupulously testing the integrity of their parts. In 

practice, software tends to be debugged through actual usage an 

expensive, time-consuming process that almost never converges to a 

correct program. As a result. programs are very expensive to write and 

to maintain (fix the bugs that are gradually discovered by users). In 

an attempt to reduce the cost and improve the reliability of software,. 
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this research project is developing methods and tools for systematically 

testing the correctness of .programs, with particular emphasis on those 

involving floating point computation. 

Our approach, called formal testin~. relies on the same formal 

foundations as program verification. lnstead of relying on exhaustive, 

brute force execution of the program on a large collection of test 

' . inputs, formal testing uses mathematical logic to reduce'testing a pro-

gram annotated with formal specifications to testing small program frag

ments consisting of straight-line code -- a much simpler task than test

ing an entire program. Moreover, in some cases it is possible to prove 

the correctness of program fragments using fast decision procedures, 

eliminating the need to test them. 

Eormal Program Specifications 

In contrast to conventional testing, formal testing forces the pro

grammer to document his program with formal specifications -- a practice 

that few programmer currently follow. Yet, for large, sophisticated 

programs, it is virtually impossible for the programmer to accurately 

verify the correctness of program output by inspecting it. Even in the 

rare cases where the programmer knows exactly what sequence of data 

items a program should output, it is natural to overlook small mistakes. 

The process is analogous to scanning a manuscript for typographical 

errors. Fortunately, most functions computed by programs have simple 

mathematical descriptions -- program specifications -- that are much 

shorter and easier to understand than the programs themselves. 

To control logical complexity, programs are usually organized 

hierarchically. Each unit in the hierarchy from the outermost pro-

cedures down to the innermost loops -- has a corresponding specifica

tion. In practice, these specifications are rarely written down in pre

cise mathematical form. Yet formal specifications are exactly what is 

required to systematically test each individual program unit. 

A major obstacle to annotating programs with formal specifications 

is the lack of powerful, expressive languages in which to write program 

specifications. Ideally. a specification language should allow the pro

grammer to document a program and its components clearly and concisely. 
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An effective and ingenious way to the assess the adequacy of test 

data. called mutation analysis. has been developed by Budd, DeMillo, 

Lipton. and Sayward [Budd 80]. A mutant analyzer generates a large col

lection of mutant programs that are identical to original program except 

that they contain minor clerical errors. Then it executes all of the 

mutant programs on the test data set. and compares their outputs with 

those of the original program. The test data set is considered _adequate 

if the behavior of the original program is distinguishable from al 1 

mutant programs -- except those that. by coincidence. are semantically 

equivalent to the original program.· 

Specification checking in conjunction with mutation analysis pro

vides very strong evidence that a program is correct. Unfortunately. 

there are two serious drawbacks to this strategy as a practical testing 

method. First. the method in not incremental. Changing a single part 

of a program requires retesting and mutant analyzing the entire program. 

even when the specifications for some enclosing unit remain unchanged. 

Second. mutation analysis is extremely costly when applied to an entire 

program. The mutant analyzer must run a very large collection of mutant 

programs on the all test data, and the programmer must check that the 

mutants duplicating the original program's behavior are in fact semanti

cally equivalent to the original program. 

fgpnal Testini Systems 

A potentially more rewarding approach to specification based debugging 

is a technique called formal program testing [Cart 81]. Formal program 

testing is much closer in spirit to program verification than it is to 

conventional testing. The core of a formal testing system is a verifi

cation condition generator and simplifier similar to those embedded in 

the Stanford Pascal Verifier [!gar 75]. [Nels 79]. Like a program 

verification system. a formal testing system takes a program annotated 

with formal specifications as input. generates the corresponding verifi

cation conditions, and passes them through a simplifier. A fast sim

plifier incorporating sophisticated. computationally efficient decision 

procedures such as the Stanford Pascal Simplifier [Nels 79] will reduce 

many verification conditions to TRUE. 
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After the simplification step. the similarity between formal test

ing systems and formal verification systems ends. Instead of trying to 

prove the remaining verification conditions. a formal testing system 

simply tests each one by evaluating it on a representative set of data 

values. The test cases are heuristically generated by the system under 

programmer guidance. If no errors are detected, the tested verification 

conditions are accepted as true statements, assuming the test data is 

adequate. 

To establish the adequacy of the test data; the programmer can 

apply local mutation analysis. The mutant analyzer applies mutant 

operators to each program fragment S producing a set of program frag

ments which are identical to S except for minor clerical errors. A set 

of test data is adequate for path S if for each mutant that is not 

semantically equivalent to s. the set includes an input value that fal

sifies the verification condition for S. We expect that many semanti

cally equivalent mutants S ' can be automatically detected either by 

applying equivalence preserving transformations [}fcCa 63 • Gerh 7 5] to 

co11vert S' to S or by using a simplifier to prove that the mutant's 

verification condition is equivalent to the original one. In other 

cases, however. the programmer will have to rely on his intuition to 

weed out equivalent mutants, just as in conventional mutant pnalysis. 

Formal testing is superior to specification checking because it is 

incremental and independently tests each program unit. Changing the 

program only requires retesting and mutant analyzing the smallest 

enclosing unit whose specifications do not change. The local nature of 

formal testing also significantly reduces the cost of mutation analysis 

in general since test runs only need to execute a short program fragment 

instead of the entire program. 

Automatic .I.e.il lla.t.a. Generation 

Automatically choosing a representative set of test data is a difficult 

problem that warrants considerable study. The basic strategy that we 

intend to employ is to symbolically evaluate the verification condition 

deferring the binding of every variable until the last possible moment. 

At each predicate forcing a variable binding. we make a '~on-
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deterministic" choice for the binding from a small set of heuristically 

generated values based on. the particular predicate and its arguments. 

The generation of test cases proceeds by backtracking until all possible 

non-deterministic choices have been tried (given we have imposed a small 

bound on the maximum recursion depth allowed in evaluating recursively 

defined predicates and functions in · the specification language). To 

guide the generation of test data. we may try to exploit some of the 

heuristics employed in the Boyer-Moore LISP Verifier [Boye 75~ Boye 79) 

to identify induction variables. For each induction variable. the tess-, 

data generator should generate test values corresponding to the base and 

induction steps in an inductive proof. Another obvious heuristic for 

generating important test cases is to use the test outputs from each 

path as test inputs to subsequent paths. 

Specifyini a.wi Testini Floating~ Froirams 

Floating point programs differ from most other computer software in that 

they usually do not have precise logical specifications. A well written 

uuraerical "code" implementing a stable algorithm will produce an answer 

close to exact one as long as the specific problem is not ill-

conditioned. On the other band. if the particular problem is ill-

conditioned (e.g. solving a near singular_system of linear equations). a 

good code will usually abort. In most cases. the programmer/numerical 

analyst cannot give a succinct mathematical definition specifying the 

exact boundary between ill-conditioned and well-conditioned problems. 

Similarly. he cannot give a tight bound on the error in the solution. 

Worst case analyses (interval arithmetic) grossly overstate the errors 

in typical computations. because they ignore the effects of cancellation 

1n the propagated round-off error. 

Since the behavior of numerical codes is not accurately captured by 

standard logical specifications. we propose annotating them with "soft" 

specifications that do not necessarily hold in pathological cases. Soft 

specifications indicate how the program behaves almost all of the time. 

For example. a soft specification for Gaussian elimination with partial 

pivoting would assert a much tighter error bound than is provable by 

backward error analysis which 1s exponential in the size of the matrix 
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[Wilk 65]. Such a specification is not always true either; reducing a 

pathological matrix (e.g. ~he example on p. 212 of [Wilk 65]) to upper 

triangular form wil 1 generate larger errors than the asserted bounds. 

Soft specifications are statements of the numerical analyst's intuition 

about the behavior of "typical" computations. Although they obviously 

cannot be rigorously proven (since they may be false in pathological 

cases). they can be systematically tested. Formal testing ( including 

local mutation analysis) is applicable to soft specifications as well as 

to ''hard" ones. If a test case fails. the numerical analyst must decide 

which of three alternatives is true: 

(1) The test case is a pathological problem. 

(2) His program is incorrect. 

(3) His specifications make excessive claims. 

If the program fails only the pathological cases of an adequate 

test data set, the program 1.s correct (in a "soft" sense). In some 

cases, the numerical analyst may also wish to check that the progrru.1 

aborts rather than produce catastrophic errors. Establishing this claim 

requires formulating a different set of specifications that make much 

weaker claims about error bounds. In this case. the specifications that 

are checked are "hard" (always supposed to be true). but exceedingly 

tedious to prove. As in the case of most nonnumerical programs, formal 

testing 1.s a practical alternative to formal verification (assuming the 

specifications can be evaluated). 

Specification Lan~uages .Lu:.: Floating Point Aritbmetic 

The biggest obstacle to annotating numerical programs with hard or 

soft specifications is that specification language must support real 

numbers as data objects; otherwise there is no natural way to relate the 

computed values to the real numbers that they are supposed to approxi

mate. To accommodate real numbers as data objects, we have extended TTL 

to include lazy constructors [Hend 76. Frie 76] so that representable 

- 51 -



real numbers! are definable as a data type. We intend to define the 

real numbers as normalized binary radix floating point numbers with 

infinite fractions. Hence, a representable real number will simply be a 

pair consisting of an integer exponent and a lazy sequence of bits 

(denoting the infinite fraction). 

On the representable reals all normal arithmetic operations. except 

relational operators, are computable total functions. Relational opera

tors (e.g. =, <, >) are computable partial functions that diverge on 

equal arguments. For this reason, we plan to use to use ternary equal

ity operators that take an extra argument specifying a positive rational 

number as a tolerance. In this format, it is possible to define the 

equality operators on representable reals so that they are total2. In 

the context of specifying the behavior of numerical programs, these ter

nary relational operators are natural primitives for stating the rela

tionship between floating point numbers and the real numbers that they 

approximate. 

In the implementation of TTL (an interpreter written in FRANZ LISP 

[Fode 79]), we will include real numbers as a predefined type so we can 
. . 

optimize the implementation. For formal testing involving representable 

reals to be practical, evaluating complex expressions involving 

representable reals must be feasible computations. 
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7.6. Y;ctor Processors to Support High LeYel Languages 

Faculty: J.Robert Jump, Ken Kennedy 

Hardware parallelism offers the potential for significant perfor

mance gains over conventional machine organizations implemented using 

the same technology. But parallel systems impose a significant extra 

burden on the programmer -- he must explicitly arrange his computation 

to take advantage of the parallelism or the potential ga'ins will go 

unrealized. For example, consider a pipelined or vector processor. 

Such a machine makes it possible to compute at a speed beyond the raw 

capability of a conventional processor by overlapping the different 

stages of a sequence of identical computations on a streara of data. But 

to obtain this additional speed the prograru must insure that the input 

and output data streams do not intersect. One computation cannot rely on 

the result of a another computation with which it overlaps. 

A successful vector processor like the Cray-1 [Russ 78] or the 

Floating Point Systems AP-120 [Floa 78] performs very well when it 1.s 

properly managed. For the Cray-1, this means that the data must be 

delivered to the computational units at just the right moment and at 

just the right speed. To achieve this synchronization, a program must 

be carefully designed. It 1.s our belief that as much as possible of the 

burden of organizing parallel computations should rest on the compiler. 

Unfortunately. the task is not easy with recent high-performance com

puter architectures because they are typically not designed with the 

compiler in mind. 

To see the importance of coordinating the design of the architec

ture and the compiler, consider the FPS AP-120. The machine code for 

that processor is extremely complex. resembling horizontal microcode in 

many ways. Each instruction completely specifies what each arithmetic 
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unit is doing on each cycle. It is extremely difficult to write a good 

compiler for such a machine because we do not yet know how to generate 

efficient code for an instruction set this complicated. 

Neil Lincoln, the principle designer of the CDC Star vector com

puter, emphasized the role of the compiler in designing a high-speed 

machine by reflecting on the experience of the CDC 6600 project 

[Linc 77]: 

There was in 1964 no great body of theoretical work to guide 
compiler developers in dealing with the multiplicity of CDC 6600 
functional units and its many asymmetrical registers. After 
nearly ten years, a truly optimum match between language 
features, compiler. object code reliability and machine organi
zation was finally achieved. To expect less of an effort for 
similar results with new supercomputer schemes is fatuous. 

At the risk of seeming fatuous. we assert that a good match can be 

achieved more quickly, using a simpler. more reliable compiler. if the 

machine and compiler are developed together. All too often, a machine 

with the potential for high speed is designed without seriously consult

ing compiler writers and then turned over to them after the design has 

been fixed. It should not be surprising that it takes ten years for a 

compiler to mature under those circumstances. 

We propose to investigate the relationship between a machine archi

tecture and the ability of a high level language compiler to generate 

efficient programs. Beginning with the optimizing compiler for 

Fortran 8x that has been under development at Rice for" the past few 

years (Kenn 75, Kenn 80] we plan to isolate those features needed in a 

machine to make vector code generation natural. We expect produce a 

viable design for a fast vector processor tuned to our Fortran system 

(see Section 7.3) as one product of this work. 

One important obstacle to achieving high speed in a vector computa

tion is the cost of data movement. The bandwidth between memory and the 

central processor seems to be an important bottleneck on vector systems 

(as it is on most systems) [Site 78]. We intend to rely on the compiler 

to explicitly manage data movement between main mecory and local memory 

near the cpu (cache. registers. or both). This idea is a natural exten

sion of work already begun under the current compiler optimization 
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project [Thab 81]. 

We see two applications for the resu_lting architecture in the pro

posed network. One is to add vector instructions in the floating point 

units of each network node. To this end. we envision building a limited 

amount of hardware that could be added to a network node to provide an 

experimental facility for investigating different organizations and 

hardware/software tradeoffs. This unit would be microprogrammable to 

facilitate the evaluation of different approaches. One attractive pos

sibility is to realize this unit with bit-sliced chiRs• While this may 

not provide extremely high performance. it would enable us to evaluate 

the effectiveness of various schemes and to gain experience using them. 

Once the design is complete. we will apply the architectural 

insight gained to designing a candidate for the "crunching" node of the 

network. As described in Section 4, this node will be a small high

speed machine used to offload intensive computations from the network 

nodes. If the design is successful. we will try to persuade some 

manufacturer to build it. Presumably. this project will be reasonably 

attractive because of the rich software environment supporting the 

architecture. 

In spite of the recent advances in vector hardware, we see the 

problem of programming these machines as essentially unsolved. We hope 

to contribute to the solution by designing a compiler and machine that 

work together harmoniously to automatically solve the simple .,problems of 

organizing a computation so that the programmer can concentrate on algo

rithms at a higher level of abstraction. If our design is successful, 

we hope to interest a manufacturer in implementing the architecture to 

produce a high-speed computation node to the specifications in Section 

4. 
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8. Applications Research Projects 

The projects in this section will use ]Rn to solve important numer

ical problems. the concept of a personal· workstation often leads to 

powerful new solution techniques that might not be tried on a conven

tional system. Several of the projects described here take advantage of 

interactive computer graphics to involve the human in the probl~ solv

ing process and help him better understand the problem through visuali

zation. Almost all of the projects use Fortran and would benefit from a 

rich environment for numerical program development. 

8.1. Project su-aries 

All Interactive Jliil..a Analyzer 
(Scott. Thompson) 

Estimation of the density functions from experimental data is an 
important problem arising in many application areas such as pat
tern recognition. Understanding the structure of the density 
function from which data arises is often valuable in data 
analysis (discovering clusters, for example). A fundamental 
question is how to represent the density function so the human 
can visualize it. In one dimension a simple graph can be used. 
but in higher dimensions some form of perspective is required. 
We propose to use perspective and color to display the four
dimensional density function of three variables. With a joy 
stick to select our location and orientation, we can explore a 
space in which density is directly represented by color and 
shading. By using this system, a human will more readily recog
nize features of the estimated density and hence of the data. 

Numerical Simulation Q.f Physical Systems 
(Rachford. Wheeler) 

1. Adaptive Systems .f.s2.r. Partial Differential Equations 
(Wheeler). We propose to use the interactive graphics capabili
ties of ]Rn to enhance our understanding of adaptive finite ele
ment methods. We have already proved the theoretical value of 
techniques that modify the spatial grid size near "fronts"• but 
we have not yet automated these "self-adaptive" techniques be
cause the programs would require solving difficult heuristic 
search problems in the domain of artificial intelligence. We 
will use the En node to involve the human directly in the solu
tion as a consultant on grid size. Ideally. the experience that 
a human expert gains from solving systems this way ~ill make it 
easier for him to design a fully automatic system. 

2. Computet Model in ii .ill Re.a.l I.im.e. (Rachford). An interesting 
source of challenging numerical and engineering problems is the 

- 58 -



analysis and control of physical systems. such as as transmis
sion networks• in real time. We have developed an approach to 
real time modeling that.should be applicable to any process that 
can be formulated as a differential system. However. modeling 
each new system requires solving many challenging mathematical 
and engineering problems. Access to several processors that can 
communicate over a network would be enormously helpful in the 
development and testing of real time models. since otherwise we 
are confined to studying systems in the field. 

Effective Al~orithms ill Nonlinear Qptimization 
(Dennis, Steihaug, Tapia) 

1. Usin& Graphics .t.Q. Pnderstand .fil1!i Improve Aborithms 
(Dennis). Nany researchers derive their new ideas and insight 
into current methods for solving nonlinear optimization problems 

' . . from the geometry of local models. In this project we shall use 
computer graphics to exploit the implicit geometry of these 
methods for research into improved methods, interactive restart
ing procedures, and education. One novel idea is the use of 
graphical "games" to illustrate the simple geometric ideas 
underlying important methods. 

2. Global Al~orithms .fw:. Constrained Qptimization (Tapia}. 
Developing effective global algorithms for constrained optimiza
tion is now recognized as one of the most difficult and impor
tant problems in the area. By using the screen to display the 
constraint surface and objective function while monitoring the 
progress of candidate algorithms, we hope to gain sufficient in
sight to formulate rules for improvement (not necessarily asso
ciated with a merit function) that will lead to fast convergence 
in an automatic algorithm. 

3. Lar&e Scale Nonlinear Problems (Steihaug). The aim of this 
research is to devise methods for large scale nonlinear prob
lems. especially nonlinear least squares and the simultaneous 
solution of nonlinear equations. We have developed iterative 
methods that require very few evaluations of the objective func
tion For of F' and do not require storage of any matrix. The 
efficiency of ·a 'globalized ' method based on our scheme is very 
sensitive to the choice of convergence tolerances; the correct 
choice is difficult to predict in advance. An interactive pro
gram development environment like :m.0 will enormously simplify 
the task of selecting these tolerances and understanding the 
practical behavior of the algoritbm. 

liigh ferfor:wance Modular Systems Design 
(Jump) 

The goal of this project is to explore the possibilities for 
achieving high performance with modular computing systems con
structed from LSI and VLSI devices. It includes t_he development 
and evaluation of modular organizations for which the level of 
performance is directly related to the nu:wber of modules. We 
plan to use ]Rn to interactively simulate interco11nection struc-
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tures for such systems. so that we can quickly identify and con
centrate on the most important features. 

I.all Assi~ument· ill Distributed Processini S::,stems 
(Sinclair) 

This research deals with the management of distributed task exe
cution. In particular» we wish to find minimum cost assignments 
of modules of a single task to processors. Our current work 
focuses on finding optimum static assignments in systems where 
communication.costs vary with time. (possibly caused by vari~
tion in network ·traffic). The NP-completeness of this problem 
for more than three processors motivates the investigation of 
heuristic algorithms for determining "good" assignments. We 
plan to use the E.n network to obtain performance data. 

Random Access Low Networks 
(Johnson) 

We are interested in studying the topologies and communications 
protocols for local-area networks. with and emphasis on random
access carrier-sense networks such as Ethernet. Our work is 
currently focused on optim\;lll access strategies. which are in
tended to utilize more fully the capacity available for 
transmission. To date. the research has been primarily theoret
ical. We plan to construct an experimental carrier-sense net
work and attach it to an Apollo node. Within this net. the 
Apollo will monitor network traffic and gather statistics. tasks 
that will require most of its capacity. Such an experiment 
would not be feasible on a time-shared utility because it would 
substantially degrade response time. 

Si~nal .a.wi Ima~e Processini 
(Burrus. de Figueiredo. Parks) 

1. Di~ital Si~nal Prgcessina (Burrus, Parks). The prl.Illary 
focus of our work is the design and implementation of algorithms 
for digital filter design. On the E.

0 network it should be pos
sible to develop and interactive digital filter design system 
that is more responsive than existing systems of similar cost 
because lR.n provides a large physical address space, a fast 
dedicated processor, and a high-resolution screen ideal for 
graphic output and pointing. Our algorithms will be even mol'.'e 
responsive if vector hardware is provided on the system. 

2. ~ P.:ocessina awl Analysis (de Figueiredo). We are 
currently investigating methods for image analysis. particularly 
multiple image frames arising from motion~ and image analysis. 
In the latter area, we are employing a mixed graph-theoretic and 
analytic approach. Solutions to these problems are better suit
ed to an :n.l

0 numerical workstation than a time-shared machine 
because practical implementations require extensive man-machine 
interaction and large computations. 
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8.2. An Interactive Data Analyzer 

Faculty: David W. Scott. James R. Thompson 

A large portion of our research over the past five years has been 

in the area of nonparametric density estimation (Scot 77,. Scot 78a,. 

Scot 78b. ~cot ?9• Scot 80, Scot 81,. Tapi 78]. This technique has proven 

useful in many contemporary application areas,. including pattern recog

nition,. classification in remote sensing,. simulation. and modeling; see 

[Bean 80,. Tapi 78,. Wegm 72,. Wert 79] for recent surveys of the litera

ture. 

In analyzing data,. the density function may be of direct or 

indirect interest. For example, if we are looking for clusters or other 

structural data features in several dimensions, the density function is 

of primary interest. On the other hand,. if we are performing a mul

tivariate analysis such as a linear discrimination, we are interested 

only in verifying whether the Gaussian model provides an adequate 

representation for the data,. and if not,. determining some other (perhaps 

nonparametric) model for the data [Scot 78b]. 

To date, the bulk of our work has been limited to one dimension, 

even though most interesting problems require analysis in two. three, 

and •even four dimensions. In dimensions greater than two,. constructing 

an appropriate estimate of the density function and analyzing it are 

very difficult. The most fundamental problem is choosing a visual 

representation for the data. Many novel ways to represent collections 

of points have been devised,. including profiles,. faces [Cher 73], stars 

[Brin 23], and sine curves (Andr 72]; see (Wang 78] and [Fien 79) for 

recent surveys. However, these approaches do not attempt to represent 

the density function directly. Since we believe that the density func

tion often is of direct interest. we wish to focus on estimation and 

representation problems for nonparametric densities 1.n several dimen

sions. 

For one-variable data. the representation of the density function 

is straightforward: a simple graph using a screen as the X-Y plane will 

do. For two-variable data, there are two popular options. The first is 

- 61 -



a perspective view of the three-dimensional density surface. This 

option may be visually ple.asing, but features are often hidden behind 

hills and are not quantifiable. A second option is a topographical map 

of the density function. providing both a complete and quantifiable pic

ture, . which is easily implemented on a two-dimensional display. In 

either case. an interactive display is enormously helpful in analyzing 

the merit of various choices for the smoothing parameters required in 

nonparametric algorithms. 

For probability density function of. three dimensions, one is usu

ally forced to look at two-dimensional marginal contours. This approach 

is often satisfactory when the third variable can be viewed as a nui

sance or control variable. However. if we want a true density function 

structure. then this approach is inadequate. We believe the three

variable case is of particular practical importance since our own visual 

experience is so closely linked to this case. For higher dimensions. we 

envision an approach relying on a data preprocessor that projects the 

data into three dimensions by using an algorithm such as pursuit

projection [Frie 80]. 

Proposed lilll:t 

In conjunction with our ongoing research in nonparametric estima

tion of density functions in several dimensions. we propose to develop 

an interactive graphics system that displays for the four-:dimensional 

"graph" corresponding to a density function of three variables. In con

structing this system, the tools that we propose to use are color. per

spective. simulated movement, and hand controls (joy sticks). 

Rather than the X-ray vision of a superman. we want to simulate the 

ability of ghosts to pass through walls. The world that we see around 

us may be thought of as the density function of matter distributed in 

three-space. While not a good example of a "smooth" density function. 

this is nevertheless an example of what we wish to represent and explore 

with our new tools. 

The joy stick is used to select an origin (the viewer's location) 

and orientation. Before us lies a scene. Some portions of the scene 
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are of high density and some are of low density. We suppose that we are 

able to see along each ray.to the point of highest density (actually the 

first local maximum). If we are looking at a smoothly varying scene 

(such as a nonparametric probability density function). we may draw con

tours of equal-density. 

Drawn in perspective with colors denoting the range of values from 

low-density to high-density contours (going along the color spectrum 

from blues to reds). the representation of the density function on the 

screen allows us to visualize its structure. By moving the joy stick~ 

we may travel in our three-diraensional sample space and discover 

features of the estimated density function and hence of the data. 

A more sophisticated implementation might use a second joy stick to 

control the size of the space we can see. Beginning with the joy stick 

set at zero where we can see nothing. we expand the size of the sphere 

in which we can see the contours unfolding between ourselves and the 

distant "modes" or regions of high density. The joy sticks would be 

arranged so that we control the rate at which we move ourselves in the 

space and also the rate at which we expand or contract the size of our 

viewing sphere [Kell 81]. Alternatively. we may wish to see the density 

function just on the sphere's surface, using the joy stick to continu

ously adjust the sphere's radius. 

Without the intensive local computation power that will be provided 

by the JRn network. we could not hope to undertake the proposed interac

tive graphical experiments. With this facility, we will be able to use 

the power of visualization and experimentation to attack the difficult 

problem of nonparametric density estimation and analysis in several 

dimensions. 
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8.3. Buaerical Simulation of Physical Systems 

8.3.l. AdaptiYe Systeas for Partial Differential Equations 

Faculty: Mary F. Wheeler 

For the past ten years we have been studying the numerical solution 

of partial differential equations. concentrating recently on finite ele

ment simulation of miscible displacement rn a porous media (reservoir 

engineering problems) (Ewin 80, Whee 80t Ewin 81, Doug 82]. In that 

time we have developed and tested codes to solve two coupled nonlinear 

partial differential equations, a pressure equation (elliptic partial 

differential equation), and a concentration equation (a parabolic equa

tion which is transport dominated) (Doug 79b]. In the process, we have 

investigated several novel finite element methods, such as interior 

penalty Galerkin methods and mixed methods for calculating pressure and 

velociti~s (Doug 79a, Darl 79. Doug 79b]. We have also considered 

self-adaptive, time-dependent selection of the spatial grid. Three gra

duate students at Rice, Bruce Darlow [Darl 81], Thom Potempa, and Owen 

Palmer have participated in the development of these research codes. 

During the past year, we have undertaken a joint project with Pro

fessor Philip Bedient of the Environmental Engineering Department at 

Rice to model ground water contamination • This collaboration has pro

duced a finite difference advective dispersive simulation model 

[Spri 81] which we plan to apply to an actual field site near Houston. 

The fundamental problems in developing codes for solving nonlinear 

coupled systems of partial differential equations are testing and fine 

tuning. Finding program errors and selecting the optimal time step and 

spatial mesh sizes usually requires many long batch runs generating 

plotted output. Host of these problems could be quickly detected and 

corrected if we had access to a facility that would let us interactively 

view plots of the numerical approximations at various time steps. In 

addition, the ability to "blow up" a view depicting the approximations 

of sharp fronts, such as those that ~rise in transport on advective dom

inated problems, would be especially valuable. The proposed ]Rn network 
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would give us both of these capabilities. 

An even more exciting application of the :Rn network would be the 

development of a new hybrid technique for solving systems of partial 

differential equations. A fundamental problem in the selection of tem

poral and spatial step sizes is th;at they must change in different 

regions of the problem space. Large step sizes are quite adequate in 

regions where little is happening. but near "fronts." smaller step sizes 

must be used to obtain accurate solutions. It is difficult to predict 

in advance where the fronts wil 1 be encountered. Therefore. we have 

turned to self-adaptive techniques in which the program tries to sense 

when it is in a critical region and modify its step size accordingly. 

Although we have established the value of self-adaptive techniques 

in theory [Doug 79a,. ~bee 80 .. Darl 79,. Doug 79b]. they are very diffi

cult to automate because they require solving complex heuristic search 

problems in the domain of artificial intelligence. With the high

resolution screen and dedicated processor provided by an ]Rn worksta

tion.,. we could involve the human researcher directly in the solution 

process as a consultant on mesh and time step size. The numerical 

analyst could interactively advise the program on where the mesh and 

time steps must be made smaller to handle fronts. Such a system could 

also lead to a better understanding of the role of adaptivity in such 

systems and hence to a more automatic method. 

Since our current problems often require 24 hour batch runs and 

since we would like to attack even more complicated compressible and 

multicomponent problems. tools that reduce the real time to a solution 

will greatly enhance our productivity. 

8.3.2. Co•puter Modeling in Keal Ti•e 

Faculty: Henry H. Rachford,. Jr. 

An interesting source of challenging numerical and engineering 

problems is the analysis and control of physical systems. such as gas 

transmission networks,. in real time. Time-varying measurements of the 

right physical quantities can serve as boundary data for a real time 
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computer model of a process. The program implementing the model must 

numerically solve the partial differential system describing the pro

cess. If the model is based on the "right" quantities, then the solu

tion of the differential system, which is forced to agree with the meas

ured boundary data for a short time t, will be independent of the ini

tial data within a certain small tolerance. Such a model, running in 

lock step with the physical process, provides a wealth of information 

about the process that is otherwise unavailable. Using the model, \ve 

can: 

(1) Calibrate data sensors and unknown process parameters. 

(2) Predict process behavior ahead of real time using an assumed set of 

system control parameters. The predicted results can be used as 

the foundation for closed loop control. 

(3) Detect process malfunction much more quickly and much more accu

rately than is possible by conventional uses of the physical data. 

This approach to real time modeling should be applicable to any 

process that can be formulated as a differential system. To apply the 

method to a new physical system, we must: 

(1) Select the "right" sensed variables to assure a near-minimum value 

for t 

(2) Define the process adequately by a·differential system. 

(3) Choose a solution method that achieves sufficient accuracy while 

remaining in lock step with real time and that provides an adequate 

run-ahead speed for prediction. 

(4) Use fast, stable minimization techniques to provide calibration of 

sensors and process parameters. 

(5) Interpret rapidly developing discrepancies which are characteristic 

of process malfunction (such as fouling a pipe or springing a 

leak). 

(6) Evaluate the masking effect of non-calibratable errors to determine 

the threshold of detectability of process events such as leaks. 
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(7) Acquire the remote data in a reliable and timely manner. so we can 

detect process events. in near minimum theoretical time. 

For the past five years I have worked with several colleagues. pri

marily Todd Dupont and David Archer. on developing this approach to pro

cess· modeling. We have studied its utility for monitoring fluid 

transmission by pipeline networks using spatially distributed flow and 

pressure data typically collected by SCADA (Supervisory Communications 

and Data Acquisition) systems. In particular. we have investigated the 

relation between the data quality and the theoretical length of time to 

detect leaks of a given size. Most of the results have not yet been 

published pending completion of a number of field projects. One of 

these is already in operation (in New Zealand)• and is scheduled for 

final check-out of the calibration system within 6-8 months. Another 

project has reached the check-out stage for the communication link 

between the SCADA system and the computer model. 

We believe that our pipeline monitoring system is a prototype for 

the future use of real time data from spatially dispersed points in 

processes. The same approach should be equally applicable to physical 

systems such as chemical reactors. heat exchangers, distillation 

columns. and packed towers. Modeling each new system requires solving 

many challenging mathematical and engineering problems. Access to a 

network of single-user processors that can communicate over a network 

would be enormously helpful in the development and testing of real time 

computer models. since otherwise we are confined to studying systems in 

the field. 

The lRn programming environment will also simplify the task of 

developing and debugging our Fortran programs, which involve sophisti

cated algorithms and data structures and substantial interprocess com

munication. 
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8.4. Effect:iYe Algorit:lms for Monlinear Opt:iaizat:ion 

8.4.l. Using Graphics to Understand and laprove Algorit:bas 

faculty: John E. Dennis 

Iterative methods for solving nonlinear optimization problems are 

based on using problem information to build easily solvable local models 

of the nonlinear problem. Many. if not most» researchers derive their 

new ideas and insight into current methods from the geometry of these 

model problems. This section of the proposal will deal briefly with the 

use of computer graphics to exploit explicitly the implicit· geometry of 

these methods for research into improved methods. interactive restarting 

procedures for current methods. and .education. 

There bas been so much progress during the last decade in computa

tional methods for solving nonlinear simultaneous equations and in 

unconstrained minimization that good codes are widely available through 

the standard subroutine libraries. This fact has generated a lot of 

interest in ways to teach the material at the level of a first course in 

numerical analysis. i.e.~ junior and above. One-dimensional methods are 

easy to teach because one can draw two-dimensional pictures on the 

blackboard to illustrate the simple geometric ideas behind the iteration 

formulae of the Newton method or the secant method for solving f(x) = o. 
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where x and f(x) are both real. Furthermore. the algebra involved is 

trivial. It takes 4 dimensions to draw Newton's method for two equa

tions in two unknowns in a way that makes the same connection between 

the algebra of the iteration sequence and the geometry of the method. 

Furthermore. the algebra involves setting up and solving a 2 X 2 linear 

system. 

We have finally arrived at a way to illustrate the geometry of the 

state-of-the-art algorithms for these problems through games. We have 

developed detailed descriptions for the F(x) = 0 game and the 

min f(x) game. It seems clear that an NLP game for constrained minimi

zation could follow the same lines. These games have been used in short 

courses and they have been well received. Frequently after their expla

nation. some one wil 1 remark on the feasibility of implementing the 

games. As games. they are of the classical hide-and-seek. battleship. 

clue. mastermind variety. but the student can face the search alone. or 

in a slick implementation, make his own modifications to the elegantly 

geometric search methods of Newton-Raphson and their intellectual heirs. 

These games represent an ideal use of hands-on computer graphics in 

education. They present a realistic picture of what the library subrou

tine actually gets to learn about the nonlinear problem and they allow 

the student to see quickly what use the best algorithms make of the 

information. All educational purposes would be served by considering 

problems in two or three variables; but if two or three .dimensional 

snapshots could be used. these routines could become a practical 

software tool for solving real problems. 

To illustrate the power of computer graphics as a tool to under

stand and improve iterative methods for nonlinear problems. we will deal 

briefly with a proposal for conjugate gradient algorithms which are 

especially suited to large dimensional nonlinear unconstrained minimiza

tion because they avoid storing the information necessary to represent 

the contours of a full n-dimensional local quadratic model. A computer 

graphics system would offer an opportunity to significantly improve 

these methods because successive three-dimensional pictures are suffi

cient to visualize the geometry of the methods9 allowing us to intervene 
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interactively in case of difficulty in ways suggested by the georaetry. 

and through this interaction to gain e;{perience that should lead to 

improved automatic algorithms in the future. 

Conjugate gradient algorithms are based on the assll!.lption that the 

underlying function contours can be modeled effectively by ellipsoids. 

They begin by minimizing f along the negative gradient from x0 ; at the 

k-th iteration they assume that they have found the center ~ of the 

concentric (k - 1)-dimensional ellipsoids formed by cutting the contours 

with the affine subspace generated by x
0 

plus the subspace spanned by 

x1 - x0 ,. x2 - x1 • ••• ,. xk - xk_1• The idea is to look for xk+l in a 

direction dk from xk for which xk+l is the center of the acctlt:lulated 

k-dimensional ellipsoid. Such a direction is said to be conju~ate to 

the previous directions. 

In exact arithmetic with true ellipsoidal contours~ dk can be 

chosen .to be an easily computed linear combination of the negative of 

the current gradient and dk-l • Basically. this choice simply enforces 

conjugacy of dk to dk-l in such a way that conjugacy to the older direc

tions is retained. On nonlinear problems,. when the algorithm runs into 

difficulty, it is typically because the last several directions have 

become progressively less conjugate. In this case,. it is possible to 

discard all the past infomation and simply begin the problem again by 

taking dk to be the negative of the current gradient. Powell [Powe 77] 

argues for Beale's restarts which just amount to choosing dk+l conjugate 

to dk and some restart direction dt. 

The point here is thst even with Beale restarts. t.he interesting 

piece of the domain space is at most three-dimensional. When the pro

gram runs into difficulty. it could display the three-dimensional model 

contours. highlight the model contour corresponding to the function con

tour on which the center of the model contour has been found to belong. 

and ask for help in modifying the model to reconcile it vith this func

tion information. After the modification. the new center would be tried 

A system that allowed easy shiftin6 of the model ellipsoids should 

not only be an effective interactive tool for solving large nonlinear 
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problems. but it should also lead to new restart procedures of the Beale 

variety and therefore to less need for interaction. 

8.4.2. Global Algorichms for Conscrained Opcimi~acion 

Faculty: Richard A. Tapia 

Our research in the area of constrained optimization centers around 

the difficult task of developing effective global algorithms. The solu

tion of this problem has eluded researchers for years and is now recog

nized as one of the roore difficult and important problems in the area. 

Specifically• we wish to construct an algorithm that converges 

quickly (superlinear convergence). see [Tapi 78]. and also converges for 

arbitrary initial estimates of the solution. The chief obstacle is that 

there is no natural merit fGnction, i.e., there is no way to tell when 

one approximation to the solution is better than another. This situa

tion contrasts strongly with the situation in unconstrained optimization 

where the natural merit fuaction is the objective function, i.e., one 

approximation is better than another approximation if it gives a smaller 

value of the objective function. 

In constrained optimization both constraint error and the value of 

the objective function must be accounted for in a successful oerit func

tion. Perhaps researchers have failed to solve this problem because it 

is essentially impossible to effectively represent these two quantities 

by a single merit function. Several notable attempts at a useful merit 

function can be found in [Bogg 81] and [DiPi 79]. 

With the aid of dedicated computer driving a high-resolution, bit

mapped display. we believe that we may able to gain insight into how to 

define satisfactory improvement criteria that are not necessarily asso

ciated with a merit function. Specifically, we will perform numerous 

experiments on large scale problems. using the bit-mapped screen to 

display the constraint surface (manifold) and objective function while 

monitoring the progress of candidate algorithms. 

- 73 -



As we step through the algorithm. we will successively update the 

position of the last iterate while maintaining two bar graphs plotting 

constraint error and objective function values versus the index of the 

iterate. 

In this way. we expect to gain sufficient understanding to formu-

late rules for improvement. Once we have an effective interactive 

approach that uses a graphical representation. we wil 1 be in a good 

position to construct a rigorous mathematical algorithm that accom

plishes the same objectives and automatically solves this problem. 

8.4.3. Large Scale Roalinear Problems 

Faculty: Trond Steihaug 

The aim of this research is to devise methods for large scale non

linear problems. especially nonlinear least squares and the simultaneous 

solution of nonlinear equations. The trilogy composed of these problems 

and unconstrained optimization is of great practical importance. While 

today we have good algorithms and software for small or medium sized 

problems. the area of large scale problems is largely undeveloped. 

The unconstrained minimization problem is, given f:R0
-+R. find x* so 

that for small€: 

* * f(x) = min { f(x) : II x-x II S £} (1) 

The nonlinear least squares problem is an unconstrained optimization 

problem where the function f has a special form: 

I:l 

f(x) = .5 ~ 
i=l 

f. (x) 
l. 

(2) 

where F:R0 -+Rm, F=(f1 ••••••• fm)T for m~n. The system of nonlinear equa

tions F(x)=0 may be treated as a least squares problem where m=n. 

A classical method for solving the unconstrained optimization prob

lem is Newton's method. Let H denote either the Hessian matrix off or 
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an approximation thereof, and let g = Vf = ( f') T be the gradient. Then 

for a given initial guess ~0 • Newton's method is: 

FOR k=O STEP 1 UNTIL Convergence DO 

Solve Hksk - g(xk) = 0 

Set xk+l = xk + sk 

(3) 

One major drawback of Newton •s method is having to solve the Newton 

equation (3) at each stage. Computing the exact solution using a direct 

method such as Gaussian elimination can be expensive when the number of 

unknowns is large and may not be justified when Hk is only an approxima

tion of H(xk) or when xk is far from the solution. 

For probleras where tlewton 's method is not feasible,. Dembo,. Eisen

stat,. and Steihaug [Demb 81. Stei 81) have developed the "inexact 

Quasi-Newton" and the "inexact Newton" methods respectively. These 

methods compute an approximate solution to the Newton equations in some 

unspecified manner. For a given initial guess x
0

, these methods gen

erate a sequence { xk} as follows: 

FOR k=l STEP 1 UNTIL Convergence DO 

Find~ step sk so that 

I lrkl I 
Hksk + g(xk) = rk where------ SY l lg(xk) 11 k 

(4) 

where the nonnegative numbers { Yk} are used to control the level of 

accuracy. In the important special case of nonlinear least squares,. the 

Hessian matrix exhibits a special structure; 

m 
H(x) = F'(x/ F'(x) + ~ f. (x) v2 

f. (x) 
i=l l. l. 

(5) 

where F' is carefully approximated by finite differences using the spar

sity structure of F. The second order term in the Hessian matrix may be 

neglected in certain cases. yielding the matrix used in the Gauss-Uewton 

method. 
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Curtis. Powell. and Reid [Curt 74] and Coleman and More' [Cole 81] 

have developed efficient m~thods for generating an approximation of F'. 

These methods permute and group the columns of F' so that F1TF1 res

tricted to one group is a diagonal matrix and F' restricted to this 

group may be approximated by only .o.n.e. evaluation of F. These observa

tions have been used to construct iterative methods that require very 

few evaluations of For F' and do not require any storage for a matrix. 

Applied to linear least squares. a special case of these iterative 

methods is equivalent to a block SOR method on the normal equations,. 

without ever forming the normal equations. However. they converge even 

in the singular case ( i.e. F' does not need to be of full rank ) • 

Hence. we can implement an inexact Gauss-Newton method for the given 

starting point x
0 

as follows: 

FOR k=O STEP 1 UNTIL Convergence DO 

Find some step skso that 

11 F'! rk 11 {6) 

A major goal of our current research is to develop "globalized" 

versions of the inexact Gauss-Newton methods. We will also produce 

reliable computer software based on the developed methods. 

A 1globalized' method consists of two inner loops nested inside an 

outer loop. Although the method will eventually converge to a solution 

under very weak convergence criteria for the inner loop iterations. the 

efficiency of the method is very sensitive to the choice of convergence 

tolerances. To obtain an efficient code, we must optimize the tradeoff 

between performing inner and outer iterations. The only way to deter

mine good values for the tolerances is to experiment within the broad 

limits established by the theory. 

An interactive Fortran programming environment, such as the system 

described in section 7 .3 • that can monitor statement execution counts 
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and page faults would enormously simplify the tasks of selecting proper 

convergence tolerances and of understanding the practical behavior of 

the algorithm. Moreover. the programs contain complex data structures 

(multi-linked structures representing sparse arrays and graphs) and 

algorithms (heuristic approximations to optimal graph coloring) that are 

difficult to debug. A sophisticated programming environment would make 

writing and debugging these codes much easier. 
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8.5. High Perforaance Modular Systeas Design 

Facult~: J.R. Jump 

The goal of this project is to explore the possibilities for 

achieving high performance with modular computing systems constructed 

from LSI and VLSI devices. It includes the development and evaluation 
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of modular organizations for which the level of performance is directly 

related to the number of modules. Such a system can be easily and con

veniently reconfigured in order to trade performance for modules. More

over. they have the desirable property that they exhibit a graceful 

degradation of performance with the failure of modules. 

Earlier in this project we developed and studied graphical models 

of parallel computation. primarily models of asynchronous control. We 

used these models to determine conditions that give rise to system 

deadlocks and to define and characterize structured parallel programs. 

On the subject of pipelining techniques. we have investigated several 

ways to pipeline arrays and have developed methods for evaluating the 

tradeoffs between cost and performance in pipelined systems. We gen

eralized the pipelining concept to obtain two modular systems composed 

of general purpose microprocessor and memory modules. 

have the same performance characteristics as a pipeline. 

These systems 

Our current research effort is focused on intermodule connection 

schemes because they account for a significant part of the overhead 

encountered in attempting to realize the concurrency present in algo

rithms. Moreover• this interconnection overhead increases rapidly as 

the number of modules in a system is increased. For this reason. many 

of the interconnection methods employed in existing parallel systems are 

not effective when extended to system composed of a large number of 

inexpensive modules. This project is considering various existing and 
,; 

new interconnection structures in order to obtain quantitative evalua-

tion of how they affect the performance of such a system. We reported 

early results of this effort in [Dias 80. Dias 81]. 

This project involves the use of analytical queuing models and 

simulation. Therefore, it would benefit significantly from a system 

such the Rn network. In particular, it would permit us to simulate 

larger and more complex systems and to perform simulations more effec

tively. Indeed~ one of the first projects we will undertake after the 

facility becomes operational is to develop a highly interactive simula

tor. With such a tool, we will be able to quickly identify the more 

interesting and important features of the simulated system and 
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concentrate our attention on them. The simulator will use the high 

resolution screens in the Rn to display the current status and cumula

tive results of a simulation. 
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8.6. Task Assignaent in Distributed Processing Systems 

Faculty: J. Bartlett Sinclair 

A distributed processing system consists of a number of (possibly 

inhomogeneous) processors loosely interconnected via a communication 

subnetwork. It differs from a computer network (or more accurately. a 

computer cormnunication network) in that resources are managed on a glo-

bal basis. Perhaps the most important resource 1.s processing time. 

This research deals with the management of distributed task execution~ 

In particular, we wish to find assignments of modules of a single task 

to processors that is minimum cost in some well-defined sense. 

The problem of optimal task assignment in distributed systems was 

first considered by Stone [Stan 77a]. He considered two-processor sys

tems, with task assignment costs consisting of the sum of all module 

execution costs and module intercommunication costs. Assignments were 

static, in that modules were assigned to the same processor for the 

entire task execution. This work was later extended to allow module 

execution costs to vary on one of the two processors as the load (degree 

of multiprogramming) on that processor changed [Ston 78a]. The optimal 

static assignment was shown to be a function of the load factor on the 

varying-load processor, but the number of optimal assignments is bounded 

by n-1 where n is the number of modules in the task. 
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Multiprocessor (p>2 where p 1s the number of processors) optimal 

static assignments were first addressed by Stone [Ston 77b]. and the 

problem was solved for a restricted class of tasks in [Bokh 78]. The 

problem of dynamic assignments has also receive attention [Ston 78b] 

[Sine 78]. In a dynamic assignment. modules are allowed to migrate from 

one processor to another during task execution, but incur reassignment 

costs if they do. Again, the problem is easily solved using a variation 

of Stone~ original algorithm for p = 2, but becomes much more difficult 

for p>2. 

Another problem in this area concerns the case of limited memory in 

one processor of a two-processor system. Rao [Rao 79] describes an algo

rithm for finding the minimum cost assignment in which the modules 

assigned to the limited memory processor do not exceed the processor's 

capacity. The use of epsilon-approximation algorithms derived for the 

knapsack problem has also been considered [Gons 78]. 

The current research deals with finding optimum static assignments 

in systems in which communication costs vary with time. This is typi

cally manifested as variable transmission delays caused by changes in 

communication subnetwork traffic. Two particular classes of systems are 

being considered. These are carrier-sense multiple-access networks with 

collision detection (CSMA/CD) and ring networks. In each of these 

classes, it is possible for each node in the network to estimate 

transmission delays based on local observations of network traffic. 

Since each node sees the same traffic. the estimates should be the same. 

This allows global module assignments to be made on a local basis. 

The problem of determining optimal static assignments in distri

buted systems of this nature is basically the problem of finding the 

"critical network traffic loads" at which the assignments change. This 

problem bas been solved for two-processor systems (or systems in which 

the number of processors available for assignment is limited to two) 

[Sine 81]. The algorithm is optimal in the number of assignments that 

it computes in that it wil 1 only compute one assignment per critical 

average delay. The algorithm is similar to one proposed by Michel and 

van Dam [Mich 77) for computing all critical load factors in the varying 
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load processor problem. 

The variable delay problem can also be solved efficiently for sys

tems with p>2 for the same class of tasks described by Bokhari for sys

tems with fixed transmission costs. The NP-completeness of the static 

assignment problem for p>3 motivates the investigation of heuristic 

algorithms for determining "good" assignments. One possible approach is 

through the use of a transformation on the processor flow graph to con

struct a flow-equivalent tree [Gomo 61]. Other approaches are suggested 

by previous work in efficient heuristics for graph partitioning 

[Kern 70]. 

In the future, production networks of numerical workstations will 

probably contain several computation nodes. Since the cost of computa

tion nodes will remain high relative to the cost of the network, effec

tively utilizing these high performance processors will be an important 

component of overall system performance. We plan to use the proposed 

network to obtain performance data for different scheduling algorithms 

by actually testing them on the R
0 network. We expect that this data 

will provide valuable insight into bow to design better scheduling algo

rithms for distributed processing systems. In the early stages of the 

:Rn network, we will use idle work stations as computation nodes. After 

the computation node is installed, we will use it in conjunction with 

the idle workstations to support background computation. The scheduling 

algorithms that we develop in this context will be particularly useful 

in networks containing computation nodes of different speeds. 
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8.7. Rando• Access Local Area Betworks 

Faculty: Don H. Johnson 

We are interesting in studying topologies and communications proto

cols for local area networks, with an emphasis on random-access 
earn.er-sense networks such as Ethernet [Hetc 76]. Our work is 

currently focussed on optimum access strategies [Klei 78. Toba 80] that 

try to utilize more fully the capacity available for transmission. In 

this context, there are many possible criteria for optimality (e.g.• 

minimum access delay. maximum channel utilization). The performance of 

various strategies depends heavily on the choice of optimality cri

terion. the model for the communications traffic flowing on the network, 

and on the topology and characteristics of the communications medium. 

To date, our research has been primarily theoretical, emphasizing 

the predicted performance of example networks [John 81]. We would like 

to demonstrate the practical relevance of our theoretical analyses by 

comparing the results predicted by our theory with computer simulations 

and empirical tests on an experimental network. The proposed lln com

puter system could greatly aid in this regard. Our current computer 
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simulations are performed on a time-shared PDP-11/55 running Unix. In 

this environment. it takes. as long as twelve hours to run one simula

tion. Furthermore, we cannot use a test network interface on the PDP-

11/55 without taking down the system and heavily modifying the kernel. 

In a machine shared among many researchers, modifying the kernel to 

accommodate experiments is clearly undesirable. 

Once Jln is operational. we envision constructing an experir::iental 

carrier-sense netvork and attaching it to an Apollo single-user machine 

on the ring. Within the local carrier sense net attached to the Apollo 

node, this machine will serve as a node that senses network traffic and 

gathers statistics. These experiments will require a large fraction of 

the machine 's cycles, because the data rates on the network are very 

high. A dedicated machine like the Apollo could perform this task while 

the present time-shared minicomputer cannot. Since an Apollo node can 

support both extensive computation (for simulations) and real time moni

toring of experiments, without disrupting other users, it comprises an 

ideal operating environment for this type of research. 
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8.8. Signal and Image Processing 

8.8.1. Digital Signal Processing 

Faculty: c. Sidney Burrus, Thomas W. Parks 

The pn.mary focus of this project is designing and implementing 

algorithms for the design of digital filters [ASSP 79, Rabi 75, 

Mart 79]. These algorithms are intended to facilitate the development 

of responsive, interactive systems for designing and simulating sophis

ticated digital filters, as well as to increase the variety of filters 

that can be designed. On the R0 network, it should be possible to 

implement an interactive digital filter design system that is much more 

responsive and versatile than existing systems. because E.
0 provides a 

large physical address space, a fast dedicated processor, and a high

resolution screen which is ideal for graphic output and pointing. 

Our most recent theoretical work uses a dyna~ic programming tech

nique to design thinned digital filters and FFT algorith."Ils, requiring 

large arrays to store the dynamic programming table [Boud 81]. Without 

a large physical address space like that in the Apollo I, it is not 

feasible to extend our algorithm to two-dimensional filters. 

We are also interesting in developing and implementing vector algo

rithms for signal processing. We have already developed very efficient 

signal-processing algorithms using a block or vector structure to imple

ment both time-varying and time-invariant filters [Mart 79. Boud 80, 

Burr 81, Loef 81]. As a result. a vector processor should greatly speed 

up our geophysical signal processing algorithms. We are eager to imple

ment them on the vector hardware in m0
• 
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8.8.2. Image Processing aud Analysis 

Faculty: Rui J.P. de Figueiredo 

We are interested in developing new schemes for image data compres

sion and reconstruction based on spatial-domain and frequency-domain 

modeling of the image data structure. Using this approach. we have 

already implemented and tested several algorithms [Chen 8la,. Chen 81b] 

on a GENISCO 3000 graphics facility attached to a PDP 11/55. We are 

also interested in the problem of restoring images degraded by noise and 

motion blur [Raja 81] and recogni~ing images that move between adjacent 

frames. 

In both cases, interactive man-machine systems perform better than 

purely automatic methods. Single-user machines with powerful processors 

and bit-mapped color screens (like the Apollo I) are ideally suited to 

this project. Consequently~ an :Rn node configured with a color screen 

would provide a much better computing environment for our research than 

the existing timeshared PDP 11/55 - GENISCO 3000 system. 

In the area of image analysis,. we are employing a mixed graph

theoretic and analytic approach to construct invariant systems of 

features [Foge 80] (numerical variables) characterizing local structures 

present in an image. These features are iuvariant with respect to 

translation,. rotation,. and scaling. Using these features, we can iden

tify "simple patterns" (i.e.,. patterns associated with basic objects 

such as cars. trucks. trees. etc.) in the scene and geometrically 

arrange these simple patterns form a "complex pattern" describing the 

scene. 

As in the case of image processing" an Apollo node is much better 

suited to image analysis research than a time-shared machine(> because 

practical implementations requiring both exteusive man-machine interac

tion and large computations. 
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9. Industrial Collaboration 

Over the past several. years,. Rice bas aggressively sought indus

trial collaboration on research projects. Indeed,. we intend to under

take several of the Rn projects jointly with industry. This will pro

vide us with extra resources. both in equipment and personnel,. to carry 

on the research while tempering the investigations with a realistic pic

ture of the needs of the industrial scientist and engineer. 

Several companies have expressed interest in working with Rice on 

projects related to Rn. First,. Apollo Computer,. Inc.,. bas encouraged 

our efforts for some time,. indicating a willingness to work closely with 

us and to provide us with the information about their system we will 

need to design and implement the vector floating point enhancements that 

we have in mind. In fact,. their willingness to cooperate with us was a 

major reason for our selection of the Apollo as the basic network node 

for our laboratory. 

IBH Corporation 1.s one of the major sources of industrial support 

for the current computer science program,. having funded several joint 

projects,. including a study of automatic. conversion of programs to 

parallel form and of compilation techniques for parallel Fortran. In 

fact,. IBM is the largest industrial contractor on the Rice campus by a 

substantial margin, primarily due to their extensive support of computer 

science. IBM has expressed interest in the Rn project and we hope to 

involve them in some phase of the research. 

Because of our work on Eunice with SRI. our ties with Digital 

Equipment Corporation have become much stronger. They have made Rice 

eligible to buy VAX systems at an enormous discount when those systems 

are to be used to support research of interest to DEC. We plan to pur

chase our two VAX-11/750 'sunder this program. 

Recently. Schlumberger Corporation has been evaluating the idea of 

personal numeric workstations for engineers and we have discussed ll0 

with them on several occasions. Schlumberger is also interested 1.n 

Wheeler's work on simulation of physical systems and in the work of 

Tapia, Thompson,. and Scott on probability density estimation. All of 

these topics promise to be fruitful areas for joint study. 
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Most of the local energy corporations collaborate in some way with 

numerical analysts in the. Mathematical Sciences Department. We hope 

that the Rn project will help us make sophisticated program development 

techniques available to the individual scientists and engineers at these 

companies. increasing their productivity in the process. 

Rice University has a strong commitment to encouraging joint 

research with industry. particularly in high technology areas like com

puter science. because such projects are good for both corporation and 

university. The corporation benefits from having university faculty 

attack its problems and the faculty is exposed to important practical 

issues while gaining access to better research resources. By working 

together. we can assure a healthy future for computer science and for 

U.S. industry. 

10. Project Staffing and Hanagenent 

A committee consisting of the four principal investigators (R. 

Cartwright, J. Dennis. K. Kennedy. J. R. Jump) with K. Kennerly serving 

as chairman will be responsible for overseeing the project. The commit

tee will evaluate and purchase hardware. interview and hire personnel. 

supervise the implementation of system software, and allocate machine 

and staff resources to the various research projects using the labora

tory. 

The project staff will consist of three full-ti~e people: 

(1) a Senior Research Associate (hired in year 1) 

(2) a Systems Programmer/Technician (hired in year 1) 

(3) a Research Engineer (hired late in year 1) 

The Senior Research Associate will be responsible for managing the 

operation of the facility and the development of system software. He 

wil 1 direct the systems programmer and any graduate and undergraduate 

students involved in systems programming. He will also coordinate the 

interactions among the various research groups. 
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The research engineer. who will be employed for only eighteen 

months. will be primarily responsible for the logical design. implemen

tation, and construction of the vector floating point units developed by 

Prof. Jump and Prof. Kennedy. 

11. Curren£ Research •acilities 

During the last four years, the computer facilities available for 

both the undergraduate and graduate Computer Science programs have been 

significantly improved. Computers currently available to Computer Sci

ence faculty include: 

PDP-11/45 

128 KBytes of ECC memory 
1 160 MByte Winchester disk drive 
1 45 ips, 800 bpi tape drive 
1 FPllC floating point hardware 
UNIX V/7 operating system 

PDP-11/45 

128 KBytes of ECC memory 
l 80 M.Byte Winchester disk drive 
2 '•5 ips. 800 bpi tape drives 
l FPllA floating point hardware 
1 HP 8-color C-size plotter 
UNIX V/7 operating system 

PDP-11/55 

128 KBytes of ECC memory (32 KBytes bipolar) 
2 80 MByte Winchester disk drives 
2 RLOl 5 ~IByte disk drives 
1 45 ips, 800 bpi tape drive 
1 Genesco graphics display processor ,iith Conrac high resolution color monitor 
l small digitizer 
1 MAP array processor 
UNIX V/7 operating system 

VAX 11-780 

2 3/4 MBytes of ECC memory 
2 RM03 67 !>!Byte disk drives 
l 300 1-IByte disk drive 
l 125 ips. 800/1600 bpi tape drive 
DEC/V.HS operating system with SRI/EUNICE emulator 
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NASCO AS/6 

6 1'1Bytes of ECC memory 
10 3330 disk drives· 
20 3350 disk drives 
4 125 ips 1600/6250 tape drives 
1 125 ips 800/1600 tape drive 
IBH/MVS operating system with TSO 

The HASCO AS/6 is used for most large classes and provides for gen

eral computing for the campus (at $1500 per cpu hour). The PDP-11 1s are 

used by members of the Computer Science Electrical Engineering, and 

Mathematical Science programs for advanced computer courses and 

research. The VAX 11-780 was acquired last year with University funds 

and NSF and NIH grants obtained through a joint effort of faculty 

members in Computer Science and Biochemistry, and it is used solely for 

research by faculty members in these programs. 

In addition to the computer systems described above, the Computer 

Science and Electrical Engineering programs have recently established a 

state-of-the-art microcomputer and digital design laboratory. This was 

done with gifts from industry, grants from the NSF, and the use of Rice 

funds totaling more the $150,000. As a result, this laboratory now con

tains the most up to date equipment available for the design and 

development of microcomputer-based systems including a three-station 

Hewlett-Packard 64000 microcomputer development system, one Tektronix 

8002 microcomputer development system, and several powerful logic 

analyzers. 

Gifts and grants from industry have greatly enhanced the computer 

science educational facilities in the Mathematical Sciences Department 

as well. A gift from Hewlett-Packard Corporation of 4 HP-85 systems and 

a gift of 5 LSI-11 systems from Digital Equipment Corporation will be 

used to give students in computer science, numerical analysis and 

statistics hands-on experience with small systems. A gift from ARMCO 

Industries has helped to establish a remote computer laboratory to 

access the VAX-11/780 and the PDP-11/45 1s, which are located in another 

building. 
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In December 1981. construction will be completed on new and ~odern 

laboratories to house the PDP-11 and VAX.-11/780 computers. the digital 

design laboratories, and research laboratories for digital signal pro

cessing and pattern recognition. 

12. Biographies of Invescigators 
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