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ABSTRACT

Neurocognitive Linguistic Theory (NCL, Lamb 1999) stands alone as the only well-
developed linguistic theory with a serious commitment to neurological plausibility. It is
also set apart from much of mainstream Cognitive Science by its strictly non-symbolic
approach to understanding cognition. The theory has enjoyed a long a fruitful
development, but has been hampered by the difficulty of verifying complex network
analyses presented eatirely on paper. The need has been clear for some manner of
independent testbed for the theory, and a computational context was the obvious choice.

To meet this need, the PureNet modeling program has been constructed. Written in
Java 1.1, the program has been designed to function in such a way as to match as closely
as possible the essential elements of that which it seeks to model — the functional
elements of NCL. The design and construction of the fundamental structures of the
program are explicated.

To demonstrate the utility of the program, three variant network analyses of
portmanteau morphemes are proposed and modeled. As all three can be shown to
function correctly, learnability is proposed as a discriminator. To reach the goal of a
meaningful learnability test, a major learning hypotheses of NCL - the bi-directional
learning hypothesis (Lamb, 1999, Ch.12) - is modeled and shown to be valid. Having
demonstrated the validity of the NCL conception of bidirectional learning, a procedure
for generalizing NCL networks into neutral structures for learnability tests is outlined,

and then generalized network structures based upon the three portmanteau network



models are constructed and run to see if they will self-organize into the target structures
(the original network analyses). The methodology tentatively disfavors the lateral
inhibiton hypothesis for portmanteau morpheme structure as a learnable network system,
and thus demonstrates the utility of PureNet as a valuable tool for future development of

NCL.
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PREFACE

Neurocognitive Linguistic Theory, henceforth NCL (Lamb, 1999) has developed
gradually from its analytical origins to the point where now it represents a neurologically
realistic connectionist system, suited to the modeling of both linguistic and indeed non-
linguistic ‘general cognitive) phenomena. However, the increasing scope and
applicability of the theory comes at a cost: as it becomes appropriate to consider ever
more complex structures and systems, the limitations of the traditional network diagrams
become more and more acute. Network diagrams are hard to read, and when the only
method for judging the validity of a proposed system is to “run” the structure in one’s
head, the complexity of that system quickly becomes at best a hindrance, and at worst a
total barrier to comprehension, and more importantly therefore, to verification. For this
reason, certain questions of implementation within the theory have remained unanswered
for some time, awaiting some way to test their efficacy, or else to distinguish between
variant apparently plausible hypotheses.

The obvious way to achieve this testability is computationally. Unlike other
connectionist models that adopt this approach however, an imnlementation of NCL, if it
is not to detract from the “bases of reality” that Lamb sets out as guiding principles of the
theory (1999, p. 8-10), must strive to faithfully represent the functional characteristics of
the network elements present in the theoretical model, themselves derived originally from
“top-down” considerations of what is necessary to account for the linguistic data, and

only more recently finding increasing support from the “bottom-up”, through comparison
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to neurological data. The academic pedigree of NCL is unique, and it stands apart from
mainstream cognitive and linguistic theories for a range of reasons that will be discussed
in detail in the relevant sections to follow. Simply using an existing connectionist
modeling program therefore was not possible. NCL needed a purpose-built computational
context within which its particular networks could be constructed and tested.

A cross-platform computer program has therefore been constructed with precisely this
aim, and the present work describes and subsequently tests this program both to show its
general utility, and also to offer a new analytical methodology for NCL, not formerly
possible, and of potentially far-reaching application.

But of course, the creation of such a program posed certain difficulties. A computer
scientist would not be likely to appreciate the specific requirements of NCL, and would
thus have trouble creating a program accurate to the aims of the theory'. A linguist, on
the other hand would be faced with the unknown complexities of learning to program. No
solution, however, but to try.

I am a linguist, but [ have learnt to program using the Java language (version 1.1)
specifically for the current project. The Beta testing version of PureNet which this
dissertation presents is hence far from a polished product, but as the latter chapters show,
it provides strong support for the theoretical framework upon which it depends. It is
hoped that through use and critical feedback, the program can in future be made into a

powerful ally for linguists and cognitive scientists working within the NCL paradigm,

! This has indeed been the experience of NCL's creator, Syd Lamb, who has had students in the past
attempting various computational implementations of aspects of the theory, but never with tremendous
success for a range of reasons...
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both as an analytical tool, and equally as a teaching aid, as one of the main concerns in
the design of the interface has been user-friendliness.

The body of this dissertation is divided into three sections: first we consider some
general background, putting NCL into its linguistic, neuroscientific and cognitive
perspectives; section two presents the computational design of PureNet in detail; and the
final section implements the program to show its utility, models and runs some static
networks, and outlines and exemplifies a new “learnability” test methodology for NCL

network structures.



SECTION ONE - FOUNDATIONS

This first section will serve to familiarize the reader with the broad context into which
PureNet fits. Chapters 1 & 2 offer some general background, focussing respectively on
Linguistics and Neuroscience — the two main areas to which Neurocognitive Linguistic
Theory (henceforth “NCL”) relates. Chapter 3 will present NCL in more detail, and
chapter 4 will address some central issues in Cognitive Science that bear on both NCL as

a theory, and on PureNet as a representation of that theory.
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CHAPTER ONE - LANGUAGE AND LINGUISTICS

In setting out to characterize a field, there is a temptation to present a historical
overview. That was my original intention as well, but being neither especially interested
in. nor particularly knowledgeable about the historical development of my field,
presenting a historical appraisal would in fact be to misrepresent my own relationship to
linguistics. and would therefore be of little or no use to my reader. And in any case, there
are many fine linguistic historians whose writings far outdo anything I could offer here.

So, rather than stomping once again along that well-worn path from Aristotle to
Chomsky, I intend instead to provide a bird’s-eye view of linguistics, and to try to
context it within the family of academic disciplines to which it bears some relationship.
To begin, I will offer the common but actually quite unenlightening definition of
linguistics as “‘the scientific study of language™. This sounds good until you think about
it. and you realize that without clarifying just exactly what “language” is, then the
definition gets us nowhere.

The question “what is language” is responsible for much more argumentation that it
really deserves. The problem with terms taken from everyday language for use in
academic disciplines as technical terms is that they are rarely rigorously redefined in any
way that meets with universal acceptance. Rather than trying to carve out an area of this
range of possibilities as being more accurate, appropriate or relevant, let us rather adopt a

syncreticist stance, and attempt a comprehensive survey.



A SURVEY OF LINGUISTIC UNDERTAKINGS

There are many ways that the question of what language is can be approached, and all
of them represent divisions of a range of academic undertakings, centered on, but not
limited to, what you should find taught in an introductory linguistic course. So rather than
trving to state definitively what language is, and then to proceed to the various ways of
studying it. let’s rather use the existing fields themselves to get at a characterization of
the meaning of the word.

We can consider language in and of itself as an abstract system. We can think of it in
terms of its communicative significance, which leads naturally to considerations of its
function in interpersonal and broader social contexts. Or we can think of it in terms of its
cognitive underpinnings — what it is about our physical beings (mouths, throats, ears,
eyes, hands and brains) that makes it possible to use language, and how we came to use
it, both in evolutionary terms (i.e. at the species level) as well as in developmental terms
(at the level of the individual). These three broad distinctions (formal, functional and
cognitive) perhaps cover most of modern linguistic endeavor, but we should not forget
considerations of language as an aesthetic entity. the basis of literary studies, poetics etc.
Although my characterization here seems to relegate aesthetic considerations of language
to the role of an offshoot, in fact the academic field of linguistics has as one of its oldest
roots just such aesthetic and indeed philosophical considerations (the ponderings of the
Ancient Greeks, which [ do not intend to go into here), with the more analytical aspects
of the field representing the more recent additions. My characterization however
represents my own bias: a focus on the analytical/interpretive (as opposed to aesthetic)

study of language. All of these manifestations of the analytical study of language can be



ranged on a representative map, positioning the various branches of linguistics with
respect to other sciences. Such a map, inspired by a similar diagram in Halliday, 1978
(but actually quite dissimilar in specific detail), is given in Figure 1. Let us explore this
figure a little.

At the core of this representation is an opposition that harks back most clearly to De

Saussure (Fuchs & Le Goffic 1992). and that is of the primary linguistic signe: a
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Figure I - Map of synchronic linguistic fields, and some scholarly fields related to them.
The terms around the periphery represent closely related disciplines. Terms in each layer
are arranged with respect to the categories shown in the layers interior to them, and each
circular segment can be read as being radially stratified, with the more specific areas of

investigation, where a distinction is shown, towards the center. The focus of the current

study — Neurocognitive Linguistics — is marked out in bold face.



symbolic combination of a form (a sound — shown by the written symbolization of the
spoken word *“tube” in the center of the diagram), and a meaning (the picture of the tube,
representing a mental image, or concept), or to use the terms of De Saussure (1916) un
signifiant and un signifié. This was chosen here as a kind of abstract symbolization of the
central nature of language as a system: a complex associative marriage of vocal sounds
and mental constructs. The core of linguistic theory comprises the theoretical areas that
consider the nature of this symbolic system itself.

The central region in Figure 1 — the disc with its bottom left-hand segment missing —
represents this general area of study, and is divided horizontally with respect to the binary
Saussurian signe into treatments of form, independent of meaning (phonetics, phonology
and syntax), treatments of meaning independent of form (aspects of semantics that
consider meaning relationships in general) and treatments of the interfaces of the two
(morphology, and what I have called lexical semantics, distinguished from just plain
semantics by attending to words, and thus including a consideration of form). This whole
chart can be read as radially stratified: areas of study are arranged from more specific to
more inclusive, moving from the inside of each circular segment outwards.

The outer layer of the diagram (divided vertically) represents areas of the study of
language that consider the linguistic system extrinsically, i.e. in the context of its speaker.
To the left (darker shading), we see areas focused on the individual mind, and the
features that underlie linguistic ability. This region is labeled “Language as Knowledge”.
To the right (lighter shading). we have areas concerned with “Language as Behavior”, in

Figure 1 specifically considered at the level of individual behavior. We will elaborate on



various aspects of this simple plan below. Let us move around Figure 1, starting on the

right, in the realm of language as individual behavior.

Langu S iv v

This area of linguistics includes all studies of the observable outputs of linguistic
systems. At the formal end (the top) we find the scientific studies of aspects of speech
production, namely instrumental phonetics. At the more specific levels of individual
behavioral studies, but down in the more functionally oriented realm, we find studies of
prosody — the characteristics of the speech output that are superordinate to the
phonemes, i.e. pitch, speed, intonation stress etc. — and outside that, the study of
pragmatics. considerations of the elements of meaning that are context-bound. and not
always traceable to the linguistic structure itself. At the next layer out, and spanning both
the formal and functional ends of the spectrum, I have included the realm of
lexicography, which is most often associated with writing dictionaries. This is an area of
endeavor concerned with individual word usage. Outside lexicography [ have marked
discourse linguistics, which is characterized by research into large chunks of actual
language output (be it written or spoken), with a view to understanding the global
characteristics of such structures (such as word frequency, information structuring etc.).
The outer edge of language as individual behavior includes some (but not all) aspects of
sociolinguistics, which is the study of language as a sociological phenomenon — its
importance to establishing and maintaining the social cohesion of speaker groups,
interpersonal dynamics, social standing, power relationships and so on. At the periphery
of the map I have included related disciplines, arranged closest to the linguistic area with

which they have the greatest dialogue.
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The opposite side of the diagram, with the darker shading, represents areas of

linguistic endeavor more concerned with language as knowledge.

Formal Linguistics

At the top left, the area of formal linguistics, perhaps most familiar to non-linguists, as it
is the area that Noam Chomsky fathered and still champions. Formal linguists are
primarily concerned with abstract theories regarding the nature of the knowledge systems
that they assume underlie language. Their focus is primarily on the systems that underlie
the formal aspects of language structure, with much less attention devoted to meaning.
Close to formal linguistics I have included computational linguistics, spanning the
border of the linguistic world. Computational linguistics is really much more concerned
with the creation of functional artificial systems than it is with the nature of natural
language, except insofar as it has the aim of imitating natural language as closely as it

can.

‘Meaning-first’ Approaches

Moving down in the realm of language as knowledge, towards the more semantically
oriented approaches, we meet psycholinguistics, and just beneath it, neurocognitive
linguistics. We will consider neurocognitive linguistics in detail below, as it represents
the standpoint of the current work. Both neurocognitive linguistics and psycholinguistics
have similar concerns and similar goals, but differ in assumption and methodology.
Psycholinguistics tends to look toward formal linguistics as a source of theory and

hypothesis, while NCL is theoretically self-contained. Psycholinguistics is furthermore



closely allied with experimental psychology, and is based much more squarely on a
footing of repeatable experimentation than other areas of linguistics, which tend to be
more observationally based. NCL, conversely is more closely related to neuroscience,
and does not (as yet) enjoy such an investment in experimental work.

More clearly located at the semantic end of studies of language as knowledge, is the
general area of Cognitive Linguistics. This is an approach to linguistic structure that is in
some sense like the logical opposite of formal linguistics in that its primary concern is
with meaning and meaning relationships, and how these are embedded in and represented

by the more formal aspects of language.

Other Axes...

Now attractive as Figure | may be (maybe not), it is of course a two-dimensional
representation of an intrinsically multi-dimensional phenomenon. Two very important
axes of the linguistic space are absent from Figure 1, and those are the extra-individual
axis, and the diachronic axis. All the areas marked out in Figure 1 are both synchronic
(do not involve the processes of change through time in any central way) and do not take
into account one of the more obviously crucial aspects of language, and that is that it is a
communicative system, and as such has certain characteristics that can only be

appreciated when seen in extra-individual terms.

Language Beyond the Speaker

On the side of language as observable phenomena, but in the realm specifically of
extra-individual phenomena, we must include considerations of linguistic typology, being

the study of the various shapes that language systems take across the world, and drawing



generalizations from such studies about what constitutes a “possible linguistic system”. In
addition we should mention dialectology and pidgin/creole studies, which are primarily
concerned with regional variation in linguistic systems, the latter inextricably interwoven
with socio-cultural historiography; and where the predominant focus is on aspects of
function. we find the remainder of sociolinguistics — those aspects specifically
considering inter-personal and inter-group communication. It is perhaps here that the
growing field of Communications might also be located. Cultural anthropology is perhaps
the most germane field external to linguistics proper that parallels these kinds of extra-

individual linguistic concerns.

Language Across Time

The second important axis missing from Figure 1 is of course the axis of diachrony —
aspects of linguistic endeavor that consider all and any phenomena related to the way
languages change through time. Diachronic studies have nothing of the individual mental
character of some of the more central linguistic concerns presented in the above diagram.
The only way we can study change through time is by considering evidence that survives
from earlier times, and nothing about individual mental worlds has this quality.

That which does survive however (written records in most cases) allow the study of
semantic change. Accompanying studies of semantic change, in the realm of language as
a system, we find grammaticalization studies (the study of how meanings and forms
change into syntactic, or “functional” units); language acquisition studies, which is
actually operating on a different time-scale, considering the development of the linguistic
system of the individual; and studies of sound change, which studies specifically the

ways in which phonetic and phonological systems develop.



10

In more general terms, diachronic studies include the field of historical linguistics,
with its central aim of reconstructing putative earlier forms of languages. It is from here
that we get our appreciation of language families — their family trees, if you will. And
finally, creolization studies (specifically those studies that consider the formation and
development of Creoles) related quite specifically to European Colonial History, as the
Creoles that receive the most attention are those that have formed from European contact

with non-European cultures.

Summgry

All of these various academic orientations (and I have undoubtedly offended an
unknowable segment of the academic population by accidentally omitting their specialty)
should demonstrate the quite dramatic diversity that resides under the rubric “linguistics”.
[t should also be clear that the pseudo-definition offered at the beginning of this section
(the scientific study of language) does not go very far at all in giving a picture of just how
many different things you can do whilst still calling yourself a linguist. And we didn’t
even consider the other major word in that definition, “scientific”...

So, having thus presented a field-guide to the relevant disciplines that come under the
umbrella of *“Linguistics”, let us shift gears, and consider briefly the world of
Neuroscience. Later we will pick out the area in the map we have just developed that
represents the point of departure for the current investigation — NCL — and now that we
know where it lives in the linguistic village, we will be well prepared to explore its

characteristics in a little more detail.
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CHAPTER TWO - NEUROSCIENCE

Although in name a linguistic theory, NCL makes quite strong claims about the
neurological reality that it is intended to represent, and takes more and more seriously the
idea that neuroscience represents a useful and stringent source of verification for its
theoretical constructs. In this section. some very basic aspects of brain science that are
relevant to NCL will be introduced, following a potted history of the development of

thought regarding the brain.

A VERY BRIEF HISTORY OF NEUROSCIENCE

There is something that feels new and exciting about brain science, as if it were a
young field undergoing the kind of explosive and rapid development that characterizes
new undertakings. But in fact, although imaging techniques and other recent
technological developments have indeed opened new and fascinating directions in the
study of the brain, it was some 2500 years ago that brain research had its beginnings
when Alcmaeon of Croton first suggested, around 500 B.C., that the brain might be the
“common sensorium”. His notion, which might be called the “cerebral hypothesis™ stood
in contradistinction to the prevailing wisdom of the time, as expressed in the writings of
Empedocles,

(The heart), dwelling in the sea of blood
that runs in opposite directions, where chiefly is

what men call thought; for the blood round the
heart is the thought of men. (quoted in Burnet, 1892)



This “cardiac hypothesis” was no doubt taught to Empedocles by his predecessors and
teachers, one of whom was Parmenides. And indeed as a hypothesis it endured for
centuries. greatly enhanced no doubt by having amongst its list of champions the whole
Stoic school of philosophy, and Aristotle. But Alcmaeon was not alone in challenging the
cardiac hypothesis. He was at least closely associated with, if not a member of the
influential Pythagorean Academy at Croton, and his opinion was not without supporters.
Burnet (1892) quotes an unnamed member of the Koan School of Medicine as dismissing
Empedocles and his followers as “‘magicians and purifiers and charlatans and quacks...”.
and, like Empedocles, Alcmaeon also had influential supporters, notable amongst whom
(from a modern viewpoint) were Plato and Hippocrates.

By the beginning of the Christian Era, there was mounting evidence suggesting the
validity of Alcmaeon’s “cerebral hypothesis™. In the 2™ Century A.D., the Roman surgeon
Claudius Galen had treated many individuals wounded in gladiatorial combat, and had
noted the correlation between brain injury and behavioral abnormalities. He also argued
strenuously against ideas attributed to Aristotle (for whom the brain was essentially a
cooling device for the blood) on the basis of the fact that nerve fibers led from the
extremities to the brain, not the heart! In fact Alcmaeon had also noted that strategic
dissection extinguished communication between sensory apparatus and the brain,
although he was probably not aware of nerves as such.

So, thanks to Galen and many after him, the cardiac hypothesis was finally overthrown
(although its effects are still evident in many European languages that use “heart-
oriented” metaphors to describe emotional or even mental states — ro be hard hearted,

light hearted, to have a heavy heart etc.), but as always in academic endeavor, the answer
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to one question invariable leads to a whole new set of questions. Once discovering with
reasonable certainty where the “‘common sensorium” was, the question obviously
became, how does it work? And this question stands to this day, albeit capable of

somewhat more specific expression.

SOME BASIC NEUROLOGICAL FAcTs PERTINENT TO NCL

In this section, I will limit my focus to two aspects of neural structure that are germane
to NCL — the generalized neuron, and basic cortical structure. Readers interested in a
more general account of basic neuroanatomy as it pertains to NCL are directed to Lamb
(1999a, Ch.16). For greater detail, and a slightly different approach, Kolb & Whishaw
(1996) is a lucid and readable treatment from the standpoint of Human Neuropsychology.
For a vast and detailed source for Medical Neuroscience, the reader is referred to Kandel,
Schwartz & Jessel, (1991), and for a more focussed treatment of cortical structure and

function, to the excellent series edited by Peters & Jones (1984a; 1984b).

The Model Neuron

The generalized neuron is a cell consisting of four regions (see Figure 1): the dendrites
(from the Greek word for “tree”, inspired by their tree-like spreading shapes, which
themselves are often referred to as “arborizations”), which receive most of the incoming
signals from the synaptic terminals of upstream neurons; the cell body, or soma,
containing the nucleus and organelles; the axon, being the major output conduit of the
cell, and the terminals (or terminal boutons), which are the structures at the ends of the
axonal branches that contact downstream neurons. The functioning of such cells, again in

very generalized terms, can be outlined as follows.
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Due to differing internal and external concentrations of certain elements (notably
sodium, potassium and calcium), the cells exhibit a slight negative electrical charge: in a
‘resting’ state about -65mV"'. Each cell is a discrete entity — it does not actually contact

other cells at all. Where the terminals are said to “contact’ (or synapse on) a downstream
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Figure I - A schematic generalized neuron

! In fact. this is more accurately expressed as the cell maintaining a potential difference across its
membranc of approximately 65mV. It is conventional however to arbitrarily define the extra-cellular space
as having a zero charge, and therefore the resting potential of the cell becomes -65mV (Kandel ct al. 1991).
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(or post-synaptic) neuron, in fact they stop just short, and the small intervening gap is
called the synaptic cleft. Synaptic clefts are measured in nanometers.

When an impulse arrives at the axon terminals, via a process we will get to below, it
triggers the release of a cascade of chemicals known as neurotransmitters, which diffuse
very rapidly across the synaptic cleft, and are received by the post-synaptic cell. The
effect of these neurotransmitters is ultimately to modify the electrical charge of the post-
synaptic cell. Some neurotransmitters are polarizing or hyper-polarizing, which means
that they make the cell’s charge more negative — push it further away from zero — and
hence less likely to initiate its own impulse (or “fire™). Other neurotransmitters are
depolarizing, meaning that they make the cell’s charge slightly more positive (pushing it
closer to zero), and hence making it more likely to fire.

The effects of any single synaptic input to a cell are very small, but the small local
hyper-polarization or depolarization has two important features: it lingers for a few
micro-seconds, and it spreads a small distance into the cell, weakening (or dissipating) as
it goes. These two properties allow that the various inputs to a cell will summate both
spatially (due to the slight spreading and dissipation) as well as temporally (due to the
lingering effect of the input). The exact location of the input (the synapse) on the post-
synaptic cell body is thus relevant to its function. Connections that synapse among the
dendrites will have a less significant effect on the cell’s behavior than connections which
synapse on the cell body. A certain class of connections (axo-axonic connections)
actually synapse on the axon of the post-synaptic cell, and as such synapses are mainly
inhibitory, they can have a dramatic and direct effect on the post-synaptic cell (i.e.

blocking its output).



16

Now any single cell has on average about 1000 independent input channels (1000
different cells that form synapses on it, most of them forming multiple synapses), but it
has only one output channel — its axon. It is therefore the global summation of all of its
inputs at any one instant that will determine whether the cell will initiate its own output
signal. When the resting potential of -65mV is depolarized enough (to about -55mV),
then an event known as an action potential (AP) is generated at the head of the axon, a
region known as the axon hillock. During the AP, the cell briefly generates a region of
high positive charge (around 110mV) in its axon hillock, which propagates rapidly down
the axon to the cell’s own axon terminals, triggering them to release their
neurotransmitters into their 10,000 or so respective synaptic clefts, and so the process
continues, from neuron to neuron (or more accurately, from neuron assembly to neuron
assembly).

The AP itself is an all-or-nothing affair. The cell either reaches is threshold and
initiates an AP, or it doesn’t. And the AP itself is of fixed amplitude. duration and shape
(“attack™ and “decay”). The mechanism that allows a cell to respond with varying
strengths to different inputs is not the characteristics of individual APs, but rather their
frequency. Cells tend to respond to inputs with more than one AP, generating what is
know as a spike-train in response to a given input. The frequency (and to a certain degree
the rhythm) of this spike train afford the cell a certain degree of freedom in its outputs.
Individual cells tend to be specific to particular kinds of output behavior, but most cells

have the ability to respond differentially to inputs of different strengths and periodicities.
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Figure 2 - Distribution of pyramidal neurons in cortical layers

Relevant Aspects of Cortical Structure

The neocortex exhibits a layered structure — usually generalized into 6 layers, and
referred to using capital roman numerals (I, II, III etc.). Of these layers, II, III, V and VI
contain the cell bodies of pyramidal neurons (or pyramids), the major excitatory
connective units. The pyramids of layer VI are unusual in that their dendrite fields (their
input structures) do not extend above layer III, while those of all higher layer pyramids
extend to and fan out in layer I (see for example Eccles 1984). The laminar distribution of
pyramids, and the usual extents of their dendrite fields, is shown in Figure 2.

Figure 3 shows the principle output systems — the axonal projections — of the layers.
The axons of layer VI pyramids project almost exclusively to the thalamus (a subcortical
structure mediating between the cortex itself and most of the sensory inp[uts and motor
oupt systems), very probably connecting there with some cells that lead immediately

back to the cortex, synapsing in layer IV, and thus creating a cortico-thalamic feedback
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loop. Layer V pyramidal axons project mainly subcortically, but have collaterals that
appear to contribute to (i) feedback links, synapsing in layers I and II (Connors & Amitai
1995), and (ii) feedforward links, synapsing in layer IV (Calvin 1995). Layer IV contains
no pyramidal cells, but is rich in another kind of local excitatory cell known as a spiny
stellate cell (Burnod 1990, Eccles 1984, Jones 1995, White 1989). Layer IV is the layer
that accepts inputs from the thalamus, as well as many cortico-cortical inputs. Spiny
stellate cells spread their own axonal projections upwards to layer Il where they contact
the proximal dendrites of layer II and IIl pyramids, and then spread out in layer I,
contacting the distal dendrites of all pyramidal cells (except those of layer VI, whose

dendrites, as already mentioned, do not reach layer I) (Eccles 1984).
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The axons of layer III pyramids project both locally and distally, and those of layer II
tend to project mainly to adjacent pyramidal cells (Eccles 1984, Jones 1994a. 1995). The
structure of the cortex is such that there are two basic input systems (cortical and
thalamic), and four broadly separable output systems, represented by the principal
projections of the pyramidal cells found in the respective layers: Layer II - proximal
cortico-cortical; Layer III - distal cortico-cortical; Layer V - subcortical; Layer VI -
thalamic.

This then is the broad outline of the facts of neuronal and cortical structure that are
relevant to NCL in general, and to which reference will be made in the following

sections. We will now move to a more in-depth look at the theory itself.

Introducing NCL is not possible without simultaneously addressing key issues in
cognitive theory regarding the fundamental nature of cognitive processing. The following
chapters will therefore do just that, starting with a very brief presentation of the theory
itself, and moving to a consideration of the significant ways in which it departs from

mainstream approaches to both linguistics and cognitive science.



CHAPTER THREE - NEUROCOGNITIVE LINGUISTICS (NCL)

NCL has a long and fascinating, if little known history. Starting with the observation
that what was relevant to the description of linguistic output was relationships between
linguistic entities, Sydney Lamb launched a research career in the late 1950's that has
continued quietly side by side with the generativist tradition that began at about the same
time (Lamb in fact was one of Chomsky’s earliest reviewers, Lamb 1967). Although
almost totally overshadowed by the popularity of the generative approach, Lamb’s ideas
about relational networks blossomed as “Stratificational Grammar” in 1966 (Lamb
1966b), and since then have undergone a continuous and meticulous refinement and
modification.

Over the last thirty years, the refinements of the relational network approach have
drawn it ever closer, representationally speaking, to models of real neural networks.
Since first noting this interesting phenomenon — in fact an epiphenomenon of exploring
what seemed the only reasonable hypothesis about the structure of the linguistic system
(Lamb 1972) — it was subsequently undertaken to establish just how well the match
might be made, and whether it might be more than coincidental that such a parallelism
might emerge. To date, every aspect of the theory that has been specifically compared to
the realm of neurology (see Lamb 1999a, chs. 16 & 17) has in fact been supported by
neurological evidence. The consistency of this trend is almost more than one could hope
for, and indeed it would be nice on occasion to find aspects of the theory that were

specifically contradicted by the neurological data, just to establish some kind of



boundaries! To this end, the explorations and comparisons grow ever more detailed and

specific.

DESCRIPTIVE ORIGINS

As a linguistic theory, NCL takes as a major source of evidence the structures of
natural language. In his introduction to Cognitive Grammar (CG) Langacker (1987)
provides a nice characterization of the term “natural™ as descriptive of an approach that
treats the phenomenon it seeks to describe in its full complexity and variability, without
proscribing any areas of the phenomenon as off-limits. In addition, a “natural” analysis is
one that does not itself propose any constructs or theoretical devices that themselves lack
any kind of direct evidential basis. That is, a natural approach is one that deals with a
phenomenon just as it appears to the untrained eye, and to do so, employs exclusively
mechanisms motivated by theory-external factors. Langacker’s aims are congruent with
the undertaking of NCL, as indeed are most of his “guiding assumptions™ (ibid. Ch. I).
But to closely characterize NCL, which has quite a different flavor from CG, we need to
be more specific.

NCL has its roots in the theory of Stratificational Grammar (Lamb, 1966a; Lockwood,
1972). This was a system of grammatical description that emphasized relationships
between linguistic entities, and that represented such relationships in a relational network
format. So for instance, a simple observation such as “the lexeme cat is composed of the

sequence of phonemes /k/, /2/ and /t/” was represented as follows,
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car

k/ 1=/ n

Figure | - A simple relationship in relational network notation

The small triangle at the center indicates the specific relationship that pertains between
the three phonemes — i.e. that they are addirive (an AND relationship) as well as ordered
(or sequenced) to form the lexeme. Other relationships are possible, such as unordered
combination (as occurs in the domain of semantics where simple concepts combine to
form more complex concepts, but the order of that combination is not relevant), or
alternative combination, such as that entailed in the a statement “‘the phoneme /k/ can
occur in the lexemes cat, kind, chaos etc.”, shown in Figure 2. Here the upward-facing
square bracket above /k/ shows that it may alternately be involved in many different
relationships, and indeed the same applies to the phonemes /&/ and /t/, although it is not
shown here, as well as to all other phonemes.

As this kind of relational network approach became more elaborate, it soon became
clear that the entities themselves (the phonemes and lexemes in the above diagrams) were

not in fact contributing anything to the diagrams. That is, where /k/, /2/ and /t/ come

kind chaos cat

k/ /=/ n

Figure 2 - AND and OR relationships in relational network notation



together for instance, they can only form /kat/. Writing /kat/ (or cat) into the network
diagram at that point is actually redundant. Indeed, the phonemes themselves are
composites of articulatory gestures (on the production side), or acoustic patterns (on the
input side). and so they too are susceptible to the same kind of *“pure network”
representation — the elements that combine to form /k/ cannot (at that particular
convergence point) form anything else, and so there is no need to include /k/ as part of
the representation. The conclusion that emerges from this basic observation is that the
“entities” of standard linguistic analysis are in fact somewhat epiphenomenal. Particular
convergence points in the network correspond to particular entities, but the actual entities

have no separate existence. The real structure of the system is in the relationships.

PURE CONNECTIONISM

So, we have just suggested that the labels in the network diagrams are redundant, and
that removing them does nothing to damage the informational content of the network. If
that declaration seems unproblematic, then the reader is unlike the great majority of
students first encountering this way of thinking. For this notion is invariably the major
sticking point in the comprehension of NCL.

How can it be that the labels serve no function? The answer is deceptively simple:
because the nodes of NCL networks do not contain information (in the sense that a
computer memory address contains information) and indeed the connections do not pass
information (in the same way that a telephone line does for instance). Nodes are points
where activation flows merge and split. They are not storage houses. If it were possible

for us to “sample” the information at any one node while it was active — i.e. to somehow



record the activation as it traversed the node — we would not be able to reconstruct from
that recording the informational event that that node was involved in (nor any part of it).
The recording would be of an activation level: a value on a one dimensional scale, with
no informational content (informational significance, certainly, but no content). The
information is an emergent quality of the activity of the entire network, and exists only by
virtue of the connectivity inherent in that network. Sampling any one point (node or
connection) in the network would tell you if that point was active or not, but would not
tell you what the activity of that point contributed to in terms of the global activity of the
network. A phonemic node labeled /b/, for example would only able to be thus labeled
because of its downstream connections to the phononic nodes {Lb] (labial) and [Cl]
(closed). These nodes in turn are only as I have just described them by virtue of their own
connections to the muscle groups responsible for the articulatory output that characterizes
them (in the production direction), or else the auditory input structures capable of
detecting these features in the speech stream (in the perception direction).

Now at this point, with the reader probably experiencing faceless anxieties regarding
the insistence that the network is “all just connections”, an anecdote becomes relevant. A
story is told of an old mystic attending a lecture given by an eminent physicist, who was
explaining the nature of the universe. Having heard the physicist’s explanations, the
mystic stood and declared that the physicist was wrong; that the world rode on the back
of a giant turtle. When asked what that turtle stood on, she declared “Why, another
turtle!” The physicist patiently reiterated his challenge, asking what this second turtle
stood on. The mystic smiled gently at the scientist’s incomprehension, and said “It’s just

turtles all the way down!”



There is an obvious problem with the infinite turtle theory of the universe, and that is
precisely its infinite nature. Now while this might not actually be seen as problematic in a
mystical theory of the nature of the universe, it maps onto a perceived problem with a
relational network which is “all just connections”. If everything is only what it is by
virtue of connecting with something else, then where, for instance, is meaning? Doesn’t
the network suffer from the same infinity problem as the turtle universe: its connections
going round and round, never contacting anything that will give contenr to all the nodes?
This is in fact Harnad's “Symbol Grounding Problem”, (Harnad, 1990).

But in fact the apparent problem is a chimera. Above, we traced the production of /b/
down to a set of neuromuscular junctions. These connect with muscles, and crucially, the
muscles do something. They interact with the external world, and are hence interfaces
between the network and the environment. The neuromuscular junction in this simple
example represents an edge of the network, and provides a *“real world” grounding for the
relations relevant to the (production) phoneme /b/ that we started with.

Now, let us start again at the node for /b/ and go instead upstream, through the node
for some phonological sequence, say /bat/ up to the lexeme (or “lemma”)' node bat, and
then to the conceptual level. Beyond the lexemic level, our pathways will diverge again
into the various modality specific connections that comprise the “meaning” (= our
entrenched experience) of bar. There will be visual, tactile, possibly auditory, emotive as
well as procedural information that will contribute to this concept. There will also be a

practically unrestricted range of associations that will flow from these conceptual

' “Lexemic” nodes in NCL correspond roughly with what is commonly called the “lemma” node in
cognitive psychology. This is an unfortunate mismatch, as cognitive psychological models often have
lexeme nodes as well (see Levelt, 1994; Jescheniak & Levelt, 1994). The Cognitive Psychological
“lexeme” would correspond with the upper reaches of the NCL phonological production system — the



connections in all modalities. Let’s follow just one pathway again. [ will take one from
my own concept, which may or may not find a match in the reader’s understanding, but
that needn’t matter. I have an auditory image associated with “*bat” which comprises the
very particular sound of a cricket ball being struck (the fabled “crack of leather on
willow™). This would be represented in an NCL diagram as an auditory node, labeled
however you want (the label is irrelevant), that connected to a set of finer auditory
componential nodes, similar to those that would become active in an actual auditory
experience of the noise. These finer nodes would themselves be connected to primary
auditory centers, and the nodes there to the sensory apparatus in the ears. Again we have
reached the edge of the network, and again we are in the real world. So, unlike our
infinite regression of turtles, the network is in fact grounded at its periphery by virtue of
connections with sensory apparatus and motor effectors.

In short, the cognitive system is a network that represents fantastically complicated
sets of learned correspondences and associations between the full range of sensorimotor
experiences (including, importantly, internal somatic states). The network is not infinite,
so the problem of where content resides is a non-issue. Meaning is embodied in a very
literal sense — extracted from experience, directly linked ultimately to the same systems
that extracted it in the first place, and instantiated as a dynamic set of associative
connections. Asking where meaning resides in the network is like asking where your last
road trip to Florida resides in the highway system. It seems like a difficult question to

answer. but that's because the question itself doesn’t make sense. In order to understand

lexonic and morphemic levels (see Lamb 1999)



the world of NCL, we must abandon our cherished objectivist notions of information

storage and retrieval, and we will have a lot more to say about this in Ch.4.

NEUROLOGICAL COMPARABILITY

I have been making allusions to real neural networks. But our starting point was an
analytical linguistic theory. Where does the brain come into NCL? Well, as Lamb's
purely relational system developed, so an interesting and unanticipated iconicity began to
suggest itself. Lamb noticed, in the early 1970’s, that the relational network diagrams
bore a passing resemblance to neural network diagrams, and an intriguing possibility
emerged — perhaps the representational system that had been arrived at through
considering only the linguistic evidence was actually at least comparable to real neural
systems, at least in so far as its basic architecture was concerned. Exploration of this
possibility led to the second evidential basis that is currently enjoyed by NCL (the first
being the linguistic evidence), and that is the neurological evidence.

A claim commonly made by cognitive scientists is that we simply do not know enough
about the brain to consider it a reasonable constraint on theory formation. For instance

Harnad,

Very little is known of the brain’s structure and its ‘lower’ (vegetative) functions so far,
and the nature of ‘higher’ brain function is itself a theoretical matter. To ‘constrain’ a
cognitive theory to account for behavior in a brainlike way is hence premature in two
respects: (1) It is far from clear yet what ‘brainlike’ means, and (2) we are far from
having accounted for a lifesize chunk of behavior yet, even without added constraints.

(Harnad, 1990, p. 337)



Harnad's summary pronouncement is incorrect for several reasons. First, while it is
true that there is yet much that we do not know about brain structure and function, to thus
summarily dismiss that we which do know is thoroughly unjustified. There is one very
important sense in which “brainlike” can be understood, and that is in terms of the
substrate-dependent nature of its processing and internal communications, a point we will
consider in more detail in Ch.4. And as to not having accounted for even a “lifesize
chunk of behavior”, this is a classic example of vague academic doublespeak, highly
dependent upon one's interpretation of “lifesize”, and is thus little other than an opinion.
Claims that neurological constraints on theory formation are premature are smoke-
screens, and are simply untrue.

Careful attention to data points that seem to be relatively stable in the realm of
neurology provides a clear basis for proposing neurological constraints on a cognitive
theory, and having first noted the resemblance between his networks, and neural circuitry
diagrams, Lamb moved towards exploring whether that iconicity had any significance.

Of course, simply noting an iconicity is no basis for assuming its validity. The
essential architectural characteristics of the network, as well as the common kinds of
node assemblies that occur, if interpreted in neurological terms, stand as hypotheses about
what kinds of structures might exist in the brain. The first step in establishing whether
there was any substance to these hypotheses was to ensure that at their most basic level,
the structures employed by NCL had real neurological correlates. It quickly became clear
that the essential characteristics of NCL networks map very easily onto fundamental
characteristics of real neural networks, with no notable overlaps on either side (that is,

there is nothing central to NCL that lacks a neurological counterpart, and neither is there



anything which appears crucial to neural structure, at its most basic structural level, that
is conspicuously absent from NCL networks).

[t must be stressed that we are here speaking primarily of structures at the “building
block” level — the nodes and links of NCL, and the neuronal characteristics of real
networks — and only very abstractly at higher levels of organization. So while the kinds
of structures proposed in NCL networks do not seem to produce anything untenable in
neurological terms, it is nevertheless the case that there is as yet no direct evidence for
the existence in human brains of any particular complex structure proposed in NCL. This
limitation is one that for the moment is the result of technological constraints, although
they are constraints that are being relentlessly confronted by neuroscience, and against
which considerable progress has been made in recent years. As our ability to accurately
establish spatial location information about neural structure improves, so will our ability
to directly verify the existence (or non-existence) of the specific architectures and
systematic devices proposed in NCL. Until that time, we take as sufficient the fact that
the essential building blocks of NCL are well attested, and we hence work in the constant
knowledge that specific NCL structures are provisional, awaiting the means for rigorous
and direct neurological investigation. Where some might (and some do) scoff at such a
position as “hand waving”, the NCL approach still has the tremendous advantage over
most other cognitive models that it does not crucially depend on fanciful and non-existent

constructs, as do all symbolic models, as we shall see in Ch.4.
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LocCAL AND DISTRIBUTED CODING

Another point worthy of mention here is that the pure connectionist network exhibits
both local and distributed coding — features often ranged against one another as mutually
exclusive (see for instance Churchland & Sejnowski, 1992). In a pure connectionist
network, information is “distributed” by virtue of the fact that nodes have no content —
an informational “unit” is a composite effect of the coordinated activation of a number of
interconnected points (depending on how far afield one wishes to trace the connectivity),
and therefore has no existence apart from that web of connectivity within which it is
instantiated. But the system is also local in the sense that a point of convergence can be
found for instance in my neural network that is unique to a set of associations that [
recognize as the concept BAT (if it made any sense to “‘recognize” an activation pattern
aside from the actual experience of conceptualizing). Another node is the coordinating
center for my concept GRANDMOTHER, but unlike the classic “grandmother node”, the
node itself does not contain any information about grandma. All it does is represent a
convergence of experiential and/or other conceptual inputs to a particular point that
allows me to contribute the recognition “grandma” to whatever higher order processes are
going on. I do not need a separate node for “grandma ironing her jeans”, “grandma in her
Ferrari”, “‘grandma from the back” and so on. These kinds of concepts represent
impermanent, or accidental bindings that are more appropriately dealt with using
dynamic binding systems (Damasio 1989, Hummel & Biedermann 1992, Shastri &
Ajjanagadde 1993, Harrison 1999). The standard objection to the localist “grandmother
nodes” is based on the assumption that nodes themselves contain information (see

Churchland & Sejnowski 1992 for a presentation of this traditional objection), which in



the diagram are most probably exclusively linguistic (such as the phonological
recognition and production areas), while others are not (like the visual areas). All of these
systems and indeed many others not shown are however involved in linguistic processing
in one way or another. As it is an observable fact that we can talk about virtually
everything we are able to experience, then it follows that the linguistic system must have
pathways the reach, directly or indirectly, to virtually all points of the cognitive system.
Chapter 11 of Lamb, 1999 explores such ideas in greater detail.

Towards the end of the present work, when we come to actual network simulations,
we will be talking about “upstream” and “downstream” activation, and this overview of
the linguistic system will allow us to visualize what these terms actually mean. The small
boxes in Figure 3 marked *“ears etc.” and “eyes etc.”, represent the sensory periphery,
which of course includes other senses not shown, and also internal “somatic” inputs.
Activation that flows from this periphery upwards on the diagram is what we will be
referring to as “‘bottom-up” activation, and although this vertical arrangement is not
consistent in the diagram, bottom-up activation is that which continues to flow away from
the sensory periphery, towards the higher conceptual areas, represented by the labeled
areas across the top of the diagram: “planning”, “processes” etc. “Top-down” activation
is just the reverse — activity which flows from these higher conceptual areas, towards, not
the sensory periphery, as this is exclusively an input system, but rather towards the motor
effectors shown by the box labeled *“speech mechanism™. This directionality can thus be

further simplified and represented as in Figure 4.
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the NCL model — and, it is assumed, in the neurological reality it is modeling — is

simply not the case.

THE LINGUISTIC SYSTEM

Before leaving this outline of the theory, it will be appropriate to consider briefly an
overview of the linguistic system as a whole. Of course, the deceptively short phrase “the
linguistic system as a whole” is actually referring to an astronomical number of nodes
and connecting links, and even if we were currently able to specify each and every one
there would be no way to represent them all. Our representational approach will therefore
involve tremendous simplification. Figure 3 shows just such a simplified view.

No clear boundary is shown in the figure between the linguistic system and other

cognitive systems, precisely because no such boundary exists. Certain elements shown on
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Figure 3 - Some major components of the linguistic system and their integrating connections
(from Lamb, 1999, p.183)
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Higher Conceptual
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Figure 4 - Generalized directionality in network representations
The general overview given in Figure 3 provides a frame of reference within which
the more detailed network structures of NCL can be placed. To make the mental journey
to the more detailed network structures, we need to undergo a process of magnification.
For instance, the phonological recognition and production areas can be “magnified” a
little as shown in Figure 5. Specific network structures are still here generalized into

module-like labels. These labels are strictly abbreviatory, however, and should certainly
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Figure 5 - A slight "magnification” of the phonological system(s) (From Lamb, 1999, p.174)
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not be taken as an indication of bounded regions.

Let us now zoom in further on the central portion of the phonological production
system (to the left of Figure 5) comprising the linked areas “Syllables”, “C-, -V[C]” and
“Segments”, and isolate a particular set of relationships that would fall within this area,
such as the relationships that pertain between the syllable “dog”. its syllabic structure,
and its segmental components. One possibility for this finer structure is shown in Figure
6. | say “one possibility” as we are now at the level of analytical or descriptive
hypothesis, a level at which there are frequently alternative ways of modeling given
relationships.

The specific nature of the structure shown in Figure 6 is not as important as the

(from Phonological Words)

Syllables

C-,-V[C}

Scgments

(to Features)

Figure 6 - Further magnification of a portion of the phonological production system, showing actual
network structure. (Note: this diagram lacks the delay elements that would be necessary to control the
timing distinctions present in syllable formation. These have been omitted to keep the diagram clear.
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demonstration of how network analyses represented at this level of detail are intended to

fit within the more generalized structures such as those shown in Figure 3 and Figure 5.

This concludes our main discussion of NCL. We will briefly reconsider the theory
itself however at the end of the following chapter, in which we will consider some
fundamental concepts relevant to the present work, concepts where NCL departs in

important ways from mainstream Cognitive Science.
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CHAPTER FOUR - COGNITIVE REALITY

We have now seen an outline of the pure connectionist position of NCL. Perhaps a
more recognizable way to express this feature of the theory is to say that NCL is an
entirely non-symbolic cognitive theory. In order to clarify how NCL can claim to be
entirely non-symbolic, let us turn now to a consideration of standard (Cognitive Science )

notions of mental representations and of symbolic cognition.

"MENTAL REPRESENTATIONS''

According to Block (1981, p.5) many philosophers and psychologists are uncertain as
to the meaningfulness of the whole notion of “mental representations”. The tremendous
apparent complexity and convoluted argumentation evident within Cognitive Science is
to a large degree emergent from the intrinsic lack of clarity of just precisely what a
“mental representation” is. In the face of such uncertainty, the power of standard
terminology to exert an often undesirable influence on the thinking of researchers

becomes apparent. Pylyshyn writes,

There is, of course nothing wrong with using metaphors: Virtually all theoretical ideas
in science derive from some relatively familiar metaphor. However, not all metaphors
are equally appropriate and some may even be harmful by discouraging certain Kinds of
fundamental issues being raised [sic] and by carrying too many misleading implications.

(1973, p.8)

Although [ agree wholeheartedly with Pylyshyn on this point, I will go on unfortunately

to use his own comments against him, and against a great many cognitive scientists, who
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have a conception of mental processing that is deeply invested in a totally inappropriate
“‘objectified” metaphor of cognitive reality.

Many persistent debates in the field (such as the “imagery debate”, cf. e.g. Block
1981, 1990; Dennet 1981; Kosslyn 1980; Kosslyn et al. 1981; Logie & Denis 1991;
Pylyshyn 1981; Shepard & Cooper 1982; Sterelny 1990) are driven not by any deep
philosophical disagreement, but rather by a failure to acknowledge that a deeper problem
underlies the whole debate, and in fact renders it unresolvable. Cognitive Science is
entirely focussed on the study of mental processes. and as such depends on
understandings of mental representations, and yet that fundamental concept itself is
poorly articulated, and the metaphorical terminology used to refer to it introduces
precisely the kinds of “misleading implications” that Pylyshyn was warning against.
Terms such as “mental representation”, “concept”, “mental image”, “proposition”,
“semantic element”, “memory” and so on are all countable nouns, and hence all entail, as
a subtle part of their semantics, boundedness of the kind explicated at length by
Langacker (1987). They invite comprehension of that to which they refer in terms
analogous to the comprehension of discrete (physical) objects, and although “physicality”
is not at issue here, “discreteness” or “boundedness’ most certainly is.

The debate that comes perhaps closest to illuminating this fundamental problem in

Cognitive Science is the debate which continues between symbolists and connectionists.

SYMBOL SYSTEMS

Harnad (1990) provides a detailed definition of a symbol system which will be useful

as a point of reference. Based on the work of several prominent authors in the field (see
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refs. in Harnad, p. 336), he reconstructs a stepwise definition, quoted here in full for

reference:

A symbol system is:
(1) a set of arbitrary physical tokens (scratches on paper, holes on a tape, events in
a digital computer, etc.) that are
(2) manipulated on the basis of explicit rules that are
(3) likewise physical tokens and strings of tokens. The rule-governed symbol-token
manipulation is based
(4) purely on the shape of the symbol tokens (not their “meaning™). i.e. it is purely
svatactic, and consists of
(5) rulefully combining and recombining symbol tokens. There are
(6) primitive atomic symbol tokens and
(7) composite symbol-token strings. The entire system and all its parts — the
atomic tokens, the composite tokens, the syntactic manipulations (both actual and
possible) and the rules — are all
(8) semantically interpretable: The syntax can be systematically assigned a
meaning (e.g. as standing for objects, as describing states of affairs). (Harnad 1990,

p-336)

Many theoretical undertakings that bear on cognitive phenomena seem to take it as given
that the human cognitive system is a symbol system, but Harnad goes further than just
assuming this, and presents a list of strengths of the symbolic position: a list of reasons
supporting the assumption that symbol systems are an appropriate way to deal with

human cognition. He lists three such strengths:

(1) Svmbolic function: Symbols have the computing power of Turing machines and the
systematic properties of a formal syntax that is semantically interpretable.
(2) Generality: All computable functions (including all cognitive functions) are

equivalent to a computational state in a Turing machine.






